














































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































Power and Ground Pins 

Actel FPGAs are designed with ample power and ground pins on 
the device resulting in minimal ground bounce characteristics 
during I/O switching. A ground pin is provided for approximately 
every eight I/Os (please refer to package drawings found in the 
Actel FPGA Data Book and Design Guide for further detail). 
Unused I/Os cannot be programmed to act as ground pins. 

Table 2 describes the function of each of the power and ground 
pins found on the devices. 

Table 2. Power and Ground Pin Functions 

Vee Device operating power. 

Vpp Device programming Voltage. Should be tied to 
Vee during normal operation. 

VSV Super voltage supply. VSV = Vpp +3. VSV provides 
a precise lower limit on the voltage that is applied 
to a fuse during programming. During normal oper­
ation VSV = Vee· 

VKS VKS provides voltage supply for keepers (keepers 
maintain floating tracks at Vpp/2 during program­
ming and prevent them from leaking down to 
GND). During programming, VKS = Vpp/2. During 
normal operation, VKS = GND. 

GND Supplies GND to the array (all channels). 

Slew Rate 

ACT 1 and ACT 2 outputs operate at high slew rate only. Figures 
1, 2, and 3 illustrate the slew rate characteristics for high slew rate 
outputs, both loaded and unloaded, for an A1280 PG 176 device. 

LOAD 

INBUF 

Figure 1. The Test Circuit 
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Device I/O 

The I/Os on each Actel FPGA are nonrestrictive. Any pin shown 
as an I/O in the pin description list can be assigned to be either 
input, output, bidirectional, or tri-state. ACT 2 FPGAs add latch 
capabilities to each of these options. Actel FPGAs do not 
incorporate any type of internal pullup on the I/Os. Inputs must 
not be left floating, since this may cause irreparable damage to 
the device. Any unused I/Os will be configured as active low 
outputs by the Action Logic System. The sink and source 
capabilities of individual outputs for ACT 1 and ACT 2 FPGAs 
have been extrapolated from V-I curves and are shown in Table 3. 
The V-I curves for ACT 1 and ACT 2 are shown in Figures 4 
through 9. 

Table 3. Worst-Case Sink and Source Current for Actel 
FPGAs 

TTL 

CMOS 

ACT 1 

8 rnA 

4 rnA 

ACT 2 

10 rnA 

6 rnA 

I/Os may be tied together externally to increase drive capability. 
The outputs must switch within 4 ns of each other, thus they 
should be placed as close to each other as possible. (Please refer 
to device die bonding diagrams for pad locations.) The switching 
times can be verified with the ALS Timer. 

Decoupling Capacitors 

Actel recommends the use of decoupling capacitors with all 
FPGA devices. We suggest a minimum of one capacitor per side, 
located next to power and ground. A 0.1 J.lF monolithic ceramic 
type is sufficient. 

References 

1. David Shear, "EON's Advanced CMOS Logic 
Ground-Bounce Tests," EDN, March 2, 1989, p. 88. 
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A Power-On Reset (PaR) 
Circuit for Actel Devices 

Application 
Brief 

The state of a system at startup is an important consideration in 
designing a circuit. It is usually desirable to provide an input 
signal at startup to reset synchronous circuitry. Otherwise, the 
system may initially operate in an unpredictable fashion because 
flip-flops are not designed to power-on in any particular state. 
Figure 1 shows a typical power-on reset (PaR) circuit where the 
series resistor, RI, is omitted for TTL circuits. 

'omit for TTL 

Figure 1. Power-On Reset Circuit 

This resistor is necessary with CMOS implementations to prevent 
damage to the device when power is removed from the circuit. 
Otherwise, the capacitor will try to power the system via the 
CMOS input gate protection circuit. A Schmitt trigger (40106, 
74LS14) may have its advantages in making the RESET signal 
switch off cleanly. The hysteresis symbol shown in Figure 1 
indicates an inverter with a Schmitt trigger input such as the 
CMOS 40106 hex inverter. The following sections describe the 
power-up conditions of an Actel device and a recommended paR 
circuit. 

Behavior of ACT™ 1 FPGA Inputs 

During power-on, the +5 V logic supply rail of a system typically 
rises from 0 to +5 V in SO ms or less. Because regulator outputs 
are usually current limited during this transition, the rise time is 
more or less linear, with a slope in the range of 0.1 V /ms to S 
V /ms. Each ACT 1 FPGA has a universal pad driver design that 
may be configured as an input, output, three-state output, or 
bidirectional input/output. This configuration of the pad driver is 
accomplished by programming antifuses in the pad driver 
circuitry. 

As the +S V logic supply rail passes through the region from 
approximately +2.2 V through +2.S V, pad drivers that have been 
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programmed as inputs may behave temporarily as outputs that are 
in the logical 'I' state. Thus, these input pins will temporarily 
source current (approximately 8 to 10 rnA, if not otherwise 
limited) into whatever driver is connected to them. They will be 
sourcing this current from the +S V logic rail, which at this time is 
at +2.2 to +2.S V. This duration is a function of the power rail rise 
time. For +5 V rails that come up quickly, at S V/ms, the duration 
of the behavior will be approximately 60 !lS. For supply rails that 
rise slowly, at 0.1 V /ms, the duration of the current sourcing 
behavior will be 3 ms. In the former case, the Actel input can 
deliver as much as 0.6 f.lC to the circuit that drives it; in the latter 
case, the charge is as much as 30 Il-c. For many driver circuits, 
this amount of charge is insignificant; however, for others it may 
be unacceptable. 

Inserting a series resistance of sufficient size in the Actel input 
line can limit the effect of this behavior. In the case of the paR 
circuit in Figure 2, the series resistance must be chosen to keep 
11 V ::; 1 V. This guarantees that the paR remains at a logic '0' 
following the irregularity when the logic supply rail is at 
approximately 2.S V, where 11 V /l1t = i/C is the voltage rise time of 
the capacitor. The capacitor is charged through a resistor to the 
S V logic supply rail, and the diode across the resistor is used to 
discharge the capacitor at power-off. For a power rail rise time of 
0.1 V /ms, the duration of this behavior will be approximately 
3 ms. This means that for a paR capacitance of 0.1 f.lF, the 
current out of the Actel device input must be limited to 

i = Cl1v / I1t = (0.1 f.lF * 1 V) / 3 ms = 33 f.lA 

which can be achieved using a resistance of 2.24 V /33 rnA 
= 68 kQ. 

1N5711 

0.11lF 

+5 V 

POR 

Ground 

ACT 1 
Device 

Figure 2. Power-On Reset (POR) Circuit with 
Current-Limiting Resistor 
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Furthermore, for drivers that cannot accept a source of current at 
their outputs or for a multiple-source data bus, it is strongly 
recommended that the bus driver(s) be three-stated during POR. 

Summary 

Use these methods for avoiding POR problems. The transistors 
for these devices are turned on at approximately 0.7 V, their 
threshold voltage, while the circuit is functionally operational at a 
voltage level of approximately 3.3 V. The global routed clocks in 
Actel devices can also be used as resets for synchronous circuits 
when connected to either CLEAR or PRESET inputs of 
synchronous macros for the ACT 1 family, and the CLEAR input 
for ACT 2 and ACT 3 families. 
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Simultaneously Switching 
Output Limits for Actel FPGAs 

Application 
Note 

Introduction 

For high perfonnance field programmable gate arrays (FPGAs) 
with many I/Os, the allowable number of Simultaneously 
Switching Outputs (SSOs) for each device is an important issue 
for system designers. The limits for SSOs depend on factors such 
as package type and die size. Use the following guidelines to help 
ensure reliable system designs. 

System Noise and Transients 

Noise generated by off-chip drivers is a major concern in FPGA 
design for high-performance systems. Noise is closely related to 
interconnections and increases as a function of fast rise times, 
large total chip currents and die dimensions, and small spacing 
between components on-chip and onboard. As clock frequencies 
and die dimensions increase, signal wavelengths become 
comparable to wire lengths, thereby making better antennas. 
Reduction in the spacing between circuits leads to an increase in 
the capacitive, inductive, and resistive couplings. The voltage (IR) 
drop across the power lines becomes more significant as the 
current densities increase and the feature size decreases. With 
larger amounts of current switching, the inductive noise 
associated with the power lines also increases. These current 
transients may generate large potential drops because of the 
inductance of the power distribution network and is referred to as 
simultaneous switching (dI) noise. 

When several circuits switch simultaneously, the current supplied 
by the power lines can change at a very fast rate and the inductive 
voltage drop along the line can cause the power supply level to 
fall. This voltage drop is proportional to the switching speed, the 
number of drivers switching simultaneously, and the effective 
inductance of the power lines. This effect can be summarized by 
Faraday's Law, which states that any change in the magnetic flux 
will be confronted by an opposition, a self induced EMF, 
determined by the rate of change in the total magnetic flux, 
represented by this equation: 

EMF = dll>/dt = LdI/dt 
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This reduction in the supply level diminishes the current drive of 
a circuit, increases the delay, and may lead to the spurious 
switching of the receiver. 

ssa Recommendations 

Actel defines SSOs as any outputs that transition in phase within 
a 10-ns window. The output current of these drivers is shown in 
the Actel FPGA Data Book and Design Guide. The amplitude and 
duration of the ground bounce is a function of the number of 
outputs switching simultaneously and the capacitive loading of 
the outputs. 

Table 1 shows the recommended SSO limits for the Actel FPGA 
family. These may vary because the amount of ground bounce 
that an application can tolerate is difficult to determine. 
Worst-case conditions are simulated by placing the I/Os adjacent 
to each other while driving 20 pF, 35 pF, and 50 pF loads. The 
observed ground bounce is less than 1.5 V, with a pulse width of 
less than 2.0 ns. This is within the acceptable limits of the 
dynamic threshold of 74F, 74LS, and ACT families. Results from 
the EON Special Report on Ground Bounce Tests by David 
Shear l show a plot of the ground bounce pulse amplitude versus 
pulse width duration (ns) for different logic families. This article 
shows that as the input pulse width gets shorter, the voltage must 
be higher to affect the output of the device. Exceeding the 
recommended limits may result in larger ground bounce. The 
output drivers should be placed separately if more outputs must 
be switched simultaneously. This arrangement reduces the mutual 
inductance produced between adjacent I/Os resulting in a lower 
ground bounce. If necessary, buffers may also be inserted in the 
path before the output buffer. This will reduce the probability of 
adjacent drivers switching within 10 ns of each other. 

References 

1. David Shear, "EON Special Report on Ground Bounce Tests," 
EDN, Apri115, 1993, p. 120-134,. 
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Table 1. Recommended SSO Limits for Actel FPGAs 

Maximum Recommended SSOs for Loads 
Device Package 

20 pf 35 pf 50 pf 

A 101 OA/A 1 020A 44 PLCC 40 22 16 

A 101 OA/1 020A 68 PLCC 60 34 24 

A1020A 84 PLCC 80 45 32 

A 101 OA/1 020A 84 PGA 80 45 32 

A1010A/A1020A 100 PQFP 80 45 32 

A1280 PG 176, PO 160 160 90 64 

A1240 PG 132, PO 144 120 68 48 

A 1240/A 1225 84 PLCC 80 45 32 

A1225 100 PGA, POFP 80 45 32 

A1425 84 PLCC 

--
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Design Techniques 
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Hints and Tips for 
Better Actel Designs I 

Application 
Note 

Actel field programmable gate array (FPGA) designs benefit 
from the same digital design techniques that are effective for 
other types of devices in a digital system. PLD, TTL, and FPGA­
based designs use many of the same methods to implement 
common functions. However, there are many architectural 
differences between these device types that require distinct 
techniques for optimum results. Use the following techniques to 
improve the performance of Actel FPGA designs. These hints and 
tips provide a wide range of ideas to be considered during the 
design flow. In most cases, more information is available in the 
ALS User's Guide. 

Reducing Unnecessary Logic 

The macro library for each ACTTM family contains a wide variety 
of hard combinatorial macros with many combinations of 
inverted (bubbled) input and output pins. For example, there are 
five different four-input NAND gates, having zero to four inverted 
inputs. Use each of these hard macro types as necessary to 
eliminate the use of inverters. This practice reduces the logic 
module count and increases speed and efficiency by removing 
unnecessary logic levels. 

Using De Morgan's Law 

Apply De Morgan's law to reduce combinatorial logic 
expressions to their least complex form. Reducing the logic 
equations reduces logic module use and complexity. In many 
cases, lower fan-in macros may be used as a result of simpler 
logic equations. The overall routability usually increases as a 
result of simplifying the design's implementation. 

Pipelined Design 

For highest performance throughput, use pipelined design 
techniques if possible. Pipe lined designs may use more logic 
modules to implement a function, but they will have higher 
performance. If high performance is required and the device 
capacity is sufficient, use pipelining instead of serial data 
processing. 

Balancing Logic Levels 

Balance the number of logic levels between registers in a register­
to-register design. For a data bus that traverses ten logic levels 
and three registers, separate the number of logic levels between 
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registers as equally as possible. For example, put three logic 
levels between the first and second registers, three between the 
second and third registers, and four between the third and fourth 
registers. Balancing the logic levels enables the highest overall 
system clock frequency. 

Using Synchronous Enable Signals 

The hard macro library contains many flip-flops and latches with 
synchronous clock enable inputs. The input of these macros 
enables and disables the clock or gate pin. Using this input is 
more reliable and efficient than "gating" the clock signal. The 
enable input has definite setup and hold times that are easy to 
calculate and control. In contrast, determining and managing the 
relative arrival times of the clock signal and a gated enable signal 
can be difficult and tedious. The use of the enable inputs removes 
the costly need for extra "clock gate" logic modules. 

Designing with the DFM8 and CM8 Macros 

For ACT I designs, the CM8A macro represents the complete 
function of a logic module. For ACT 2 and ACT 3 designs, the 
CM8 macro represents the complete function of the 
combinatorial module (C-module). The DFM7A and DFM7B 
represent the complete sequential module (S-module) for ACT 2 
designs and the DFM8A and DFM8B are the S-module macros 
for ACT 3. Use these macros to implement functions not available 
in the existing hard macro libraries. See the Actel Family Macro 
Library Guide for a complete description of the macros. 

Using Look Ahead Techniques 

Actel FPGAs benefit from design techniques such as look ahead 
generation. Good examples of the use of this technique to 
improve a design are the adders in the soft macro library. Carry 
look ahead generators are used to greatly increase the maximum 
operating throughput of these functions. 

Using S- and C-Modules for Sequential Macros 

For ACT 2 and ACT 3 devices, both S- and C-modules are 
utilized to implement flip-flops and latches. These devices 
contain approximately equal numbers of each type of module. 
Designs that are flip-flop intensive may use a disproportionately 
large number of S-modules, which may decrease the chance for 
success of the placement and routing tools. 
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Hints and Tips for 
Better Actel Designs II 

Application 
Note 

Generally, Actel Field Programmable Gate Array (FPGA) designs 
benefit from the same digital design techniques effective for other 
types of devices in a digital system. PLD, TTL, and FPGA-based 
designs share many methods of implementing common functions. 
However, there are many architectural differences between these 
device types that require distinct techniques for optimum results. 
Use the following techniques to improve the perfonnance of 
Actel FPGA designs. These hints and tips provide a wide range of 
ideas to consider during the design flow. In most cases, more 
infonnation is available in the ALS User's Guide. 

1. 1/0 Pin Assignment 
The overall perfonnance of the design is largely influenced 
by the I/O pin placement. Well-placed I/O pins usually lead to 
a successful layout of the logic modules. If possible, use 
automatic assignment for all I/O pins. Usually, designs with 
automatically assigned I/O pins have higher perfonnance than 
those with manual assignments. For more infonnation on I/O 
assignment, refer to Chapter 7 in the Actel User's Guide, 
Release 2.2. 

2. Criticality 
A common mistake made in assigning criticality to the nets in 
a design is to layout the device with no criticality assignment 
initially and then to iteratively assign criticality to nets that do 
not meet timing requirements. A better approach is to 
detennine the critical paths in the design initially. The Timer 
may be used with pre-layout delays to assist in finding the 
critical paths. Finally, add the critical nets to the criticality 
file. 

3. Incremental Placement 
The Incremental Placement option in Layout allows minor 
modifications to a design with minimal or no impact on the 
timing of the device. Depending on the selected incremental 
placement strength, place will attempt to preserve the original 
placement of common portions of a design. 

4. Global Clock Network 
Low-skew, high fanout clock networks are provided in the 
Actel architecture. These dedicated networks exist in all Actel 
devices. The clock networks are used by selecting the clock 
macros, such as CLKBUF or CLKINT, from the library. 
Global clocks guarantee the minimal skew possible for high 
fanout signals. Global clock networks use independent short 
routing channels that prevent ALS from placing clock signals 
on long vertical or horizontal tracks, which may cause 
excessive delay and skew. In general, it is highly 
recommended to use global clock networks to drive high 
fanout signals such as enable and reset lines, also. 

5. Delay Verification 
Actel provides two efficient techniques to measure tImmg 
delays-the ALS Timer and backannotation to a simulator. 
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The Timer and back annotation provide a simple way of 
finding the expected delays on the chip, the maximum 
operating frequency of the chip, and the internal device 
delays. Both have the capability of operating with worst-case 
conditions as well as typical and best-case conditions. The 
Timer identifies point-to-point delays within the device. 
Simulation with backannotated delays verifies the 
functionality of a circuit in addition to its speed. 

6. Combinable ACT 2 and ACT 3 Macros 
The ACTTM 2 and ACT 3 device architectures are based on 
two types of logic modules, the C-module and the S-module. 
These architectures allow the combination of gates with 
certain flip-flops and latches, which allow the implementation 
of a logic function with fewer modules and shorter 
propagation delay. If there is a combinatorial gate solely 
connected to one of these flip-flops or latches, the ALS 
software will merge the two macros in a single S-module. 
Consult Table 3-2 in the ALS User's Guide for a list of 
combinable macros. 

7. 90% Full Chip Versus 90% Empty Chip 
Ordinarily, it might be hard to understand that the operating 
frequency of a 90% utilized device can be better than a 90% 
empty chip. Placement and routing in a 90% empty chip 
might give better results than a 90% utilized chip due to the 
extra logic resources and routing tracks available. However, 
even though a 90% empty chip underutilizes the device, 
signals might be routed onto long horizontal or vertical 
tracks. Some signals may even be unroutable. In a 90% empty 
chip, the placement software may disperse the macros 
throughout the chip depending on the I/O placement, creating 
long distances in between them. In this case, the software will 
be forced to use long vertical or horizontal tracks or may fail 
to complete. Therefore, it is recommended that test circuits 
occupying less than 10 to 15% of the chip should not be used 
to predict the operating frequency of the chip. Instead, the test _ 
circuit should use at least 50% of the chip. _ 

8. Fanout Management 
ALS automatically calculates the fanout for every net in a 
design. The built-in fanout limitations guarantee more 
efficient design routability and better timing perfonnance. 
ALS reports warning and error fanout messages as follows. 

- Fanout errors are reported when any net (except global 
clock networks) exceeds the limit of 24 loads or when a 
critical net exceeds its limit. The fanout limitations and net 
loading restrictions are listed in Table 1. 

Critical net fanout limits are more restrictive in order to 
achieve the speed requirements for the nets. As fanout 
increases, the average delay on the net increases. 
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Fanout warnings are reported when an ordinary net exceeds 
the recommended limit of 10 or when a critical net exceeds 
its recommended limit. The recommended limit of lOis a 
warning only. If many nets in a design have fanout of 10 or 
greater, routability is negatively affected. If a large number 
of nets in the design have a high overall fanout, such as 10, 
many long routing tracks will be used, which may preclude 
other net connections. Fanout warnings need only be 
corrected if a large number of nets exceed a fanout of 10. If 
nets are noncritical, a fanout of 10 or greater is acceptable. 

Table 1. Net Loading Restrictions 

Net Criticality 

F (Fast) 

M (Medium) 

default 

Fanout Warning 
Limit 

net loads> 3 

net loads> 8 

net loads> 10 

Fanout Error 
Limit 

net loads> 6 

net loads > 12 

net loads > 24 

In general for best routability performance, the average fanout on 
a net should be about three loads. This is not a required value but 
it is recommended to keep the fanout low for best results. 



A TTL Designer's 
Guide to FPGA Design 

Application 
Note 

Actel field programmable gate arrays (FPGAs) offer many 
advantages over traditional technologies such as TIL. FPGAs 
integrate large amounts of logic into one device, increasing 
reliability and reducing board space and power. For example, a 
single AI280 FPGA holds the equivalent of 165 MSI TIL 
devices (assuming 70 gates per MSI device). Designs require 
smaller, simpler printed circuit boards (PCBs), since most of the 
design's connections are made inside the FPGA by the 100 
percent automatic place and route software. This beats costly 
PCB design and fabrication. 

It's Easy to Start 

You may be familier with TIL components and see some of the 
advantages of Actel FPGAs, yet not realize how easy it is to begin 
using them. You don't have to know anything about the internal 
workings of the FPGA. In fact, the schematic entry and 
simulation process is the same as it is with TIL. 

Actel Library 

Actel provides a library with the system for popular schematic 
design tools. The library contains both hard macros and soft 
macros. Hard macros are similar to SSI components. They form 
the basic functional building blocks, such as gates and flip-flops. 
Many Actel hard macros are identical in function to TIL parts 
though they have different names. The Actel FPGA Data Book 
and Design Guide contains a cross-reference guide showing the 
names of hard macro components that match functionally to TIL 
components. 

© 1993 Actel Corporation 

Soft macros are more complex functions built from a number of 
hard macros. They include counters, decoders, and adders of 
various sizes. Some of the soft macros in the library have 
identical functions to MSI TIL parts. These may be identified by 
names that begin with TA instead of 74. The rest of the name 
matches that of the TTL name. Other soft macros offer generic 
logic functions. 

Creating Custom Soft Macros 

All soft macros are easily copied and modified, and there is no 
limit to the number of custom soft macros you can add to the 
library. Should you need a TTL function for which there is no 
near equivalent in the library, it is easy to build it from scratch. 
Simply copy the schematic as shown in the TTL databook using 
components such as gates and flip-flops from the Actel hard 
macro library. 

Also, make use of logic enhancers such as ACT'x'press™ and 
ABEe

M 

FPGA. Logic enhancers may be used to optimize 
individual soft macros for area or speed. As you gain familiarity 
with the Actel hard macros, you will find instances where you can 
create a more efficient design than that found in the TTL 
databook. For example, if the book shows an AND gate driving an 
OR gate, you may find a single hard macro containing both the 
AND and OR functions. Using such multifunction macros is 
efficient because you get better, faster logic from a macro. 
Compare the 74AS16l counter schematic from a TTL databook 
with the TA161 from the Actellibrary in Figure 1. 
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Three-State Design 

Many TTL parts have three-state outputs allowing them to be 
connected to a common bus. Three-state functions don't work 
well with ASICs or FPGAs because they tend to be slow and 

A [0] 

S [0] -----l 

Discrete Technology Implementation 

A TTL Designer's Guide to FPGA Design 

inefficient. You don't have to give up using buses in your designs. 
Simply implement them using multiplexers as shown in Figure 2. 
Multiplexers are efficient on Actel parts. For example, you can 
create an eight-bit bus with four possible drivers using less than 
3 percent of an AlOlO, Actel's smallest part. 

C [0] 

D [0] 

A [0] 

S [0] 

C [0] 

D [0] 

Actel FPGA Implementation 

Figure 2. Least Significant Bit of a Bus with Four Possible Drivers 

Design Tips 

If you use a soft macro, but don't need all the outputs, you don't 
need to modify the macro. The Actel software contains a program 
that will automatically eliminate any unused modules before the 
design is placed and routed. 

If you use a soft macro or a hard macro that has inputs you don't 
need, the situation is different. The software won't allow inputs to 
be left unconnected, so simply tie unused inputs to Vee or GND. 

TA161 

ClR 

lD 

ENT 
RCO 

ENP 

ClK 

A OA 

S OS 

C OC 

D OD 

A better solution is to select a hard macro that only has inputs you 
need or to modify the soft macro to eliminate the unused function. 

For example, the TA161 counter has a load function and four data 
inputs. Rather than tying off these pins, a better solution is to make 
a copy of the counter and modify it as shown in Figure 3. This will 
allow the wiring resources on the chip to be used for things other 
than power and ground connections. 

NEW161 

k ClR 

RCO i---
r--- ENT 

r--- ENP 

r---~ClK 

OA i---

OS f---

OC i---

OD f---

Figure 3. A Library Symbol and a Modified Symbol 
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Simple State Machine Design Techniques 

A common TIL design technique is the use of a Jump/Reset 
counter (74161) to generate a delay sequence. The counter is 
loaded with a fixed value, then counted until the terminal value is 
reached. This results in a fixed delay depending on the loaded 
value. Figure 4 illustrates this technique with a loaded value of 
seven, which results in a delay of eight. This is a popular 
technique in TIL because the function is implemented in a single 
package and the value is easy to change by modifying the load 
value. 

Most FPGA libraries include a 74161 soft macro, which 
designers often use the same way they would when designing 
with TIL. This technique, however, results in an inefficient 
function when using FPGAs. For example, the 74161 requires 
22 logic modules and three levels of logic delay in the ACT™ 2 
family. Alternately, you could use a simple shift register to 
generate a delay that requires only N modules (for a delay of 
N states) and requires only a single level of logic. The amount of 
interconnect is much reduced, also requiring about two 
connections in the 74161 and only about 2N for the shift register. 
The FPGA implementation of this delay function is shown in 
Figure 5. 

The approach to more complex state machine designs with TTL 
also rely on simple functions like counters, decoders, and random 
logic. One common example is a counter with a decoder on the 
output. The counter is used to hold the state information and is 
sequenced by the control inputs. Jumps can be made to different 
values based on input conditions, and counting can be activated to 
advance the state machine or make it hold in the existing state. An 
example of a state machine implemented using this technique is 
given in Figure 6 along with the state diagram. The state machine 
starts in the reset state and advances when S is high. When it 
reaches state 3 it makes a transition to state 5 and 7 depending on 
the input signal L. When it reaches state 10, the state machine 
waits until the G signal is active and then advances to state 12, 
when it is reset. Notice the use of the load inputs to determine the 
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transition to state 5 or 7, and the use of the decoder outputs to 
detect states 10 and 12. This ad hoc approach is not easily 
mechanized and requires experience and trial and error to get 
correct results. The TIL implementation is a good one since it 
uses common functions and a small number of packages. If 
implemented in the Actel ACT 2 FPGA, the module count is over 
30 and five levels of delay are required. 

A better technique for implementing state machines in FPGAs 
uses a shift register instead of a counter and decoder. Each state is 
represented by a register and the active state register will contain 
a logic one with the other states containing a logic zero. A 
decoder is not needed, since the states are distinct and thus 
already decoded. Figure 7 shows the resulting FPGA design. It 
requires only 13 logic modules and one level of logic delay. 

Conclusion 

These examples illustrate that, to take the best advantage of the 
capabilities of FPGAs, designers need to rethink some of the 
common design techniques used with TTL devices. 
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JTAG Implementation 
in ACT 2 Devices 

Application 
Note 

Introduction 

JTAG (Joint Test Action Group) is a test approach used to debug 
various problems caused during manufacturing. It requires 
special functions built into a device. This paper defines the steps 
in implementing JTAG in Actel's ACT™ 2 devices and includes 
the cost in logic resources and performance. This application note 
describes the basic information needed to implement JTAG; 
however, the designer should refer to the IEEE Std. 1149.1 to 
ensure compliance. This note also considers alternate test 
approaches significantly less costly than JTAG. 

JTAG Implementation 

JTAG consists of two major functions, the scan cells and the TAP 
(Test Access Port) controller that controls the shifting and loading 
of the scan cells. There are three types of scan cells: the basic I/O 
scan register, the instruction register, and the bypass register. The 
block diagram for the complete JTAG structure is shown in 
Figure 1. The TAP controller drives the control signals for the 
shifting and loading data in the bypass register, instruction 
registers, and I/O scan registers. The instruction register contains 
information that defines the current test type for the I/O scan 
registers, and both the instruction register and TAP controller 
supply information to the MUX SELECT DECODE to determine 
the source for TDO. The different types of tests supported by 
JTAG are shown in Table 1. Implementation for the EXTEST, 
SAMPLE/PRELOAD, INTEST, BYPASS, and RUNBIST will be 
considered in the following sections. For a complete description 
of optional JTAG functions and test types, please refer to the 
IEEE Std. 1149.1. 

Table 1. JTAG Test Types 

BYPASS 

SAMPLE/PRELOAD 

EXTEST 

INTEST 

RUNBIST 

mCODE 

USER CODE 

Mandatory 

Mandatory 

Mandatory 

Optional 

Optional 

Optional 

Optional 

Implementing the Basic I/O Scan Register 

The basic scan structures are shown in Figures 2, 3, 4, and 5. The 
signal SHIFTDR is used to select between system data and scan 
data. The signal CLOCKDR is used to capture the data selected 
by the SHIFTDR signal. The UPDATEDR signal controls the 
clock to a flip-flop used to isolate the output pin from data being 
shifted through the device. The configurations shown in Figure 2 
will support only the SAMPLE/pRELOAD and the EXTEST 
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routines. To support the INTEST and RUNBIST, the input scan 
cell must be configured as shown in Figure 6. Also, the input scan 
portion in the bidirectional scan cell of Figure 5 must be replaced 
with the structure in Figure 6. Note that when this is done the 
decoded MODE values will no longer be common. 

Implementing Instruction Register Cells 

Instruction registers are used to encode the current instruction. 
These values are decoded and used to create the MODE signal 
that defines the functions in the JTAG scan macros. The number 
of instruction registers required is defined by several factors. The 
first is the number of test types that must be performed and are 
used to encode the MODE signals. The second is to control the 
multiplexer select signals used to define the source for the TDO 
signal shown in Figure 1. The implementation for an instruction 
register is shown in Figure 7. The value for the MODE signal is 
shown in Figures 3, 4, 5, and 6 to support the various test types. 

The DATA input is used to load optional test information into the 
instruction scan register. JTAG requires that the DATA input on 
the least significant bit of the instruction register (that is, closest 
to TDO) be set to a logical one and that the second least 
significant bit be set to a logical zero. Optional status data can be 
input to any additional instruction registers. 

The TRST _ and RESET_lines are used to force the value of the 
instruction registers to the default test type. These signals can be 
used to SET or RESET the instruction bits. The RESET only 
circuit as shown in Figure 7 is merely for convenience. The 
instruction mCODE is the default instruction if it is 
implemented. If the IDCODE test is not implemented, then the 
BYPASS test is the default test type. The instruction bits to define 
the BYPASS test should all be logical ones. Therefore, the flip­
flops should all be SET for this test case. 

Information from the instruction register is passed to the TDO 
output whenever the TAP controller signal SHIFTIR is active 
(high). 

Bypass Register 

The bypass register is a required element for JTAG 
implementation. This register is used to bypass the normal I/O 
scan cells to shorten test time. Implementation for the bypass 
register is shown in Figure 8. The long scan chains are bypassed 
by storing the current information present on TDI and passing it 
to TDO selected by the multiplexer values as shown in Figure 1. 
Once again, the instruction register must be set to all ones to 
define the BYPASS function. 

Implementing the TAP Controller 

The TAP controller is the state machine that creates the various 
signals controlling the activity of the scan registers. The Actel 
implementation for the TAP controller is shown in Figures 9 and 
10. The TAP controller implements the state diagram described in 
the IEEE Std. 1149.1. The state machine is updated on the rising 
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edge ofTCK and the registered control signals are updated on the 
falling edge of TCK. The TMS signal is used to define branching 
in the state machine. 

Architectural Considerations 

When implementing JTAG in an Actel ACT 2 device, the 
following should be considered: 

Since the scan chains are basically shift registers, the 
designer must guarantee that there are no hold time 
violations caused by clock skew. The easiest way to prevent 
this is to use a global clock buffer (CLKINT) to drive the 
CLOCKDR signal. Otherwise, a buffer tree must be 
constructed and careful timing analysis performed. 

All I/O scan chains should be tied together after pin 
assignment has been made and preliminary place and routes 
have been done. Tying together 1I0s that are physically close 
together reduces routing requirements. The same is true for 
the UPDATEDR, MODE, and SHIFTDR signals. Typically 
these signals will be buffered before the actual I/O scan cells. 
Any given buffer should only drive the UPDATEDR and 
SHIFTDR signals on I/Os close together (in groups of 4 to 8 
pins). To determine which 1I0s are close together, please 
refer to bonding diagrams and pin cross-reference charts 
available from Actel Technical Support. 

Actel's tool set contains a function that eliminates all modules 
that do not drive a sink. These recommended steps will cause this 
to happen and will skew the total required logic resources. To 
prevent this from occurring, the PRESERVE option described in 
the ALS User's Guide should be used on all nets without sinks 
(this can be done in the JTAG soft macros). 

Estimating Cost of JTAG Implementation 

While there are benefits to using JTAG to implement system-level 
tests, there are also significant costs in both logic resources and 
performance. The following sections define the cost. 

Impact on Density of Device 

Internal resources are required to implement JTAG. Some of the 
required resources, like the TAP controller and the bypass 
register, are fixed. The other elements required for implementing 
JTAG are on a per bit basis. Table 2 describes the resources 
required for both sequential and combinatorial modules to 
implement JTAG. Since significant loading can occur on the I/O 
scan chains that will require buffering, Table 3 shows the number 
of loads on a per bit basis for the TAP controller signals. 

An example is given in Appendix 1 with an overhead of about 33 
percent of total device resources for a heavily utilized 1280. The 
actual amount of resources required will vary depending on the 
number and type of I/O in a given application. 
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Table 2. Logic Module Resources Required to 
Implement JTAG 

seq comb total 

TAP Controller 8 19 27 

Bypass Register 0 

Instructions 
Register 2 1 3 per bit 

Inputs 0 1 per input** 

Outputs 2 3 per output 

Tristates 4 2 6 per tristate 

Bidirectional 5 2 7 per bidirectional** 
** Supports EXTEST, BYPASS, and SAMPLE/PRELOAD only. 

Table 3. Input Loading on JTAG Scan Macros 

Input SHIFT CLOCK UPDATE MODE DR DR DR 

Bypass 
Register 0 0 

Instructions 
Register 0 0 0 0 

Inputs 0 0 

Outputs 

Tristates 2 2 2 2 

Bidirectional 3 3 2 

Impact on Performance 

JTAG implementations can also affect performance. As shown in 
Figure 2, the input scan cell puts an additional load on the normal 
system circuitry. The additional load will typically add some 
delay (less than one nanosecond) to the system signal. Outputs 
are much more heavily impacted because of the need to place a 2 
to 1 multiplexer between system output data and the output pin 
shown in Figures 3, 4, and 5. The multiplexer can add delay of 5 
to IOns depending on routing and speed grades. The additional 
multiplexer of Figure 6 will also affect performance on inputs 
similar to its effect on outputs. 

Impact on 1/0 and Clock Resources 

JTAG implementation also requires I/O dedication. The TAP 
controller requires a minimum of five I/O resources. The I/Os are 
as follows: 

TCK - Test Clock Input 

TMS - Test Mode Select 

TDI - Test Data Input 

TDO - Test Data Output 

TRST - Optional Test Reset Input 

A global clock resource is also used for the CLOCKDR signal, 
leaving only one for system level logic. 



Alternatives to JTAG 

The purpose of JTAG is to ease the testing and debugging of 
manufacturing problems at the board level. Different test 
approaches exist that use significantly fewer logic and I/O 
resources than JTAG and could be used when either is a problem. 
The following sections describe various test structures that aid 
board-level tests that have significantly lower logic requirements. 

Using Actel Built-in Test Structures 

One of the functions built into Actel devices is a feature called the 
Actionprobe@ diagnostics. This function provides 100 percent 
observability of internal nets by serially addressing various points 
in the array. Internal nets are addressed by driving address 
information and a qualifying clock on the sm and DCLK pins. 
Internal activity can then be observed on the PRA and PRB pins. 
This function can be used to verify device connection to a board 
by first addressing an internal net associated with the I/O (for 
example, NETA in Figure 11), then stimulating an external pad, 
and finally observing the effect on an external probe pin. 
Equivalently, NETD could be selected, and then activity on inputs 
INl, IN2, and IN3 could be observed. This test method requires 
no dedicated logic to implement. Control of the Actionprobes is 
described in the ALS User's Guide. 

Use of the Actionprobes can be extended to all pins, including 
outputs, by changing the selection of the output cells. If 
bidirectional outputs are chosen rather than standard outputs, a 
new path is created back into the array that can be observed with 
the Actionprobes. Since the outputs will continue to drive during 
the test (unless disabled), the tester must temporarily back-drive 
the pin to a specified state for observation on the probe pins. 
Back-driving can be avoided by adding tristate circuitry to the 
outputs under test and disabling the outputs for the test. Since the 
input portion is not tied to any internal resources, the PRESERVE 
option (described in the ALS User's Manual) must be used to 
prevent the software from eliminating the nonfunctional input 
net. Once again, no additional logic is required to implement this 
test method. 

In addition to the Actionprobe diagnostics, a special function to 
tristate all I/Os is also built into all Act 2 devices. For a complete 
description of this test feature, please contact Actel Technical 
Support. 

Non-JTAG Test Structures 

The following sections describe test structures that can be 
designed into the part to aid in board-level tests. The test 
structures described use significantly fewer logic resources than 
JTAG and also can reduce the impact on performance. 

I/O Mapping 

This built-in test method simply maps inputs directly to outputs 
with a multiplexer at the output selecting between normal system 
data or input test data. An example is shown in Figure 12. The test 
is done by first asserting the TEST pin. The inputs can then be 
toggled and their function observed on the outputs. If the number 
of inputs exceeds the number of outputs, then simple 
combinatorial functions can be added to map many inputs to a 
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single output. The OR gates in Figure 12 are examples of this. If 
the number of outputs exceeds the number of inputs, then a single 
input can be tied to multiple outputs. Bidirectional pins can be 
mapped as inputs or outputs, but not both. 

I/O mapping also requires architectural considerations in 
mapping inputs to outputs and should only be done once pin 
assignment is complete. Inputs should be mapped to outputs that 
are close together to minimize routing and performance 
problems. The impact of this test method is basically one pin for 
test and one multiplexer for each output in addition to the delay 
associated with the multiplexer. 

Input Only Test Structure 

Typically, a functional test to toggle outputs can be generated 
with a subset of functional patterns. The difficulty is creating test 
vectors that can trace faults to specific inputs. The input only test 
method adds logic to inputs apart from normal chip function. This 
test method requires all of the inputs and bidirectional pins to be 
tied together through an OR/AND structure as shown in Figure 
13. The test is performed by asserting the test pin and driving all 
inputs low. Each input is then toggled and observed on the output 
pin labeled 07 in Figure 13. When bidirectional pins are used as 
inputs, the test must guarantee that the bidirectional pins are in 
the tristate condition during the test. If this cannot be guaranteed, 
additional test logic must be built in as shown in Figure 14 for the 
bidirectional pins. The cost of this test method is 

summation k 

k = 1,2,3 

n = inputs 

m = bidirectional pins 

This test can be further extended by making every output 
bidirectional and using the TEST pin to disable the driver during 
the test as shown in Figure 14. No functional test patterns are then 
required. To estimate costs, the total I/O should be considered in 
the summation. This test method would require about 4 percent of 
a 1280 with all pins utilized. 

When implementing this test method, pins should be tied into the I 
OR/AND test array only after pin assignment. All pins that drive 
a unique OR/AND module should be closely associated on the 
chip. 

Conclusion 

JTAG is an effective test method to aid in verifying and 
debugging board-level problems. When implementing JTAG in 
Actel ACT 2 parts, the resources required as well as the impact on 
performance should be considered. Architectural considerations 
should be made to minimize the impact on performance and 
routing. Where the impact to logical resources or pins is 
unacceptable, the designer should consider optional test methods 
that can also help in the testing and debugging process. 
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Appendix 1 
Example of JTAG Resource Requirements 

1) Device and Test Description 

Device 1280 

Tests EXTEST, 
BYPASS, 
SAMPLE/PRELOAD 

Inputs 45 

Outputs 35 

Tristate 10 

Bidirectional 32 

Use a CLKBUF to drive the ClockDR signal. 

2) Loads on additional signals 

NUMBER OF 
LOADS BUFFERS REQUIRED 

SHIFTDR 197 22 

UPDATEDR 119 12 

MODE 119 12 

3) Total logic module resources required 

seq comb seq comb 

TAP Controller 8 19 x 1 8 19 

Bypass Register 0 x 1 0 

Instructions 
Register 2 1 x2 4 2 

Inputs 1 0 x 45 45 0 

Outputs 2 x 35 70 35 

Tristates 4 2 x10 40 20 

Bidirectional 5 2 x 32 160 64 

Miscellaneous 
Buffers 0 46 

Total 228 186 

Cost of example is 414/1232 logic modules = 33 percent of 
available logic resources. 
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Designing Adders and Accumulators 
with the ACT 2 Architecture 

Introduction 

Many designers implement adders using carry-propagation 
techniques. The multiplexer-based ACTTM 2 combinatorial 
module (C-module) allows you to use the more efficient carry­
select design. This method partitions the add functions into 
blocks that perform two additions simultaneously on a number of 
bits of the two operands. 

The two additions are the same except that one assumes a carry-in 
and one assumes no carry-in. The two sums are input to 2 to 1 
multiplexers, one for each bit pair. The carry line from the low 
bits to the high bits is used to select the appropriate sum for each 
block. 

The ACT 2 architecture lends itself well to implementing adders 
of various sizes using the carry-select technique. A sample design 
for a 16-bit adder, as shown in Figure 1, will be used to illustrate 
adder design. 

Balancing Sum and Carry Levels 

To obtain optimal performance from a carry-select adder, design 
it so that the number of levels of logic required for the carry chain 
equals as closely as possible the number for the largest sum 
block. When they have the same number of levels, the sum bits 
arrive simultaneously at the data pins and the select pins of the 
output multiplexing stage. 

© 1993 Actel Corporation 

To balance the levels of logic modules for the sum blocks with the 
carry, is to partition the sum blocks by considering the logic levels 
required for the sums and the levels for the carry between sums. 
The size of the partitions varies with width of the data. The ACT 2 
library contains some powerful hard macros used to shorten the 
levels of logic required for generating sums and carries. The 
description of the sample design will illustrate the use of the 
macros. 

Sample Design 

For the 16-bit adder, the optimal organization is to perform two 
2-bit additions on the four least significant bits with the remaining 
higher order bits broken into four sections of three bits each. 

In the top-level schematic the addition logic of the two least 
significant bits is visible. The other additions are performed in 
lower levels of the design hierarchy described in the next section. 

Carry Logic 

The ACT 2 library includes two 2-level carry hard macros. One 
macro generates a carry for the two-bit pairs assuming the carry­
in is true; the other assumes it is false. The latter macro may be 
seen at the bottom of Figure 1 making the carry for the two least 
significant bits. 
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Designing Adders and Accumulators with the ACT 2 Architecture 

The carry macro output drives the select line for the 2 to I 
multiplexers for sum bits two and three. It also drives the select 
line on the cascade multiplexer. The cascade multiplexer is a 
special ACT 2 hard macro that can propagate two levels of carry. 
The macro is depicted in Figure 2 and has five inputs. The top 
multiplexer inputs select the most significant sum or carry. The 
three lower inputs drive logic that implements a simplified form 
of a 2 to I multiplexer. 

c-------------l 
O-------------l 

B-------, 

A 
S 

Figure 2. Cascade Multiplexer Macro 

y 

A fully implemented 2 to I cascade multiplexer does not map into 
the ACT 2 module efficiently, but the full functionality is not 
required in a carry-select adder. There is a simplified version of 
the cascade multiplexer that maps into a C-module or combines 
with a flip-flop in a sequential module (S-module). 

The simple version has logic driving the select for the upper level 
multiplexer consisting of only a two-input OR driving one input 
of a two-input AND. The two OR gate inputs are driven by the 
carry output from the next lower sum block assuming no carry-in 
and by the carry-in from the rest of the lower bits of the adder. 
The remaining AND input is the carry from the sum block, which 
assumes a carry-in. 

The logic is correct for a carry-select adder because, if the 
assume-no-carry-in input is true (meaning that a carry was 
generated within that sum block), then the assume-carry-in is 
always true (since it equals the false plus one). This completes the 
AND function. 

If the carry from the lower bits is true (meaning a carry is 
propagated to the sum block), then we complete the AND if the 
assume-carry is true. 

Three-Bit Carry Select Adder 

The schematic for the three-bit adder block appears in Figure 3. 
The adder requires thirteen logic modules to generate the three 
sum and carry pairs. All the output paths are two levels of logic or 
less. 

The two carries for the three bits come from two-level carry hard 
macros driving a three-bit majority macro. 

All the sums are generated from exclusive OR or NOR gates. The 
Actel library contains several two-module adder macros with 
both a sum and a carry output. These macros may be used as part 
of a sum depending on how well they fit into the overall adder 
soft macro structure. 
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Designing Adders and Accumulators with the ACT 2 Architecture 

Making an Adder into an Accumulator 

All the sum and carry outputs of the adder macro can be 
combined into a single ACT 2 S-module. This feature means that 
if the data inputs of a 16-bit register are schematically connected 
to an adder's outputs, the ALS software will automatically put the 
adder output macros (2 to 1 multiplexers or cascade multiplexers) 
into their respective flip-flop in the register. 

FADD16 

CO P-

The registered-output adder will suffer no degradation in 
performance from combining because the delay through the 
combinatorial part of the S-module is less than that of an 
uncombined macro. Tying the register output back into the inputs 
will make the circuit into an accumulator. A sample design for an 
accumulator made from an adder and a register may be seen in 
Figure 4. 

REG16 
-<: CLR 
- t>CLK 

Q [15:0] - --- -D [15:0] 
S [15:0] --

- A[15:0] 

~ B [15:0] 

Figure 4. 16-Bit Accumulator 

Sample Design Results 

The sample design uses 82 ACT 2 modules. The slowest path in a 
function is usually the one with the most levels of logic. In this 
case, it is the carry chain, which has four levels of logic. As 
mentioned previously, all other paths have fanouts of three or less. 

The modules in the chain have fanouts of three, four, seven, and 
four. Criticality may be used to optimize the path performance. 
Criticality works best when fanout is low. When the fanout of a 
speed-sensitive net exceeds seven, performance can usually be 
improved most by adding redundant logic. For fanouts of less 
than seven, adding a redundant module may bring no 
improvement. Using redundant logic for fanouts of seven should 
be considered on an individual basis. Adding a redundant module 
to the carry path would change its fanouts to three, five, three, and 
four. The expense of one module may be justified by the 
performance improvement from lowering the fanout. 

It is also possible to improve performance by pipe lining an adder. 
Since all of the combinatorial functions used in the adder can be 
combined (if the function's output drives a flip-flop, ALS will put 
both in a single S-module), designers may pipe the adder at the 
points that provide the best performance at no cost in additional 
modules. 

Other Adder Macros 

The carry select architecture can be extended to adders of any 
size. Adders of 8 to 15 bits may be designed using the technique 
in three levels of logic. Adders from 16 to 24 bits can be done in 
four levels. 

When adapting the adder design to other operand sizes, remember 
to repartition the sum block sizes to match the logic levels of I 
sums and carries. • 
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Fast Adder Application 
Note 

Design Techniques 

Introduction 

The VAD series of very fast adders in the Actel soft macro library 
uses several techniques to create optimally designed macros for 
the Actel FPGA architecture. The VADC32C very fast 32-bit 
adder macro uses variations of the VADC16C very fast 16-bit 
adder macro as a building block. This configuration yields very 
high performance for 32-bit system designs. What follows 
illustrates these adder design techniques as applied to the 
VADC32C macro. Refer to the application note regarding general 
adder and accumulator design, "Designing Adders and 
Accumulators with the ACTTM 2 Architecture", for more 
information. These techniques apply to ACT 2 and ACT 3 
designs. 

The carry propagation technique (ripple carry addition) for use in 
serial addition networks is defined as, 

Sj = Aj EEl Bj EEl Cj 

where Sj is the sum bit, Ai and Bj are the ith bits of each operand, 
and Cj is the carry to the ith stage; the carry to the next stage is 
defined as, 

Cj+ 1 = AjBj + Cj(Aj + Bj) 

Therefore, adding two n-bit operands takes at most n-l carry 
delays and one sum delay. This delay becomes large for adders 
with n > 4 and significantly reduces operating speeds. 

A much faster algorithm for adding n-bit operands uses the 
combinational sum technique. This is a multiplexer-based design 
that partitions the add functions into blocks that perform two 
additions simultaneously. The two additions are the same except 
that one assumes a carry in while the other assumes no carry in. 
The two sums are input to 2: 1 multiplexers and the carry in of this 
addition controls the output of the multiplexer. The adders 
provide high performance, requiring only four logic module 
delays from input to output. 

Design 

The VADC16C macro uses the carry look ahead technique to 
generate the carry out of the 16-bit addition while performing the 
summation of the operand twice. One addition assumes a carry in 
and the other assumes no carry in. Both additions are performed 
simultaneously. Both sums are input to a multiplexer, and the true 
carry in controls the output of the multiplexer-the sum of the 
operands. This initial addition is performed with a total of three 
logic module delays. 

Cascading two 16-bit very fast adders is the simplest way to 
design a 32-bit adder. But this technique involves three additional 
logic delays, which is unacceptable for a very fast adder. A novel 
implementation of the VADC 16C soft macro extends the width of 
the inputs to 32 bits with only one additional logic delay. 

© 1993 Actel Corporation 

The design is split into two blocks, as shown in Figure 1. The first 
block is macro VADCI6CN, which performs addition on the first 
16 bits and generates a carry out. Actually, two carry outs are 
generated. One assumes a carry in, and the other assumes no 
carry in; the true carry in controls the multiplexer so that the true 
carry out is at the output of the carry out multiplexer. Similarly, 
two sums are generated for the 16-bit addition. One assumes a 
carry in, and the other assumes no carry in. The control input of 
the multiplexer is connected to the true carry in, thereby steering 
the correct sum to the output of the sum multiplexer. This macro 
is the same as soft macro VADCI6C, except that it has several 
carry outs to allow for fanouts. These additional logic modules 
reduce possible loading effects to maintain high operating speeds. 

jvADC16Cl' 

CIN - C:IN co co 
COB COB 

A(15:0] A[15.0} 

COC --COC 

B(15:0) B[15.0} 

COD COD 

S(15.0} 9(15: 0) 

COB __ --------tOB 

COC= __ ----tcOC 

COD __ --------~OD 

S[31.16} 1-11 ___ 9(31:16] 

A(31:16) _ [31.16J 

B (31: 16) [31.16} 

COUTI---_COUT 

Figure 1. Block Diagram of Soft Macro VADC32C 
(Very Fast 32-bit Adder with Carryin) 

The second block is macro VADC 16X, is further split into five 
lower levels of logic blocks: VADCI6XC, VADCI6XL, 
VADC16XM, VADCI6XU, and VADCI6MX. VADC16XC 
generates the carry look ahead for the upper 16 bits of the 32-bit 
adder. Two carry outs are generated. One assumes that there is a 
carry in, and the other assumes no carry in from the addition of 
the first 16 bits. This result is input to a 2: 1 multiplexer with the 
actual carry from the lower 16 bits controlling the output of this 
multiplexer-the carry out of the 32-bit addition. VADC16XL 
performs two additions for bits 16 to 24. One assumes a carry in 
and the other assumes no carry in. Similarly, VADC16XM 
performs two additions for bits 25 to 28, and VADC16XU 
performs two additions for bits 29 to 31. The sums generated by 
these blocks are input to the 2:1 multiplexer block VADCI6MX. 
The carry out of the 16th bit is applied to the control of this 
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multiplexer, yielding the true sum at the output of the multiplexer 
block. This technique has a total of four logic delays, which is 
eight times less than the traditional ripple carry addition 
technique, which results in 32 logic module delays. 

This adder design results in a 32-bit addition requiring a total of 
only four logic module delays and approximately 250 logic 
modules. It is useful for applications that require very fast 
additions in Actel FPGA devices. 
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Designing Counters 
with the ACT 2 Architecture 

Perhaps the most common digital logic function is the 
synchronous binary counter. Regardless of the technology 
employed to implement counters, they are found in every type of 
application. Designers familiar with counter design using discrete 
logic can predict the performance of the counter by reading a 
datasheet. When using field programmable gate arrays (FPGAs), 
there is more to consider. The following describes some of the 
considerations for designing or modifying a counter in the ACTTM 
2 soft macro library. 

Performance Factors 

The advantages of using FPGAs instead of discrete devices are 
well known. To maximize the benefits of high integration and low 
power, it is important for the designer to understand how to best 
implement the counter. The performance of the counter is 
variable, so it is important to use the optimal design. Four criteria 
influence performance of logic in FPGA designs, in descending 
order of importance: 

Levels of logic. The fewer the number of combinatorial logic 
levels between flip-flops, the faster the counter frequency. 

Fanout. Propagation delays in FPGAs are sensitive to fanout. 
Limiting fanout on individual nets improves performance. 

Fan-in. Fan-in measures the number of nets connected to a 
logic module's inputs. Library functions with heavy fan-in 
efficiently utilize the logic of the module; they aren't a 
problem when used sparingly. Too many high fan-in macros, 
though, can congest routing and reduce performance. 

Number of modules. Fewer logic modules allow them to be 
placed closer to each other. Shorter distances between 
modules speed the connection paths. 

While each of these considerations is important in itself, it must 
be remembered that they are interrelated; an improvement in one 
may cause a degradation in another, for example, limiting the 
number of logic levels tends to increase fan-in. A balance must be 
found among them so that none becomes a drag on performance. 

Before proceeding to a detailed description of a sample design, it 
would be useful to review some fundamentals of the ACT 2 
architecture. In the design of a counter or any soft macro, device 
architecture should always be considered to obtain the best 
results. 

© 1993 Actel Corporation 

Two Types of Modules 

The ACT 2 architecture features two types of modules. 
Combinatorial modules (C-modules) are used to implement any 
combinatorial function in the ACT 2 library. Sequential modules 
(S-modules) can be used for either sequential functions (for 
example, flip-flops) or combinatorial functions or both. When the 
S-module is used to implement both a sequential and a 
combinatorial function (for example, a gate followed by a flip­
flop), it is being used in the most efficient way. 

The module types exist in roughly equal numbers on ACT 2 
devices. The Place and Route software will automatically select 
the appropriate module for each library component in the 
schematic. It is up to the designer to understand how to select 
components from the library to take best advantage of the logic in 
the modules. 

As the sample design will show, you can construct a IO-bit 
counter with only one level of combinatorial logic between 
flip-flops, and a 16-bit counter with only two combinatorial 
levels. If some counter outputs may be active-low or if additional 
modules are used for redundant logic (for example, some bits 
have both an active-high and an active-low output), then larger 
counters may be designed without additional logic levels using 
five-input gates. Such decisions should consider the implications 
for module count and fanout as detailed below. 

Sample Design 

The sample design for a 16-bit synchronous loadable binary 
counter with a count enable will illustrate some of the 
considerations for using counters in ACT 2 FPGA designs. The 
functional description for the counter appears in Table I. 

Table 1. Counter Function 
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Using the Modules 

The counter design makes extensive use (bits 0 through 5) of a 4 
to 1 multiplexer driving a flip-flop as depicted in Figure 1. Both 
the multiplexer and the flip-flop will be combined into a single 
S-module by the ALS software. The select lines on the 
multiplexer are operated by the load control (Sl) and by the 
counter enable and carry from the lower order bits (SO). The 
multiplexer data inputs are used for data to be loaded, held, or 
incremented. 

C-modules are used as AND-EXORs and for ANDs to qualify the 

LO 

count function. The AND function is also used to bring the count 
enable (CE) to the multiplexer by means of the select line in bits 
Q3 and above. Using both the select inputs as well as the data 
inputs to AND lower order bits allows for more paralleling, which 
results in fewer levels of logic. 

For the bits Q6 through Q15, an S-module macro with both a 4 to 
I multiplexer and an OR gate driving one select line is used to 
allow for more parallel propagation of the lower bits. Figure 2 
shows the implementation of the most significant bit of the 
counter. 
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01 ~----------, 
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The S-module OR gate is used as a two-input NAND with active­
low inputs that are, in tum, driven by NAND gates to propagate 
the lower bits and the count enable. The active-low output of the 
built-in two-input gate (OR used as a NAND) is adjusted for by 
shifting the position of the multiplexer data inputs. 

Most four-input gates are implemented with a single C-module, 
but a four-input NAND with no bubbled inputs requires two 
modules. The limitation is avoided by using a NAND with a 
bubbled input. The count enable is active low, so it may be used to 
drive a bubbled input on a gate. Active-low counter bits are used 
to drive other bubbled gate inputs. 

Levels of Logic 

As may be seen in the complete counter schematic (Figure 3), two 
bits (QO and Q6) use inverters. The QO inversion toggles the 
flip-flop. A toggle flip-flop could have been used instead of a D 
flip-flop, but it could not have been combined with the 
multiplexer into a single S-module. Moreover, the inverter output 
is available as a resource to share the fanout load with the flip­
flop and to allow the use of bubbled inputs on gates whenever it is 
desirable. 

It could be argued that the use of the inverted output to drive gates 
causes the lower level bits to use two levels of combinatorial 
logic when it is not necessary. For a design of ten bits or less, the 
point would be valid because no path requires more than one 
combinatorial level. In the example design, however, two levels 
are already required by the upper bits and the improvement in 
fanout from the use of the inverter output at no additional cost in 
module count makes the practice worthwhile. 

Designing Counters with the ACT 2 Architecture 

Limiting Fanout with Redundant Logic 

The paths in the design most likely to limit performance are those 
with the largest number of logic levels and the highest fanout. In 
general, when fanout exceeds 9 on a critical path, redundant logic 
is often called for. For lower fanouts, the decision to use 
redundant logic might be a problem and must be balanced by 
considering both the cost in additional logic modules as well as 
the fanout to the outputs driving the redundant logic. 

In the sample design, two redundant modules were added to 
illustrate the concept. One is the XNOR gate whose output is the 
inversion of Ql. The other is the four-input NAND gate that 
propagates flip-flop outputs. No fanout in the design exceeds 
seven, and the worst-case path is the redundant gate whose inputs 
are driven pins with fanouts of seven, six, six, and five, and whose 
output fanout is four. A total of 48 modules were used in the 
design. 

Chip-Level DeSign Considerations 

The trade-offs involved in soft macros such as the counter 
example cannot be evaluated outside the context of the overall 
design. Decisions such as whether to use redundant logic or high 
fan-in modules must consider the entire design. For example, if 
all the modules are already being used, redundant logic may not 
be an option. If the design has a significant number of high fan-in 
macros, additional high fan-in macros in a counter may cause 
routing congestion. 

The ALS tools such as the Validator and Automatic Place and 
Route can rapidly provide answers to questions about design 
capacity and routability. 
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Implementing Load Latency 
Fast Counters with ACT 2 
FPGAs 

Application 
Note 

Introduction 

Counters are one of the most important functions designed into 
field programmable gate arrays (FPGAs) and are frequently used 
as a benchmark to compare different technologies and products. 
The performance of a particular FPGA implementation is a 
function of the amount of logic used. Faster implementations use 
more logic and slower implementations use less. This application 
note will show a technique for making the highest possible 
performance counters in the ACT™ 2 family using a toggle 
prediction method to enhance performance. 

An important realization in designing high performance counters 
is that the least significant bits (LSBs) of the counter change the 
most frequently and higher order bits change much less often. 
This fact can be used to optimize counter performance by 
ensuring that the least significant bits enter the logic trees at the 
lowest (fastest) level. Higher order bits can enter further up the 
tree since they have a longer time to propagate through the logic. 
Consider the design of a 6-bit counter using this technique. The 
counter will be loadable with asynchronous clear. It will also be a 
down counter, suitable for timing or address generation in a 
typical digital design. An up counter is an easy modification to 
the design, but conceptually they are similar. 

Least Significant Bit 

The counter must have a least significant bit that can toggle at the 
highest possible rate. In the ACT 2 family, the sequential logic 
module allows a 4-input multiplexer with gated select lines and a 
D-type flip-flop to be implemented in a single level of logic (see 
Figures 1 and 2). These logic modules can be used to construct a 
least significant bit with clear, load, and count enable as shown in 
Figure 3. 

Data can be loaded into the register when the load enable (LD) 
signal is high, selecting the Dl or D3 input on the multiplexer. 
The count enable signal (CNT) is used to toggle QO when 
counting is enabled. If LD is disabled, the multiplexer input is 
either DO or D2, depending on the state of QO. If QO is a zero and 
CNT is a one, the register will be loaded with a zero (NOT CNT) 
from the DO input. Thus QO toggles if CNT is a one. If CNT is a 
zero, QO will hold, not toggle, since the DO/D2 inputs will not be 
zero and one respectively. Thus, the least significant bit needs 
only a single level of logic to operate. Since the next most 
significant bit will only toggle when SO is zero (implementing a 
down counter), there is one extra clock cycle to develop the 
signals for Ql 's next state. 

Figure 4 shows the implementation of Ql using the DFM7 A 
macro. It is similar to the LSB except that Q 1 can be inverted to 
develop the toggle signal. Notice that this signal is selected only 
when QO and ICNT are low. This keeps the slower IQl signal 
from participating in the logic function until it has settled, 

© 1993 Actel Corporation 

ensuring fully synchronous operation. This technique will be the 
cornerstone of the most significant bits (MSBs), where slower 
signals are gated until there is sufficient time to settle and they are 
needed to compute the toggle of the associated counter bit. 

Figure 5 shows the entire 2-bit prescaler (CNR2P) for fast 
counters. Added to QO and Ql are three registers to source CNT, 
ICNT, and LD. These will be used to reduce fanout in the faster 
counter implementation. 

Figure 1. ACT 2 Family Sequential Logic Module 
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Figure 2. ACT 3 Sequential Logic Module 
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Most Significant Bit 

A 4-bit macro for the MSBs is shown in Figure 6. It uses the LSB 
from the CNT2P macro connected to CTO (on SOA) and CNT (on 
SOB) to enable the multiplexer inputs used for toggling similar to 
the CNT2P macro. In addition, the next LSB is connected to cn 
(on B ofAXBI) and the counter bits in the macro (QO-Q2) are 
used to gate the input to the XOR (see Q3 for example), which 
determines whether the register bit holds or inverts. A ripple carry 
input (RCI) is also used to allow results from previous stages to 
participate. This technique allows MSBs at least four clock cycles 
(since the LSBs transition from 00 to 00 in four clock cycles 
worst case) to develop the input to the associated bits in the 
counter. A 6-bit counter is shown in Figure 7. 

Delay 

Minimum Clock 
Input Period 

00 Delay 

01 Delay 

02-5 Delay 

Datasheet Parameter(s) 

tpD1 + tRDB + tSUD = 3.8 + 4.4 + 0.4 = 
2[tpD1 + tRDS] + tSUD = 2[3.8 + 4.4] + 0.4 = 

4[tpD1 + tRDS] + tsuD = 4[3.8 + 4.4] + 0.4 = 

Implementing Load Latency Fast Counters with ACT 2 FPGAs 

The limiting frequency for the 6-bit counter is based on the 
longest clock-to-clock delay in the design. There are four 
possibly limiting delays in the design: the minimum clock input 
period of the device, a single-level delay from QO to QO-5, a two­
level delay from QI to QI-5, and a three-level delay from Q2 to 
Q2-5. Estimates for each delay are given below for an AI225A-2, 
over worst-case commercial conditions. 

An I8-bit counter implemented with these macros is given in 
Figure 8. The limiting frequency for the counter is determined 
similarly to the 6-bit example, and the delays are given below for 
an AI225A-2. 

Value 

9.4 ns 

8.6 ns 

16.8 ns 

33.2 ns 

Requirement 

Must be < = 1 Clock Cycle 

Must be < = 1 Clock Cycle 

Must be < = 2 Clock Cycles 

Must be < = 4 Clock Cycles 

Thus, maximum frequency is limited by the internal clock rate of 105 MHz. 

Delay Datasheet Parameter(s) Value Requirement 

Minimum Clock tA = 9.4 ns 
Input Period 

Must be < = I Clock Cycle 

QODelay tpDl + tRD8 + tSUD = 3.8 + 4.4 + 0.4 8.6 ns 

QI Delay 2[tpD1 + tROS] + tsuo = 2[3.8 + 4.4] + 0.4 = 16.8 ns 

Q2-5 Delay StpD1 + 2tRD1 + 3tRD8 + tsuD = 5(3.8) + 2(1.1) + 3(4.4) + 0.4 = 34.8 ns 

Must be < = 1 Clock Cycle 

Must be < = 2 Clock Cycles 

Must be < = 4 Clock Cycles 

Thus, maximum frequency is limited by the internal clock rate of 105 MHz. 

The Maximum operating frequency of the 18-bit counter for other ACT 2 devices is shown below. 

Use the corrensponding parameters from the ACT 3 datasheet to calculate the maximum frequency for ACT 3 devices. 

A1280A-2 A1240A-2 Conclusion 

Maximum Clock Delay 11.7 ns 10.5 ns This application note explains a technique for creating very fast 
counters in the ACT 2 family showing operating frequencies as 

00 Delay 10.9 ns 8.9 ns high as 105 MHz. These techniques will allow FPGAs to be used 
01 Delay 21.4 ns 17.4 ns in new applications, which will further increase the popularity of 

02-5 Delay 42.9 ns 36.3 ns these key devices. 

Maximum Frequency 85 MHz 95 MHz 
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Bit-Per-State Decoded 
State Machine for FPGAs 

Application 
Note 

Introduction 

Signal controllers are one of the most important applications for 
Actel field programmable gate arrays (FPGAs). The controller 
accepts and interprets digital input signals and generates output 
signals in a sequential manner. Applications such as these can be 
designed with state machines that generate control output signals 
based on a function of the present and previous states of the input 
signals. 

The traditional methodology for designing state machines has 
been to draw a state diagram, map the states into the minimum 
number of register bits, and determine the next state function for 
each register bit. The minimum number of register bits needed 
can be determined by rounding up the natural log of the number 
of states. This methodology results in a minimum number of 
registers but usually requires wide gating and complicated logic 
to encode the next state bit. This scheme is necessary to 
implement state machines using programmable logic devices 
(PLDs) because of their inherent lack of registers. Because 
registers are plentiful in FPGAs, state assignment is more 
efficient using bit-per-state methodology. 

This application note will discuss techniques for efficiently 
implementing state machine using the bit-per-state for Actel 
FPGAs. 

Sample State Machine 

The state diagram of a sample state machine is illustrated in 
Figure 1. This state machine is the control section of a four­
channel DMA controller supermacro for Actel FPGAs. The state 
machine contains six states, seven inputs and five outputs. Each 
circle represents a different state. Each arrow represents a 
transition between states. Inputs that cause state transitions are 
listed adjacent to the state transition arrows. Control outputs are 
labeled along with the states inside the circles. For example, in 
state 2, the state machine asserts the ICNTD and ICMREQ 
outputs. If the MACK input is low, the state machine remains at 
state 2. If the MACK input is high, the state machine goes to 
state 3 and asserts the ICE output in the process. 

© 1993 Actel Corporation 

State Transition Equations 

The next step is determining the logic to generate the state 
sequence. For bit-per-state implementation, assign each state to a 
separate register and write a state transition equation for each 
register. The state diagram in Figure 1 shows that state 0 (SO) can 
be realized when state 4 (S4) is asserted and the input CaNT is 
low or it remains at state 0 if all four inputs A, B, C, and Dare 
low. Therefore the transition equation of state 0 can be written as 

SO:= IA*!B*IC*ID*SO + ICONT*S4. 

Similarly, state 1 (SI) can be achieved when state 0 (SO) is 
asserted and anyone of the four inputs A, B, C, or D is high or it 
remains at the same state (S 1) if the input PBGNT is low. The 
transition equation of state 1 can be derived as 

SI := (A+B+C+D)*SO + IPBGNT*S1. 

The complete state transition equations for the state machine are 
listed in Table 1. Note that state 3 (S3) will go to state 4 (S4) 
unconditionally; therefore, the transition equation for state 3 can 
be written as S3 := S4. 

Table 1. State Machine Transition Equations 

SO:= IA*!B*IC*ID*SO + ICONT*S4; 

SI := (A+B+C+D)*SO + /PBGNT*SI; 

S2:= PBGNT*SI + /MACK*S2; 

S3 := MACK*S2 + MACK*S3; 

S4:= S3; 

S5 := CONT*S4 + /MACK*S5; 

Output Equations 

Once the state transition equations are determined, the output 
equations can be written by encoding the states. In some cases, 
the output is only active in one state. Therefore, the output is 
simply a function of that state. For example, CE is only active in I 
state 3 (S3), so the output equation for CE is simply CE = S3. I 

Other output may be active in more than one state. The output 
equations can be written simply as a function of those states. For 
example, CMREQ is active in state 2 (S2) as well as state 5 (S5). 
Therefore, the output equation is 

CMREQ =:: S2 + S5. 
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Table 2 lists the output equations of the state machine. 

Table 2. Output equations 

PBREQ= S1; 

CLD= S4; 

CNTLD=S2; 

CMREQ = S2 + S5; 

CE = S3; 

The state machine can be captured using schematic entry or 
automatically mapped using synthesis tools such as 
ACT'x'press™. 

Figure 2 shows the schematic of the state machine 
implementation using the bit-per-state approach in the ACT™ 2 
family. The circuit requires seven logic modules and three levels 
of logic modules. 

MEMORY TRANSFER ACK 

CONTINUE 

MEMORY TRANSFER ACK 

Summary 

A summary of the bit-per-state methodology is given below: 

1. Draw a state diagram. 

2. Assign each state to a separate register. 

3. Write a state transition equation for each register. 

4. Derive output equations based on active states. 

Larger state machines can be implemented using this technique 
by distributing control to several smaller state machines and using 
a single master machine to coordinate activities between the state 
machines. This usually results in higher performance designs. It is 
also easier to design and debug simpler and smaller state 
machines. 

ABCD 

PROCESSOR BUS REQUEST 

COUNTER LOAD, 
CHANNEL MEMORY REQ 

...-...-~ COUNT ENABLE 

REGISTER LOAD 

CHANNEL MEMORY REQ 

MEMORY TRANSFER ACK 

Figure 1. Four-Channel DMA Controller State Diagram (Control Section) 
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Implementing State Machines 
Using Shift Registers 

Application 
Note 

Introduction 

Shift registers with serially controlled data inputs and parallel 
outputs may be used as powerful controlled sequence generators. 
As a result, a shift register can be used in high-speed state 
machine designs. This application brief shows a simple way to 
implement high performance state machines using serial shift 
registers. 

Shift Register Design 

A shift register is made of a series of flip-flops connected so that 
the data of one flip-flop is sequentially passed to the next flip­
flop. It passes data from the beginning to the end of a "chain" of 
flip-flops. A clock signal synchronously controls this operation. 
For this application, a shift register sequentially shifts a single 
logic high signal while the rest of the output bits are low. This 
function can be implemented by simply connecting the output of 
the one flip-flop to the input of the next flip-flop and the output of 
the last flip-flop back to the input of the first flip-flop. Table 1 
shows the function table of an eight-bit serial shift register. The 
width of the shift register is expandable by serially adding more 
flip-flops to the last stage. Figure 1, on the next page, shows the 
schematic of an eight-bit shift register. Note that the shift register 
is designed so that it can be set to a known state with a reset 
signal. 

State Machine Implementation 

The state machine implementation is best illustrated by an 
example. The sample state machine has six states with three 
output bits. The sequence is organized such that only one output 
bit changes state for every clock pulse. Figure 2 shows the state 
diagram of the state machine. 

A six-state state machine requires a six-bit shift register with one 
register per state. Using this shift register determines the state 
sequence map of the state machine. The state machine creates the 

Table 1. Eight-Bit Shift Register Function Table 

RST elK QO Q1 Q2 

0 X 1 0 0 

l' 0 1 0 

l' 0 0 

l' 0 0 0 

l' 0 0 0 

l' 0 0 0 

l' 0 0 0 

l' 0 0 0 

l' 0 0 

© 1993 Actel Corporation 

Figure 2. State Diagram of State Machine 

three output bits based on decoding the outputs of the shift 
register. The decoding logic is greatly minimized because there is 
only one output bit asserted in any state. Table 2 shows the state 
table of the state machine. When the outputs of the state machine 
are 001, the shift register outputs are 000010. In this state, Q5, 
Q4, Q3, Q2, and QO are all low and Q1 is high. Therefore, the 
state machine uses only Q 1 for the decoding logic. The logic for 
the state machine outputs is based on the shift register outputs. 
OutO is high when Q1 or Q2 or Q3 is high, Out1 is high when Q2 
or Q3 or Q4 is high, and Out2 is high when Q3 or Q4 or Q5 is 
high. The complete decoding logic equations are the following: 

OutO: Q1 + Q2 + Q3 

Out1: Q2 + Q3 + Q4 

Out2: Q3 + Q4 + Q5 

Q3 Q4 

0 0 

0 0 

0 0 

1 0 

0 1 

0 0 

0 0 

0 0 

0 0 

Q5 Q6 Q7 

0 0 0 

0 0 0 

0 0 0 

0 0 0 

0 0 0 

1 0 0 

0 1 0 

0 0 1 

0 0 0 
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Figure 3 shows the schematic diagram of the state machine using 
ACT™ 2 or ACT 3 macros. Note that the decoding logic only 
requires one level of logic to implement. Thus, using a shift 
register to implement state machines improves performance 
significantly. 

Table 2. State Table for Example State Machine 

Shift Register Outputs 

05 04 03 02 01 

o 0 0 0 0 

o 0 0 0 1 

000 0 

o 
o 

o 

o 

1 

o 
o 

o 
o 
o 

o 
o 
o 

State Machine 
Outputs 

00 Out2 Out1 

o 0 

o 0 0 

o 0 

o 
o 
o o 

OutO 

o 

1 

o 
o 

Implementing State Machines Using Shift Registers 
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Designing with Pseudo-Random 
Number Generators 

Application 
Note 

Introduction 

As counter sizes increase, the amount and complexity of support 
logic also increase. With this increase, the maximum operating 
speed of the counter decreases. This application note describes an 
easy way to build pseudo-random number (PRN) counters using 
very few logic resources. These counters produce nonlinear 
sequences that can be used in many applications. 

In many cases, only a simple modulo counter is required to 
generate a stream of clock pulses. Nonlinear counters can also be 
used to generate memory addresses. For example, in a FIFO, the 
order in which the memory is accessed is irrelevant as long as the 
data is stored and retrieved in the same order. This memory 
addressing technique could also be used for a ROM look-up table 
(LUT). In this case, the LUT data would be stored in ROM in the 
PRN sequence using a simple software routine to precalculate the 
addresses. 

Pseudo-Random Counters 

The most popular (and the simplest) PRN counter is the feedback 
shift register. Figure 1 shows a shift register of length m bits with 
the exclusive-OR (XOR) of the nth bit and the last (mth) bit fed 
back to the first bit location. 

Figure 1. Feedback Shift Register 

The PRN counter goes through a set of states (defined by the set 
of bits in the registers after each clock), eventually repeating itself 
after K clock pulses. The maximum number of conceivable states 
of an m-bit register is K = 2m, that is, the number of binary 
combinations of m bits. However, the state of all zeros would get 
"stuck" in this circuit, since the XOR would generate a zero at the 
input. Thus, the maximum number of unique states is 2m - 1. It 
turns out that you can make "maximal-length shift register 
sequences" if m and n are chosen correctly. The resultant state 

© 1993 Actel Corporation 

sequence is pseudo-random. As an example, consider the 4-bit 
feedback shift register in Figure 2. Beginning with the state 1111 
for the XOR implementation type and 0000 for the 
exclusive-NOR (XNOR) type, there are IS distinct states (24 - I), 
after which states repeat. 

a 

74LS95 ~ 
Din d 

Figure 2. A 4-Bit Feedback Shift Register 

Feedback Taps 

Maximal-length shift registers can be made with XOR/XNOR 
feedback from more than two taps (in these cases, you use several 
XOR/XNOR gates in the standard parity tree configuration, that 
is, the modulo 2 addition of several bits). In fact, for some values 
for m, a maximal-length register can only be made with more than 
two taps. Table 1 shows a listing of all values of m up to 33 for 
which maximal-length registers can be made with just two taps, 
that is, feedback from the nth bit and mth (last) bit. A value is 
given for n and for cycle length K, in clock cycles. In some cases, 
there is more than one possibility for n, and in every case the 
value of m - n can be used instead of n; thus the earlier 4-bit 
example could have used taps at n = 1 and m = 4. 

Since shift register lengths of multiples of eight are common, you 
may want to use one of those lengths. In that case, more than two 
taps are necessary. There are other cases of shift register lengths I 
that require more than two taps. Table 2 shows the taps points for 
the multitap point counters. Because of the greater complexity of 
the feedback path, the multi tap counters tend to operate slower 
than the single tap version. It is sometimes more prudent to use a 
counter that is larger than needed just to reduce the number of 
taps. For example, if a modulo 250 counter is required, an 8-bit 
counter with three tap points could be chosen. But the wiser 
choice would be to use a 9-bit (max modulo 511) counter. The 
9-bit counter actually uses two less logic modules (see next 
section) and has a higher operating speed. 
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Table 1. Values for Maximal-Length Registers Made with 
Two Taps 

Length (m) Tap (n) Maximum Count (K) 

2 3 

3 2 7 

4 3 16 

5 3 31 

6 5 63 

7 6 127 

9 5 511 

10 7 1,023 

11 9 2,047 

15 14 32,767 

17 14 131,071 

18 11 262,143 

20 17 1,048,575 

21 19 2,097,151 

22 21 4,194,304 

23 18 8,388,607 

25 22 33,554,431 

28 25 268,435,455 

29 27 536,870,911 

31 28 2,147,483,647 

33 20 8,589,934,591 

Table 2. Tap Points for Multitap Counters 

Length (m) Tap (n) Maximum Count (K) 

8 3,4,5,7 255 

12 1,9,10,11 4,095 

13 6,10,11,12 8,191 

14 1,11,12,13 16,383 

16 10,12,13,15 65,535 

24 16,21 ,22,23 16777215 

PRN Counter Construction 

Constructing a PRN counter requires only two elements-a 
loadable shift register bit and a fast XOR/XNOR gate. The Actel 
family of field programmable gate arrays (FPGAs) is ideal for 
building these types of elements. To construct the loadable shift 
register bit, use the DFM (D-type flip-flop with a 2 to 1 
multiplexer) shown in Figure 3. Use the DFM6A hard macro with 
enable inputs to build the shift registers for cascadable PRN 
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counters. The fast XOR/XNOR gate is implemented by one 
combinatorial logic module. A PRN counter can be constructed 
with these two basic circuits elements. Finally the END pattern 
can be chosen to minimize the complexity of the end-of-sequence 
(EOS) detection circuit. 

FROM PREVIOUS 
STAGE 

RELOAD DATA 

LOAD 

A 

B 

S 

Q 

TO NEXT 
STAGE 

Figure 3. Loadable Shift Register Bit 

One key feature of the PRN counter is that, as the counter length 
increases, the extra bits only add one extra shift register bit 
without increasing the feedback delay. For example, a lO-bit 
continuous PRN counter will take only 10 shift register bits (one 
DFM each) plus a fast XOR (one module). Increasing the length 
of the counter to 20 bits requires only an additional 10 shift 
register modules. The important point is that the feedback path 
still has only one level of logic delay. In other words, this 20-bit 
counter has the same feedback delay (maximum operating 
frequency) as the lO-bit counter. 

PRN Sequence Software 

Actel has developed a software utility called PRN_GEN2 for 
constructing PRN sequence counters. The software prompts you 
for the counter size (in bits), the end-of-sequence (EOS) pattern, 
the type of counter (XOR/XNOR), the desired modulo (cycles), 
and the pipeline delay of the EOS detect. Then, it provides you 
with the proper number to load to achieve the desired modulo and 
the tap points needed. 

Note: You can have multiple modulos and use a multiplexer 
to select them. 

Conclusion 

PRN counters are easy to design and implement. They are useful 
for many types of applications and designs in Actel FPGAs. 
For more information about PRN counters and their 
implementation in Actel FPGAs, contact Actel Technical Support 
at 1-800-262-1060. 
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Implementing Three-State 
and Bidirectional Buses 

Application 
Note 

with Multiplexers in Actel FPGAs 

Three-state logic is used in conventional MSI logic devices to 
allow buses where multiple drivers are directly connected to one 
or more loads. Figure 1 shows a typical bus configuration with 
TTL three-state bus drivers and registers. Each driving device has 
a control input that places all outputs in a high impedance state 
when asserted. (For the register, the control pin is OC; for the bus 
driver, there are two control pins, I G and 2G). To prevent data 
collisions, only one driver can be active at a time; the other 
drivers must be in a high impedance state. The four NAND gates 
perform a logic decoding function to ensure that only one driver 
is active at a time. If the first bus driver is selected to be active via 
SELA and SELB, then the data bits WO to W7 will drive the bus 
(BUSO to BUS7). Similarly, the other data bits will be selected 
when the respective register is active. The loads on the bus are not 
shown in Figure 1. 

To make effective use of routing resources for many different 
applications, the Actel FPGA implements internal multiple 
drivers on a net with multiplexers instead of three-state logic. 
Figure 2 depicts the Actel implementation of the three-state bus 
discussed above. In this case, a 4 to I multiplexer is used for each 
bit of the bus to redirect the desired signal from one of four 
sources (W, X, Y, or Z). In addition to replacing the three-state 
nature of the MSI devices, the multiplexer eliminates the need for 
the LS241 bus drivers (inputs Wand X). The desired source is 
selected by the two multiplexer select lines, which eliminate the 
need for the decoding logic used in the MSI implementation. For 
greater than four sources, the MX8 8 to 1 multiplexer can be used 
in a similar fashion. 

.,3 

.,4 

.,0 

.,1 
Q3 

.,3 
Q4 

.,7 

auaIO:", 

Figure 1. Three-State Bus Implementation with MSI Logic 
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Figure 2. Three-State Bus with Actel FPGA Using Multiplexers 
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Implementing Three-State and Bidirectional Buses with Multiplexers in Actel FPGAs 

Bidirectional signals can also be replaced readily with 
multiplexers in the Actel architecture. Figure 3 shows the 
conversion of a popular transceiver to a 2 to I multiplexer. 

Figure 4 illustrates the conversion to the multiplexer 
implementation of three bidirectional transceivers driving a bus. 

The multiplexer circuit assumes that A's driver also drives any inputs 
on the A sub-bus, B drives B's inputs, and so on. Two additional sub­
buses can be made available by controlling the select lines accordingly. 

A B 

Original Circuit 

If the bidirectional element is located at the FPGA pad, the 
BIBUF macro can be used directly. Figure 5 shows a simple 
circuit using the LS245 transceiver with flip-flops driving and 
leading the bus. Figure 6 shows the Actel implementation of the 
BIBUF macro and the DFM multiplexed flip-flop. Note that when 
enable is low the pad drives the B flip-flop and that when enable 
is high, A drives both the PAD and B. 

Direction 

From A driver output 

A 

B 

From B driver output 

Converted Circuit 

y 
To all inputs 

Figure 3. Transceiver Conversion to a 2 to 1 Multiplexer 
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A out 
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Figure 4. Three Bit Transceiver Conversion 
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Figure 6. Bidirectional Bus with BIBUF Macro 



Crystal Oscillator 

Oscillators for 
Actel FPGAs 

Oscillators are fundamental design circuits used to provide a 
reference clock signal essential for digital designs. Crystal 
oscillators provide a simple solution for precise, stable, and 
calibration-free clocks. An on-chip crystal oscillator can be 
implemented with Actel devices using the traditional 
configuration shown in Figure 1. This oscillator has been tested 
up to 20 MHz and is used in Actel programmers. The 10 MQ 
resistor provides a negative feedback path for the inverter, which 
makes it behave like a high-gain amplifier. The remaining passive 
elements, including the crystal, form a pi network that provides a 
180 degree phase inversion. The inverter will lock on to the 
parallel resonant frequency of the crystal, thus providing a very 
stable output. The RC network also acts as a low-pass filter to 
ensure that the crystal operates at the fundamental frequency and 
not a harmonic frequency. The capacitor values range from 5 to 
30 picofarads and depend on the crystal frequency. Some 

Select 
1 of 3 

options 

Application 
Note 

experimentation is suggested to get an optimal value for a specific 
design. Generally, the two capacitors will have the same value, 
although the capacitor connected to the input of the inverter can 
be varied independently to alter the output frequency by 
± 0.1 percent. 

A second OUTBUF or CLKBIBUF output buffer is used to 
provide a sharper clock signal at full amplitude when used outside 
the FPGA. Alternatively, the output buffer can be replaced with 
an internal buffer, which will allow a direct connection to internal 
macros. For ACTTM 2 and ACT 3 devices, the CLKINT macro can 
be used allowing high fanout drive capability of internal macros 
with minimal skew. 

Fix the placement of the oscillator I/O macros to adjacent 
package pins to minimize internal delays. Consult the ALS User 
Guide for more information on fixing pins. Also, fixing the I/O 
macros near ground pins and far from other high-speed switching 
I/O pads minimizes noise effects. 

(Note: CLKINT is only available on 
ACT 2 and ACT 3 devices.) 

} 

to internal 
flip-flops, latches 

INBUF INV OUTBUF 
Actel Device 

10 MQ 

-----101-------' 
:::; 20 MHz 1 kQ 

5-30 pF ~ 5-30pF ~ 

Figure 1. Crystal Oscillator Circuit 
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RC Oscillator 

For applications not requiring the accuracy of a crystal, there is an 
RC oscillator that can be used in an Actel device as shown in 
Figure 2. As a strong word of caution, this circuit is not 
recommended for system clocks, since it is heavily dependent on 
resistor and capacitor tolerances, process variation, and 
temperature. Some applications for this lower cost oscillator 
include LCD backplane and debounce circuits. 

The circuit reaches alternate switching thresholds by charging 
and discharging the capacitor with resistor R2. The RI resistor 
provides a better square wave output by minimizing effects of 

Actel Device 

R1 

input protection diodes of the input buffer. The approximate 
formula for output frequency is: 

1 
frequency == 2.2 R2 C 

The formula is most accurate if parameters have the following 
limitations: 

BUF 

Rl > 1OR2 

10K >R2 > 1 M 

1000 pF > C > 10 JlF 

to internal 
loads 

to external 
loads 

Figure 2. RC Oscillator 
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Page Mode 
DRAM Controller 

Introduction 

The ACFM 2 DRAM controller supermacro allows you to access 
up to 16 MB of memory space from two different channels. Using 
automatic refresh circuitry and DRAM control logic, it can 
operate a 4 MB DRAM in page mode for up to 2,000 transfers 
starting from any point in a column. At the conclusion of a paged 
transfer, lock-out logic prevents any other access until all standard 
refreshes have been done. The supermacro uses just over 13 
percent of an AI280. The schematic symbol and architecture of 
the DRAM controller are shown in Figure I and Figure 2. 

PAGE MODE 
DRAM 

CONTROLLER 

PADDLE 

PCNTlE CEND 

PAGECY PEND 

CRW MRW 

PRW CAS 

CCY RAS3 

PCY RAS2 

ClK RAS1 

RST RASO 

D [24:0] 

PA[23:0] 

CA [23:0] 

MA[10:0] 

Figure 1. Schematic Symbol 

Operational Overview 

Address and Data Buses 

Three buses in the controller bring the two channel addresses. A 
third bus with the processor data to load the counters for paged 
operation. The processor can request a single or paged memory 
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transfer by means of address decodes. Peripheral channels can 
make memory transfer requests from a Direct Memory Access 
(DMA) interface. 

Refresh Logic 

The two counters (VO, VI) time refresh requests through an 
up/down counter (UDC). The VDC serves as an intermediate 
counter to pass the requests to the memory arbitration 
controller. When the memory is busy for long periods, (during 
page accesses, for example) the UDC stores refresh requests by 
counting up each time a request is made. When the memory is 
free, the UDC can request all the refreshes be made 
successively until the refreshes are caught up. Each time a 
refresh is complete, the UDC is counts down until it is cleared. 

Arbitration State Machine 

The arbitration state machine decides which channel has access to 
the memory and tells the memory timing control what type of 
access to begin. Its outputs are also used to select the source for 
the memory address and read/write source. 

Memory access requests are prioritized from highest to lowest in 
the following order: refresh, processor cycle, page cycle, and 
channel cycle. When the memory is idle, the highest priority 
request begins a cycle. According to the type of request, the 
arbitration logic moves through a sequence of states until the 
timing control signals the end of the cycle. 

Memory Timing Control 

The memory timer issues the signals to control the operation of 
the DRAMs. It times the sequence and duration of the signals to 
conform to the requirements of the DRAMs and informs the 
arbitrator when the cycle is complete. 

The timer contains a counter for paged accesses that will operate 
paged transfers up to 2,000. 

Address Multiplexer 

The address multiplexer selects the appropriate address source for I 
memory accesses and, under the control of the memory timer, • 
drives the DRAMs with the row or column address. 

The multiplexer contains a register and a counter for paged 
accesses. Both are loaded by the processor. The register contains 
the address of the row for the page access and the counter has the 
beginning offset within the column. After each page access cycle, 
the column counts up by one to supply the address for the next 
cycle. 

Bank and Read/Write 

The two most significant bits of memory address are used for the 
bank select. They are selected by multiplexers from the sources 
for memory addresses. The multiplexer outputs are then decoded 
by the memory timer to drive one of the four RAS lines. 

The processor loads a three-bit register with the page bank 
address and read/write line prior to initiating a page access. 
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Designing a DRAM Controller 
Using Language-Based Synthesis 

Introduction 

Why Use HDL? 

A new level of abstraction for the design descriptions uses a 
combination of synthesis tools and HDL languages. As the trend 
toward more complex designs continues, the old ways of design 
entry do not accommodate everyone's needs. In the same way that 
higher level programming languages replaced assembly 
languages, traditional schematic capture and truth tables will be 
substituted by HDL design description. 

A highly complex and detailed design can mislead you to 
overlook important details. Systematically partitioning the design 
into different subsystems and expressing the behavior of each 
subsystem in a higher level language helps to manage a big and 
detailed design. Such a specification is in a soft level, which can 
easily be changed, instead of in a hard level, which cannot be 
easily changed. This specification is unambiguous and complete 
and can hide the details of implementation. 

Systems created with high-level constructs can be functionally 
simulated. Simulating the design at this level reveals problems 
before committing the design to hardware. An efficient HDL 
description accompanied by a sufficient test plan and host 
simulator that exercises the behavior of the design can minimize 
the number of design errors and reduce the time-to-market. Such 
a simulated behavioral description can later be synthesized for 
detailed gate-level implementations. 

A behavioral description is also the best way to document a 
design. A well-prepared and documented HDL description can 
always describe a design better than a set of schematics with 
many gate-level details. 

Why Use Verilog? 

Some HDL languages, such as Verilog, resemble the C 
programming language very closely. Adopting the Verilog HDL­
Synthesis approach can provide many benefits. Verilog HDL 
language is readable, elegant, and easy to learn. You only need to 
learn one language to create functional models, generate the 
design, create simulation vectors, simulate, and perform any other 
aspects of logic design. Verilog allows a design to be described in 
behavioral or structural terms or a mixture of both. 

The detailed implementation of a Verilog code may be left to 
various synthesis tools. 

Benefits of HDL Designs for the Actel Devices 

Using a targeted vendor-specific library, most synthesis tools 
such as Synopsys, Cadence, Mentor Graphics®, and Auto Logic, 
can generate a gate-level representation of a design described in 
Verilog HDL. 

Synthesis tools like the Synopsys Design Compiler are designed 
to optimize logic into regular conventional architectures. The 
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Actel devices, with their highly regular channeled array 
architecture, can be used very efficiently with most existing 
synthesis tools. Synthesizing a design using ACT™ 1, ACT 2, or 
ACT 3 libraries can be optimized with respect to the speed, circuit 
size, or other cost functions where that gate utilization and 
performance are maximized. 

Verilog/Synopsys Design Example 

Complex designs are best suited for behavioral descriptions. Such 
a design can then be synthesized for the Actel devices using a 
synthesis tool such as Synopsys. 

A good candidate for the HDL/Synthesis methodology is a 
DRAM controller. In such a design, many events, such as reset, 
refresh, and memory access, can happen at any time or 
simultaneously. Managing these events and arbitrating among 
them in a structural level can be mind boggling and error prone. 

The following is an example of such a design. 

Figure 1 demonstrates a typical design flow using Synopsys and 
the Cadence Actel kit. The following are the steps to create a 
design for an Actel device. 

Step 1-Core Description 

Most Verilog logic descriptions begin with a behavioral 
description of the core logic. The core logic description is found 
in the top level of hierarchy that contains the I/O and clock 
buffers. 

Example 1 is the core logic captured in Verilog HDL for a DRAM 
controller. It controls the refresh, memory access, reset cycles, 
and address mapping for 4 MB of dynamic memory. The physical 
addressing space of this memory can be programmed to be 
mapped in any of 16 possible banks and designated with the top 
address bits (A22 to A25). Figure 2 is a block diagram description 
of this design. 

A typical access from a processor is either I/O or memory. In this I 
example, there are three control state machines that implement 
the I/O and the memory cycles. Figure 3 is their state diagram 
representation. 

These state machines are directed with parallel_case Full _case 
Synopsys directives. These directives cause all the states to be 
evaluated in parallel and create all possible states that are not 
covered. The main state machine is gray-coded to achieve the 
minimal required logic decoding. 

The initial I/O access will set the upper and the lower address 
boundaries of the memory bank. Any memory access to this 
DRAM should be in this addressing space. 

The reset, memory, and refresh cycles are prioritized. A valid 
address sent to the memory will start a Read or Write cycle. The 
RAS, CAS, address switch, and other handshake lines will be 
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generated accordingly. If no other memory access is in progress, a 
refresh request will start a CAS cycle before a RAS cycle. If some 
other cycle is in progress, it will be latched to be granted at a later 
time. A reset always has the highest priority; it resets all the 
cycles to their initial states. 

Step 2-1/0 Buffers 

I/O buffers must be either instantiated in the Veri log code or 
automatically inserted by Synopsys. Synopsys V3.0 contains a 
command, insert_pads, that automatically inserts INBUF, 
OUTBUF, and CLKBUF. If the design must contain BIBUF, 
TRIBUF, or any special ACT 3 I/O cell, they must be hand 
instantiated in the code. Example 2 shows how to hand instantiate 
I/O buffers in the Verilog code. A level of logic, or "top level," is 
created to merge the core logic with the I/O buffers. 

Step 3-Test Circuit 

A Verilog test file needs to be generated to Simulate the design 
and verify behavioral level functionality. Example 3 demonstrates 
this test circuit. 

Step 4-lnvoke the Synopsys Tool 

The Synopsys setup file (.Synopsys) needs to be set for 
appropriate Actel devices. The EDIF options need to be set 
correctly to generate an EDIF netlist appropriate for ALS. 
Following is an example of a desirable .synopsys file. 

Example of .Synopsys file 

search path = { • /userl/ashena/ /projl/3.0synop/ 
admin/install/ /projl/3.0synop/libraries/syn}; 
designer = "DESIGNER NAME"; company = "Actel"; 
target library = /cad2/cad/release/cae/3.0/synop­
sys/2.2/1ib/act2_30.db; 
symbol library = /cad2/cad/release/cae/3.0/synop­
sys/2.1001/1ib/act2.sdb; link_library = /cad2/cad/­
release/cae/2.2/synopsys/2.2/1ib/act2_30.db; 
edifout_netlist_only = true 
edifout no array = true 
edifout-po;er and ground representation = cell 
edifout-ground na~e = GND 
edifout-power ~ame = vee 
edifout=ground_pin_name = y 
edifout power pin name = x 
edifout=pertty_print = true 

The Verilog code should be read in the Synopsys environment for 
it to synthesize and optimize the behavioral circuit. The 
optimization level can be selected to be high, medium, or low. 

Synopsys can write out an EDIF file as well as a Verilog structural 
level output file. The ALS program EDN2ADL will translate the 
generated EDIF file to ADL (Actel Design Language). The ALS 
software places and routes the ADL netlist into an Actel field 
programmable gate array (FPGA). 

Synopsys also generates a gate-level schematic for reference or 
debugging. 
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Step 5-Simulate the Structural Verilog File 

Resimulate the Synopsys generated structural level design to 
verify the gate-level functionality. The same test file used in step 
3 is also used to further simulate the gate-level DRAM Controller 
design. The two simulator results are compared. 

Step 6-Generate an Actel Netlist 

The Actel program, cae2adl, produces an Actel ADL netlist from 
the Synopsys generated EDIF. The program is executed from the 
command line with several input switches. The syntax for 
invoking cae2adl is: 

cae2adl-edn2adl fam:<value> ednin:<ediffile name> 
<design name> 

Where: 

fam 

edin 

is family, ACT 1, ACT 2, or ACT 3 

is the file to be converted, which must have the 
name <design name>.eds 

<design name> is the name of the design, which must be the 
same name as the top level of hierarchy, that 
was synthesized 

Step 7-Place and Route the Design 

The ALS software verifies the integrity of the design, assigns I/O 
pin numbers, places, and routes the design, and generates a fuse 
file for programming. After place and route, the del2vlog program 
backannotates actual delays for simulation. 

Step 8-Run Actel Timer 

The Actel timer is a static timing verifier. Unlike simulators, the 
Timer does not require test vectors. The Timer tool is useful for 
verifying internal and external setup and hold time requirements, 
clock skew, and maximum frequency. 

Step 9-Post-Route Simulation 

To perform postlayout simulation, a PLI routine 
($als_add_delays) must be added to the stimulus test file. The 
syntax for this routine is: 

$als_add_delays ("<module>.<instance>", 
"<design_name>.del", "2.2", "<design_name>.def) 

For more detailed information regarding the 
Actel/SynopsysNerilog interface, refer to the Action Logic® 
System, Release 2.2, CAE Guide, Sun/Cadence manual part 
number 5029047-0. 

The DRAM controller core logic is presented in the following 
pages. 



Designing a DRAM Controller Using Language-Based Synthesis 

Example 1. DRAM Controller 

1* DRAM CONTROLLER 

This state machine controls the memory handshake, refresh, and address decoding for a DRAM *1 

'timescale 1 ns I 100 ps 

module draml (ras _,cas _,rw _ en,ready _,mux _add,sysclk,add,ads _,reset,rw _,ref,data,m _io); 

output ras _,cas _, rw _en, ready _; output [11 :2] mux _add; 

input sysclk; 

input [25:2] add; 

input ads _, rw _, ref, reset, m io; 

input [7:0] data; 

reg [3:0] low_add; 1* lower address bytes *1 

reg [3:0] up_add; 

reg [1:0] state; 

reg [6:0] cs; 

reg [6:0] ns; 

1* upper address bytes *1 

1* 110 states *1 

1* Current State *1 

1* Next State *1 

reg rw_en, refreq, lat_ads_; wire mux_sel, hit, ref_end, iOJeady_, mJeady_; 

parameter sl =7' bl11l11l, s2=7' blOl1111, s3=7' b101111 0, s4=7' bl011100,s5 =7' bl 011 000, 
s8=7' b110l0l0,s9=7' blOOlOlO, s1O=7' bOOOllll; 

s6=7' bl 010000 , 

1* ASSIGNMENTSr----------------------------------*1 

1* SET the memory and refresh handshake signals *1 

assign ras_ = cs[O]; assign mux_sel = cs[l]; assign cas_ = cs[2]; assign mJeady_ = cs[3]; assign reLend = !cs[6]; 

1* RAS address or CAS address *1 

assign mux_add = mux_sel? add[1l:2] : add[21:12]; 

1* Is the address in the boundary? *1 

s7=7' bllOl011 , 

assign hit = (add[25:22] >= low _add[3:0}) && (add[25:22] < up _add[3:0)); assign io Jeady_ = !state[l]; 1* End of I/O access *1 

assign ready _ = (io Jeady _ & mJeady _);1 * End of 110 or Memory access *1 

1* 110 ACCESS TO SET THE UPPER AND LOWER ADDRESS BYTES*I 

always @ (posedge sysclk) 

if(reset) begin 

1* Only a subset ofVerilog Language is supported by Synopsys *1 

state = 2' bOO; 

II synopsys translate _off 

fork 

I I synopsys translate_on 

up_add [3:0] = #2 4' hO; 

low_add [3:0] == #2 4' hO; 

I I synopsys translate_off 

join 

II synopsys translate _on 

end 

else 

case (state) Iisynopsys paralleCcasefulCcase 

00: if (!reset & !m_io & !rw _ & !ads_) state = 2' bOl; 

01 : begin 
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Example 1. DRAM Controller (Continued) 

end 

10 : state = 00; 

II synopsys translate_off 

fork 

II synopsys translate_on 

low_add [3:0] = #2 data[3:0]; 

up_add [3:0] = #2 data[7:4]; 

II synopsys translate_off 

join 

II synopsys translate_on 

state = 2' b1O; 

default: state = 2' bOO; 

endcase 

1* MEMORY and REFRESH ACCESS *1 

always @(posedge sysclk) cs = #3 ns; 

always @(ads_ or reset or refreq or cs or rw _ or hit or m _io) begin if (reset) begin 

ns=s1 ; 
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#2 rw_en = 1; 
end else 

case (cs) 

s1: begin 

Iisynopsys paralieCcase fu1l3ase 

rw_en = 1; 

if (refreq) ns = s7; 

1* memory cycle starts *1 

s2: begin 

s3: ns=s4; 

s4: begin 

s5 : ns=s6; 

s6 : ns=s1; 

s7: ns = s8; 

s8 : ns = s9; 

else if((!ads_1 flat_ads_) & !refreq & m_io) ns=s2; 

else ns=s1; 

end 

if (hit) ns=s3; 1* Address is in the boundary *1 

else ns=s1; 

end 

ns=s5; 

if (!rw_) #2 rw_en = 0; 

else #2 rw _en = 1; 

end 

s9 : ns = s10; 

s10: ns = s1; 

default: ns = s1; 

endcase end 
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Example 1. DRAM Controller (Continued) 

always @ (posedge sysclk) if (reset) refreq = 0; 

else if (ref & !reLend) refreq = 1; 

else (f(reLend) refreq = 0; 

always @ (posedge sysclk) 

if(reset) lat_ads_ = 1; 

endmodule 

else if(refreq & !ads_ & m_io) lat_ads_ = 0; 

else if (!m Jeady _) lat _ads _ = 1; 

Example 2. Top-Level Design 

'timescale 1 ns I 100 ps 

module topd (pras _,pcas _,prw _ en,pready _,pmux _ add,psysclk,padd, pads _,preset,prw _,pref,pdata,pm _io); 

input psysclk; 

input [25:2] padd; 

input pads _, preset, prw _, pref, pm_io; 

input [7:0] pdata; output pras _, pcas _, prw _en, pready_; 

output [11 :2] pmux _add; 

wire sysclk; 

wire ras _, cas _, rw _en, ready_; 

wire [11:2] mux_add; 

wire [25:2] add; wire ads_, reset, rw _, ref, m_io; wire [7:0] data; 

1* Instantiate the Core logic *1 

draml ul ( ras_, cas_, rw _en, ready_, mux_add, sysclk, add, ads_, reset, rw _,ref, data, m_io); 

1* Connect the 110 and Clock buffers *1 

CLKBUF UCl (PAD(psysclk), .Y(sysclk)); 

OUTBUF UOO (.PAD(pras_), D(ras_)); 

OUTBUF UOI (PAD (pcas_) , D(cas_)); 

OUTBUF U02 (PAD(prw _en), D(rw _en)); 

OUTBUF U03 (PAD(pready~, D(ready_)); 

OUTBUF U05 (PAD(pmux_add[2j), D(mux_add[2J)); 

OUTBUF U06 (PAD(pmux_add[3j), D(mux_add[3J)); 

OUTBUF U07 (PAD(pmux_add[4j), D(mux_add[4J)); 

OUTBUF U08 (PAD(pmux_add[5j), D(mux_add[5J)); 

OUTBUF U09 (PAD(pmux_add[6j), D(mux_add[6J)); 

OUTBUF UOIl (.PAD(pmux_add[7j) , D(mux_add[7])); 

OUTBUF U012 (PAD(pmux_add[8j), D(mux_add[8j)); 

OUTBUF UOJ3 (.PAD(pmux_add[9j), D(mux_add[9J)); 

OUTBUF UOI4 (PAD(pmux_add[lOj), D(mux_add[lOJ)); 

OUTBUF UOI5 (.PAD(pmux_add[ll]), D(mux_add[Ilj)); 

INBUF UfO (.PAD(padd[2J), .Y(add[2J)); 

INBUF UII (.PAD(padd[3j), .Y(add[3J)); 

INBUF UI2 (PAD(padd[4j), .Y(add[4J)); 

INBUF Uf3 (.PAD(padd[5j), .Y(add[5J)); 

INBUF Uf4 (.PAD(padd[6j), .Y(add[6J)); 

INBUF Uf5 (.PAD(padd[7j), .Y(add[7J)); 
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Example 2. Top-Level Design (Continued) 

INBUF UI6 (.PAD(padd[8J), .Y(add[8])); 

INBUF UI7 (.PAD(padd[9J), .Y(add[9])); 

INBUF UI8 (.PAD(padd[lOJ), .Y(add[lO])); 

INBUF UI9 (.PAD(padd[11J), .Y(add[11])); 

INBUF U110 (.PAD(padd[12J), .Y(add[12])); 

INBUF U111 (.PAD(padd[13J), .Y(add[13])); 

INBUF UIl2 (.PAD(padd[14]), .Y(add[14J)); 

INBUF UIl3 (.PAD(padd[15J), .Y(add[l5J)); 

INBUF UIl4 (.PAD(padd[16J), .Y(add[16])); 

INBUF UIl5 (.PAD(padd[17]), .Y(add[17J)); 

INBUF UIl6 (.PAD(padd[18J), .Y(add[18J)); 

INBUF UIl7 (.PAD(padd[l9J), .Y(add[l9])); 

INBUF UIl8 (.PAD(padd[20J), .Y(add[20])); 

INBUF UIl9 (.PAD(padd[2l]), .Y(add[21J)); 

INBUF UI20 (.PAD(padd[22]), .Y(add[22J)); 

INBUF UI21 (.PAD (padd[23J) , .Y(add[23])); 

INBUF UI22 (.PAD(padd[24J) , .Y(add[24])); 

INBUF UI23 (.PAD(padd[25]), .Y(add[25])); 

INBUF UI24 (.PAD(pads_), .Y(ads_)); 

INBUF UI25 (.PAD(preset), .Y(reset)); 

INBUF UI26 (.PAD(prej), .Y(rej)); 

INBUF UI27 (.PAD(prw _), .Y(rw _)); 

INBUF UI28 (.PAD(pdata[OJ), .Y(data[O])); 

INBUF UI29 (.PAD(pdata[l]), .Y(data[l])); 

INBUF UI30 (.PAD(pdata[2J), .Y(data[2])); 

INBUF UI31 (.PAD(pdata[3J) , .Y(data[3])); 

INBUF UI32 (.PAD(pdata[4J), .Y(data[4])); 

INBUF UI33 (.PAD(pdata[5]), .Y(data[5])); 

INBUF UI34 (.PAD(pdata[6J), .Y(data[6])); 

INBUF UI35 (.PAD(pdata[7J), .Y(data[7])); 

INBUF UI36 (.PAD(pm_io), .Y(m_io)); 

endmodule 
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Example 3. An Example of Test Design 

module test _ d; 

reg [25 :2} add; reg sysclk; reg ads _; reg reset; reg rw _; reg ref; reg [7:0} data; reg m _io; 

wire ras_,cas_; wire rw _en; wire ready_; wire [11 :2} mux_add; reg [4:0} count; reg mem_all; 

integer i; 

reg [2:0} state; parameteraO= 3'bOOO, a1=3'b001 ,a2 = 3'b01O, a3=3'b011 , a4= 3'b100, a5=3'b101 ,a6 = 3'b110; 

dram1 uO (ras _,cas _,rw _ en ,ready _,mux _ add,sysclk,add,ads _,reset,rw _,ref,dat a,m _io); 

initial begin 

$gr _waves(" clock%b" ,sysclk," ads" ,ads _," reset%b" ,reset," m _io" ,m _io," state%b" ,uO.state[ 1 :O}," mem _all" ,mem _all," rw _" ,rw _," low _a 
dd%h" ,uO.low _add[3:0},"up _add%h" ,uO.up _add[3:0},"io Jeady_" ,uO.io Jeady_, " hit" ,uO.hit,"ready_" ,ready_," addup%h" ,uO.add[25:2 
2} ," ras%b" ,ras _," rowadd%h" ,add[ 11 :2}," coladd%h" ,add[21 :12}," cas%b", cas _," read _ write%b" ,rw _en, "mux_sel", uO.mux _sel, 
"cs", uO.cs, "ns", uO.ns, "state", state, "add", add, "ref', ref, "count", count, "refreq", uO.refreq, "ref_end", uO.ref_end); 

end 

initial begin 

#10; sysclk = 0; count = 0; ref = 0; rw = 1; 

add [25:2}= 0; ads_ = 1; mem_all = 0; #10 m io = 0; 

#20 reset=1; #60 reset = 0; 

@ (posedge sysclk) if (!mem _ all & !reset) begin 

fork 

join 

#2 ads_ = 0; 

#2 rw_ = 0; 

end 

@ (posedge sysclk) #10 ads _ = 1; 

wait (!ready _) #2 m _io =1 ; 

#2 m_io = 0; 

#3 data [7:0} = 8' b00010000; 

#4 ads _ =1; #5 rw _ = 1; #30 mem _all = 1; end 

always @ (posedge sysclk)begin 

if (reset) state = aO; 

else 

case (state) 

aO: if (mem _all) state = a1; a1: begin 

#2 ads =0; 

#2 add[25:22} = 4' bOOOO; 

#2 rw = 0; 

#2 state = a2; end 

a2 : begin 

#2 ads = 1; 

#2 state = a3; end 

a3 : if (!ready..J #2 state = a4 ;else #2 state = a3; 

a4: begin 

#2 ads =0; 

#2rw =1; 

#2 state = a5; end 

a5: begin 

#2 ads = 1; 

#2 state = a6; end 

reset=O; 
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Example 3. An Example of Test Design (Continued) 

a6 : if(!ready~ begin 

#2 state = aO; 

#2 add[21 :02J = add[21 :02J + 1; 

end 

default: #2 state = aO; 

endcase 

end 

always @(posedge sysclk) 

if (reset) #2 ref = 0; 

else #2 state = a6; 

else if (count = = 5' hOf) #2 ref = 1; 

else #2 ref = 0; 

always @(ref / count= =0 ) if (reset) count = 0; 

elsefor{i= 0; i<20; i=i+l) count = #70 count + 1; 
initial begin 

$monitor ($time," %b %b %b %h %h %b %b %b" ,sysclk,add[25 :22J ,ras _,add[ 11 :2J ,add[21 :12] ,cas _,rw _en,ready _); 

end 

always forever #30 sysclk = -sysclk; 

endmodule 
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Four-Channel 
DMA Controller 

Introduction 

The ACT™ 2 DMA controller supermacro allows you to connect 
up to four devices to a common memory controller interface. The 
supermacro uses approximately 19 percent of an A1280. The 
schematic symbol and architecture of the DMA controller are 
shown in Figure 1 and Figure 2. Each channel has a 24-bit 
register loaded by the processor with the starting memory 
address. 

FOUR-CHANNEL 
DMA 

CONTROLLER 

PLDA 

PLDB 

PlDC 

PlDD 

PBGNT 

MACK 

ClK 

PD [23:0] 

AREQ 

BREQ 

CREQ 

DREQ 

PBREQ 

MREG 

CA [23:0] 

AMACK 

BMACK 

CMACK 

DMACK 

Figure 1. Schematic Symbol 

© 1993 Actel Corporation 

Cooperation Overview 

When a channel makes a request for a transfer, the controller 
makes a request to the processor to use the system bus. When the 
bus is granted, the address the channel is using (except for the two 
most significant bits, which are used for bank select) is loaded 
into a counter driving the memory controller by using a state 
machine. The state machine also issues a transfer request to the 
memory controller. The completed memory transfer is 
acknowledged to the requesting channel via the state machine, 
which also increments the address in the counter and writes it 
back to the requesting channel's register. 

State Machine Description 

The four-channel memory transfer request lines are prioritized so 
that only one request is recognized at a time. The control of the 
DMA is handled by a state machine submacro containing 
additional logic for prioritization. A state graph of the state 
machine may be seen in Figure 3. 

In state SO, the state machine loops, awaiting a request. A request 
causes a transition to S 1, which issues a processor bus request and 
waits for an acknowledgment. After the bus is granted, the state 
moves to S3 where the counter is loaded and a memory access is 
requested. 

The state machine loops on S3 until the transfer is completed and 
moves to S7 to increment the counter. Going next to S5 to load 
the counter value back into the channel's register, the state 
changes to SO if there are not further requests from the channel. If 
there is another request from it, the machine loops through S4, 
S7, and S5 following the memory transfer, counter increment, and 
register load sequence, as described above. 
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A High-Performance Networking 
Interface Using Actel FPGAs 

Introduction 

High-speed serial data transmission is quickly becoming the most 
cost-effective method of connecting systems for a variety of 
applications. From workstation and PC connectivity to factory 
automation and automotives, networks have become a pervasive 
part of the modem day computer and communications fabric. The 
standard use for networks is to allow a variety of different 
equipment to effectively communicate but there are non-standard, 
proprietary applications as well, where high bandwidth 
communications is needed. This note will discuss the design of a 
proprietary high-speed network that connects distributed 
processing elements in a document retrieval system. It uses a 
single Actel1425 field programmable gate array (FPGA) running 
at up to 100 MHz. 

Network Architecture 

Reliability and high performance were the goals in this system. It 
was important to have immediate access to a large amount of 
data, usually scanned images of documents. A 100 MHz 
fiber-optic token ring network was chosen to ensure high 
performance and reliability. Network management was key to 
ensuring reliable transmission and managing data flow 
effectively. This suggested a tree architecture with concentrators 
listributed throughout the tree that could manage data 
transmission and ensure reliable connections. The resulting 
network architecture is shown in Figure 1. 

The top of the diagram shows the network concentrators; the 
document processing stations are at the bottom. Disk farms 
containing document archives are distributed throughout the tree. 
Data requested by the processing stations flow from the disks 
through the concentrators and arrive at the requesting station. 
Data transfers between disks are also possible if network traffic is 
determined to be better managed by transferring data between 
disks, thereby keeping data transfers local. 

Although the network architecture is shown as a tree, the data 
actually travels around the network as if it were a ring going from 
station to station until the receiving station takes the data off the 
network. This is illustrated more clearly by looking at a single 
concentrator in the network, as shown in Figure 2. Data from the 
network enters at the top of the diagram and flows down to node 
O. If the data is not destined for node 0, it is sent back up the link 
to the concentrator where it is routed to node 1. This process 
continues until the data arrives at the correct destination, where it 
is removed from the network. The header of the message is 
modified, showing that the data was received, so that when it 
arrives back at the sender the sender knows the data was received 
by the requesting station. 

A node processor is located at the concentrator and is responsible 
for monitoring data flow through the local network. If a 
connection to a node fails because of a station malfunction or a 

© 1993 Actel Corporation 

Figure 1. High-Speed Network Architecture 

Concentrator 

Figure 2. Network Concentrator Interface 

line being removed, the node processor must detect the failure 
and re-route the data around the failing node. For example, if 
node 0 in Figure 2 experienced a network link failure, the 
concentrator would detect the failure and route the incoming data 
to node 1 instead. If node 1 also failed, the data would be routed 
to node 2, and so on. Thus, failing nodes do not effect the 
transmission of data to other nodes. This allows the system to 
continue operating even if some nodes are failing, being serviced, 
or nonexistent. 
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Concentrator Architecture 

The concentrator architecture is shown in Figure 3. The main 
components are the node processor, its associated memory, the 
optical data links, and the field programmable gate array (FPGA) 
containing the digital logic needed to connect everything. The 
node processor monitors data packets moving through the 
concentrator and detects failing links, traffic jams, or other 
unusual flow patterns that might require data to be transferred 
between disks, diagnostics, and other network management 
functions. It can receive data as a node in its own right, and it 
communicates with other concentrators regularly. 

The optical data links translate the electrical signals from the 
concentrator to optical signals carried by the optical fiber and 
translate optical signals from the fiber into electrical signals used 
by the concentrator. The 100 MHz serial data clock is extracted 
by the main receiving data link and used to synchronize all other 
links, the node processor, and the FPGA. 

The FPGA is used to connect the synchronized inputs and outputs 
of the data links and the node processor. The node processor can 
control data flow between data links and bypass failed links. The 
node processor can also monitor transmissions between links to 
accumulate statistics useful in detecting bad links, network traffic 
flow, and other important items. 

Architecture of the Concentrator FPGA 

The major tasks of the FPGA are to allow the node processor to 
control adding or removing links from the ring (bypassing), 
passing data from one active link to another, and capturing data 
packets for the node processor to use in gathering network 
statistics. The FPGA contains three major operational sections, as 
illustrated in Figure 4; the serial data path, the node processor 
interface, and the status/control section. The serial data path 
connects the serial data from the data links as determined by the 
path control register. A single bit is used with each serial data 
channel to determine if it is bypassed or not. The processor sets 
the desired bits in the path control register to determine 
interconnectivity. 

The status/control section provides the node processor with the 
needed "hooks" to observe packets as they flow through the 
network and to read the contents of various status and control 
registers. A simple state machine manages the flow of data 
between the node processor and the serial network and 
synchronizes the transfer between these sections. A description of 
the major status and control registers follows. 

Control Registers 

The link control register determines which links (if any) are 
bypassed (one bit per serial channel). 

The snoop address register determines which data links output is 
stored in the snoop data register for access by the node processor. 

Status Registers 

The link active register indicates which data links (if any) are 
inactive (no signal is present). This is used to determine if a link 
must be bypassed. 
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The snoop data register contains the data received from the 
addressed data link. 

The node processor interface allows the node processor access to 
the interconnection control register, status registers, and the 
packet snoop register. It contains a bidirectional data bus, bus 
control logic, address decode logic, and the usual microprocessor 
glue. 

Design of the Concentrator FPGA 

The most challenging portion of the concentrator design is the 
serial data link section. It contains the 100 MHz data path, which 
is usually a speed out of the reach of most FPGAs. As shown in 
Figure 5, the serial data path for an individual bit consists of the 
bypass multiplexer, a shift register bit, and the output register. The 
output of the previous link can be selected as the data source or 
that link can be bypassed by selecting the other multiplexer input. 
The input/output pairs are cascaded together, with the main 
concentrator serial inputs and outputs appearing at the ends of the 
chain. 

Given the register-intensive nature and high operating frequency 
requirement of the application, an FPGA was the natural choice. 
To hit the 100 MHz performance goal, a 10 ns clock to output is 
required on the output register, a 3 ns setup time is required on the 
input register, and an internal data path rate of 100 MHz is 
required. The Actel 1425 meets or exceeds all the requirements 
and has the capacity to implement the serial data path at only a 
fraction of a single device. The timing for the worst-case paths of 
the serial data section in a fully automatically placed and routed 
device is shown at the bottom of Figure 5. All numbers are 
worst-case commercial. 

The status and control section of the design consists of the 
necessary registers and selection circuitry to allow access by the 
node processor. The registers are written into as determined by 
the address supplied by the node processor and read out in a 
similar manner. Of more interest is the snoop data register. It 
needs to be loaded from the selected data link at the 100 MHz 
network rate and read by the node processor before the next word 
is shifted in. These transfers are accomplished within the needed 
100 ns by the node processor, using a block transfer capability. 
The FPGA ensures that the block transfer is accomplished and 
synchronizes the serial data stream from the network with the 
node processor data bus. Figure 6 shows the portion of the design 
where the serial data is stored by the FPGA, transferred to the 
snoop data register, and accessed by the node processor. A small 
state machine controls the transfer of data from the serial register 
to the snoop register and ensures that the processor doesn't miss 
any data. The transfer of data is stopped by the node processor 
after a complete block has been transferred. A new link can then 
be selected for snooping. 

The node processor interface is the most straightforward portion 
of the design and is shown in Figure 7. It contains the processor 
interface, address decode, and control logic sections. The data bus 
is bidirectional and is synchronized with respect to the processor 
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clock. The control logic determines which register is read from or 
written to according to the address inputs. Additionally, the 
interface to the snoop register is controlled by this section and 
manages the data transfer between the processor and the FPGA 
during burst mode transfers. When the processor has captured as 
much of the packet as desired, it simply stops reading data and the 
snoop register is allowed to be overwritten by the snoop shift 
register until another transfer is requested. 

Conclusion 

This application note discussed the detailed design of a high­
speed data concentrator using the Actel A1425. Applications like 
this illustrate the types of designs this new generation of FPGAs 
can address, applications that were out of the reach of previous 
FPGA devices. 
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A High-Performance Synchronous 
Memory Interface Using Actel FPGAs 

Introduction 

Synchronous memory interfaces are used in a broad number of 
applications that require high bandwidth access to large amounts 
of data. Graphics subsystems in particular can benefit from the 
use of synchronous memory architectures based on block 
transfers. What follows describes the design of the interface using 
a single Actel 1425 field programmable gate array (FPGA) 
running at up to 100 MHz. 

Object Movement Subsystem 

The graphics subsystem we discuss is the subsystem responsible 
for the rapid movement of a large number of objects within a 
window as illustrated in Figure 1. Any object may be translated by 
an (X,Y) coordinate to another location in the window. Each object 
is represented by an I8-bit word containing two tag bits, an 8-bit 
object number, and an 8-bit color value (objects may have the same 
color). The tag bits define the beginning and end of an object, as 
well as the existence of the object. This allows objects to be 
transferred in blocks even if they have irregular outlines. For 
example, the object in Figure 2 exists on 8 lines (only the first is 
shown) with the first line containing a start word, two object words, 
a non-object word, one more object word, and an end word. 

The entire line can be moved in a contiguous transfer by 
beginning somewhere left of the start word, reading to the end 
word and writing the line out to final memory. During the line 
write the object will be copied beginning with the start word and 
ending with the end word. Only words with the tag bits set to an 
object will be written into. Notice that objects need not contain 
any words on a line if only a start and stop word are present. 

Graphics Subsystem Architecture 

Figure 3 depicts the hardware implementation of the subsystem. 
The processor loads the starting image memory independently 
from the FPGA by taking the FPGA off the bus during the load. 
After the image is loaded, the processor loads the FPGA with a 
series of transfer requests and grants the FPGA access to the 
memory. After the FPGA is done processing the transfer requests 
by copying the starting image memory, to the final image memory 
it interrupts the processor to infonn it that the operations are 
completed. The processor can now access the final image 
memory and detennine the results of the transfers. Notice that 
two separate physical memories are not needed to hold the 
starting and final images; the upper address bit can be used to 
select between starting and final images. 

Architecture of the Subsystem FPGA 

Figure 4 shows the detailed block diagram of the FPGA portion 
of the design. The blocks making up the design are the object 
memory interface, the object stack, the processor interface, and 
the master control section. 

© 1993 Actel Corporation 

D 
o 

Figure 1. Graphics Subsystem Window 

Start No Object End 

+ + + 00000000 

~~~~ 
00000000 

t 
Object 

Figure 2. Object Translation 

A major portion of the design is the memory interface that 
controls access to the object memory. The memory is organized 
as four banks, each of 16K words. This interleaved architecture 
allows four-word bursts at the faster output enable rate of the 
memory instead of the slower address access rate. This improves 
perfonnance considerably in block transfer designs, but does 
require more memory devices (four times as many for four-way 
interleaved) than a noninterleaved scheme. The address for an 
object is thus divided into a 16K word address (14 address bits) 
and a 2-bit address withb the block. Addresses are consecutive 
within the window on a line basis and wrap around after 256 
words. Because both the starting and final image memories are 
contained in a single physical memory, the window size is 128 by 
256. The more detailed diagram in Figure 5 shows the design of 
the interface. 
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Figure 4. FPGA Block Diagram 

The upper address bits to the memory are selected from the 
source and destination line counters as the object is moved from 
one location to another. A 6-bit address counter is used to count 
words on a line. A small state machine provides the chip selects 
and write-enables to the memory depending on the type of 
transfer (read or write) as well as the tag bits associated with the 
word. Address outputs are synchronous and are clocked on the 
50 MHz system clock. Notice that the WE and CS outputs are 
clocked on the 100 MHz I/O clock to generate the needed 2x 
cycle control signals. 
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The 4-word, I8-bit object stack, shown in Figure 6, holds the data 
during read and write bursts. Data is shifted into the stack on a 
read and then shifted out on a write. Tag information is used by 
the address generation portion of the interface to ensure that only 
valid object words are written into memory. Notice that the stack 
is organized as a LIFO (last in, first out) stack. This allows the 
first and last access of the object line to be unaligned with the four 
word interleave of the memory. For example, if the first access of 
an object contains only two words, the two words can be shifted 
in and then shifted out without needing to randomly access the 
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words in the stack. This is a more efficient implementation in an 
FPGA architecture. Because of the LIFO nature of the stack, the 
data written to memory will be in the reverse order, and the 
write-enable signals are reversed to compensate. 

The processor interface is shown in Figure 7. It contains a set of 
command registers that hold the move coordinates of a series of 
transfers. These registers are loaded by the processor on a bus 
separate from that of the image data so that object transfers can be 
processed concurrently with object translation operations. Status 
information to the processor is also available on this bus and is 
used by the processor to monitor progress on object transfers. The 
interrupt control block will inform the processor when the end 
transfer command is processed so that final image data can be 
accessed. 

The master control section in Figure 8 contains the main state 
machine, which processes transfer commands, initializes the 
memory interface prior to a line transfer, and manages each object 
transfer. It holds starting and ending address pointers and 

Memory Memory 
Bank Bank 

determines when the last line of an object has been transferred by 
decrementing the object length counter until it reaches zero. The 
master control section is responsible for transferring objects, 
while the memory interface is responsible for transferring lines. 
The state machine is implemented in a high-level language using 
the "one-hot" methodology; it operates at 50 MHz. 

Conclusion 

This application note described the detailed design of a high­
speed graphics memory interface using the Actel A1425. The 
interface operates at 100 MHz with a burst data transfer rate of 
900 Mb/s (18-bits every 20 ns). The internal state machine 
controlling object transfers runs easily at 50 MHz and contains a 
variety of counters, registers, and random logic. The data stack 
stores a burst of four 18-bit words between transfers and can be 
clocked at over 100 MHz. Applications like this illustrate the 
types of designs this new generation of FPGAs can address, 
applications that were out of the reach of previous FPGA 
devices. 
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Synchronous Dividers 
in Actel FPGAs 

Application 
Note 

Synchronous dividers are useful in numerous applications, such 
as prescalers, timing generators, and multi-phase clocks. 
Although ripple dividers use less logic, glitches and potential race 
conditions make them hazardous in all but the simplest 
applications. Synchronous dividers offer a better solution for 
reliable operation. 

Figure 1 shows divide-by-two to divide-by-ten synchronous 
dividers using combinable Actellogic modules. Using the Actel 
ACT 2 and ACT 3 architectures, the combinatorial gates will be 
absorbed with the following flip-flop. The flip-flops used do not 
have reset pins as dividers and are generally used as astable 
devices. The OR-AND gates are used for some of the dividers to 
avoid nonconvergent illegal states. To initialize the dividers for 

© 1993 Actel Corporation 

simulation, the output can be held high and clocked once for each 
flip-flop, then released. For example, with the Viewsim™ 
simulator, the divide-by-three synchronous divider (with output 
node F3) would be initialized with the following command file 
sequence: 

hF3 
cycle 2 
r F3 
cycle 5 

The resulting waveforms for each of the dividers are shown in 
Figure 2. Note that the duty cycle is 50 percent for all even 
dividers and as close to this as possible for the others. 
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Figure 2. Synchronous Divider Waveforms 
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A Stepper Motor Controller 
in an Actel FPGA 

Application 
Note 

Introduction 

Stepper motors are electromechanical devices that provide 
accurate incremental rotation. Printer paper feeders, floppy 
drives, and robotic manipulators are popular stepper motor 
applications. The most common stepper motor uses four windings 
for a four-phase operation. Rotation is effected by actuating the 
phases in a specific sequence. Field programmable gate arrays 
(FPGAs) are ideal for integrating the control logic for these 
motors with other system control logic to minimize device count 
and board size. 

Four-Phase Motor Circuit 

A typical fo~r-phase motor driving circuit is shown in Figure 1 
using an FPGA to generate the sequence logic. The four windings 
have a common connection to the motor supply voltage (V s) 
which typically ranges from 5 to 30 Volts. Each of the four phases 
is driven by a high power NPN transistor, since the FPGA cannot 
drive the motor directly. Each motor phase current may range 
from 100 rnA to as much as 10 A. The transistor selection 
depends on drive current, power dissipation, and gain. The series 
resistors should be selected to limit the FPGA current to 8 rnA per 
output. Power MOSFET devices can also be used to drive the 
stepper motor. 

Actel FPGA 
1------------1 
I I 
I Stepper I 

Within the Actel FPGA, four inputs are required to fully control 
the stepper motor. The clock (eLK) input synchronizes the logic 
and determines the speed of rotation. The motor advances one 
step per clock period; the angle of rotation of the shaft will 
depend on the particular motor (the angle ranges from 1.8 to 90 
degrees per step). To determine the clock period, consider that the 
stepper motor torque increases as frequency decreases. The 
direction (DIR) control input changes the sequence at the outputs 
(PHI to PH4) to reverse the motor direction. The enable input 
(EN) determines whether the motor is rotating or holding. The 
active low reset input (RST) initializes the circuit to ensure that 
the correct starting sequence is provided to the outputs. 

The basic control sequence of a four-phase motor is achieved by 
activating one phase at a time as shown in Figure 2. Figure 3 
shows an enhanced sequence that uses an overlap technique with 
two phases active at anyone time. The enhanced sequence 
provides increased torque but requires twice the current. 

Boolean equations using PALASM@2 syntax for the basic control 
sequence are shown in Figure 4. The phase equations (PHI to 
PH4) are written with a colon and equal sign (:=) to indicate a 
registered implementation of the combinatorial equation. Each 
phase equation is either enabled (EN), indicating that the motor is 
rotating, or disabled (/EN), indicating that the current active 

I DIR PH1 t----I-----...J 

I EN PH2~"""""---
I Additional 
I control 
I logic elK 

Vee I 

~ 
RST 

PH3 1---....-----. 

PH41----I---. 
I 
I 
I 

~~~~L ____________ j 

Figure 1. Four-Phase Stepper Motor Driving Circuit 
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Step Sequence -> 

PH1 1 

PH2 0 

PH3 0 

PH4 
0 

Figure 2. 

Step sequence -> 

PH1 

PH2 0 

PH3 

PH4 
0 

Figure 3. 

CHIP step1 ACT 

elk en dir rs! ph1 ph2 ph3 ph4 

EQUATIONS 

ph1 := Idir * en * (lph1 * Iph2 * Iph3 * ph4) 
+ dir * en * (lph1 * ph2 * Iph3 * Iph4) 
+len*ph1 

ph2 := Idir * en * ( ph1 * Iph2 * Iph3 * /ph4) 
+ dir * en * (lph1 * Iph2 * ph3 * Iph4) 
+ len * ph2 

ph3 := Idir * en * (lph1 * ph2 * Iph3 * Iph4) 
+ dir * en * (lph1 * Iph2 * Iph3 * ph4) 
+ len * ph3 

ph4 := Idir * en * (lph1 * Iph2 * ph3 * Iph4) 
+ dir * en * ( ph1 * Iph2 * Iph3 * Iph4) 
+ len * ph4 

ph1.setf = Irst 
ph2.rstf = Irs! 
ph3.rstf = Irs! 
ph4.rstf = Irs! 

Figure 4. Boolean Equations for Basic 
Stepper Motor Sequence 

0 0 0 1 

1 0 0 0 

0 0 0 

0 0 0 

Basic Stepper Motor Sequence 

1 0 0 1 

0 1 0 

0 0 

0 0 

Enhanced Stepper Motor Sequence 

phase remains on and the motor is locked. The value of the 
direction input (DIR) determines which product term is used to 
sequence clock wise or counterclockwise. The asynchronous 
equations (for example, phl.setf = /rst) initialize the circuit. The 
Boolean equations for the enhanced motor stepper sequence 
shown in Figure 5 are simpler than the basic sequence. By 
inspection of the sequence from Figure 3, phases one and three 
are mere inversions of phases two and four. Therefore, two phase 
equations can be drastically reduced (phI = /ph2, ph3 = /ph4). 
Also, the next sequence for each phase is only dependent on one 
other phase and not all four, thereby reducing the number of terms 
required for the remaining phase two and four equations. Note 
that inverting phases one and three provides the correct initial 
sequence values. 

CHIP step2 ACT 

elk en dir rst ph1 ph2 ph3 ph4 

EQUATIONS 

ph2 := en * Idir * ph4 + en * dir * ph3 + len * ph2 

ph4 := en * Idir * ph1 + en * dir * ph2 + len * ph4 

ph2.rstf = Irst 

ph4.rstf = Irst 

ph1 = Iph2 

ph3 = Iph4 

Figure 5. Boolean Equations for Enhanced 
Stepper Motor Sequence 



The Boolean files were synthesized and optimized for the Actel 
ACTTM 2 family. Modules utilized for the basic and enhanced 
sequences were 14 and 6 modules respectively. Figures 6 and 7 
are the schematic representations of the basic and enhanced 

A Stepper Motor Controller in an Actel FPGA 

sequencing circuits respectively. Note that these schematics do 
not show the output I/O macros (OUTBUF) that are needed to 
connect to the external circuit (that is, outside the FPGA). 

Figure 6. Basic Step,er Motor Sequence Schematic 

Figure 7. Enhanced Stepper Motor Sequence Schematic 
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The timing diagrams in Figures 8 and 9 show the operation of the 
two stepper motor sequences. Reset, enable, and direction inputs 
are exercised for a clear understanding of full circuit operation. 
Additional logic can be added to control the enable and direction 

inputs. For example, a pre-Ioadable down counter with a zero 
detect output connected to the stepper motor enable input can be 
used to rotate the motor a predetermined number of steps. 

RST 

ClK 

EN 

DIR 

PH1 

PH2 

PH3 

PH4 

RST 

ClK 

EN 

DIR 

PH1 

PH2 
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A Pulse Stretching Circuit 
for Actel FPGAs 

Application 
Note 

The ability to stretch a pulse is often useful in applications 
requiring specific timing. For example, synchronizing external 
short events to a processor may require pulse stretching to ensure 
signal recognition. One method to accomplish this function is to 
use a "one-shot" RC delay network. However, this technique 
yields wide variations in pulse accuracy due to its dependence on 
resistor and capacitor tolerances and temperature sensitivity. 
Another method is to put a large number of inverters in series to 
create a delay. This technique is most commonly used to meet the 
setup or hold time requirements of a critical circuit. This 
procedure is also not recommended due to the 30 percent 
variation in device processing between best- and worst-case 
specifications. 

For reliable operation, a digital synchronous pulse stretching 
design is ideally suited for accurate timing and close tracking 
with the system clock. The block diagram in Figure 1 shows the 
circuit inputs and outputs. A downcounter provides a variable 
output pulse width (OUT) controlled by the binary preset inputs 
(DO, Dl, D2, D3). The output is triggered by an input pulse (IN). 
The reset signal (RST) initializes the circuit. 

JL STRETCH ~ L IN OUT 
Input pulse "Stretched" 

03 output pulse 

02 

01 
00 

ClK 
RST 

Figure 1. Pulse Stretcher Block Diagram 

The pulse stretcher circuit is described in Boolean format using 
PALASM2 syntax as shown in Figure 2. There are four register 
equations in the design. The left hand side defines the logic 
preceding the D input of a flip-flop (:= indicates a register). Each 
of these equations has two components. The first component 
defines loading of the counter (preset inputs DO through D3 
ANDed with IN). The second component of these equations 
specifies the decrement logic for each bit when there is no input 
pulse present and the count is not zero (that is, ANDed with the 
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inversion of IN and the inversion of ZERO). The zero flag 
equation is merely the combinatorial decoding of all registers 
equal to zero. The output equation is asserted whenever the count 
is not zero or the input pulse is present. 

CHIP stretch act 

elk rst in dO d1 d2 d3 out 

EQUATIONS 

qO := dO*in + (/qO*/zero)*/in 

q1 := d1*in + (/q1*/qO + q1*qO)*/zero*/in 

q2 := d2*in + (/q2*/q1 */qO + q2*q1 + q2*qO)*/zero*/in 

q3 := d3*in + (/q3*/q2*/q1 */qO + q3*q2 + q3*q1 + q3*qO)*/zero*/in 

zero = (/q3*/q2*/q1 */qO) 

out = /zero + in 

qO.RSTF = /rst 

q1.RSTF = /rst 

q2.RSTF = /rst 

q3.RSTF = /rst 

Figure 2. Pulse Stretcher Boolean Description 

The Boolean description of the circuit was optimized for an 
ACTTM 2 device. The schematic in Figure 3 was generated from 
the output netlist for a visual representation of the actual micro 
implementation. Note the use of the DFMB flip-flops, which 
require a single sequential module in ACT 2 (or ACT 3) and take 
advantage of a built-in multiplexer (inputs A, B, and S) to reduce 
logic. The complete circuit is shown implemented in 14 logic 
modules (the AXIB macros require two modules). 

The output pulse is up to one clock cycle longer than preset inputs I 
because it is ORed with the IN signal. If the OR gate is removed 
from the circuit, the output pulse will have a width exactly equal 
to n clock periods where n is the value of the data inputs. The 
input signal may only be active for one clock edge. If it is active 
for a longer period, the output will remain active for this duration 
in addition to the selected value. To have the output reflect only 
the selected delay if the input is longer than one clock period, 
change the output equation as follows: OUT = /ZERO * /IN. The 
timing diagram in Figure 4 illustrates the output pulse with a 
selected "stretch" value of four. 
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Using FPGAs for 
Digital PLL Applications 

In addition to purely digital applications, many designs use Field 
Programmable Gate Arrays (FPGAs) for DSP. We'll examine one 
such application, digital PLLs, to show various ways of 
implementing PLL designs using FPGAs. 

Pulse Steal PLL 

In telecommunications applications, it is often desirable to 
generate a digital signal that is locked to an incoming signal and 
is some multiple of its frequency. A drawing of a pulse steal PLL, 
which is a simple way to generate such a signal, is shown in 
Figure 1. Note that the design contains an ordinary oscillator but 
no VCO. Except for the crystal, the entire design will operate in 
an FPGA. 

Note the frequency relationship that holds at points A and B in the 
figure, where 

OSC/(K*M) = Input!N = Comparison Frequency (1) 

The technique is based on selecting a reference oscillator 
frequency slightly higher than OSC. This frequency (OSC+) 
should be chosen so that 

l/Comparison Freq. - (K*M)/(OSC+) = .5 * (l/OSC) (2) 

The right side of equation 2 equals one-half the period of the 
reference oscillator. 

The reference oscillator frequency delta will cause point B (the 
detector flip-flop D input) to begin to precede point A (the 
detector flip-flop clock input) by half a period. When the edge of 
the 0 input is sufficient, the detector will clock true and begin a 
pulse train through the two deglitching flip-flops. The output of 
the second of these clears all three flip-flops and steals a pulse by 
disabling the divide by K output. Stealing the pulse puts point B 
behind A until the reference oscillator delta can move it ahead by 
one period, repeating the cycle. Points A and B are always within 
one-half a cycle of each other. 

The circuit allows the frequency of the output signal to be 
selected simply by adjusting the values of the dividers K and M. 
The lock range of the loop is given by the following: 

Lock Range = ± (OSC+/osc)/lnput (3) 

Jitter-Bounded Digital PLL 

Another technique 1 for generating a wide variety of synchronized 
clock frequencies with low jitter employs an accumulator Digital 
Controlled Oscillator (DCO) and phase and frequency 
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comparators. The system, shown in Figure 2, can lock to any 
division of a reference frequency (F ref.) as selected by the data 
loaded into frequency divider counters. 

The Successive Approximation Register (SAR) and its controller 
serve as a low-pass filter supplying the DCO with frequency and 
phase correction data. Among the three inputs to the SAR 
controller is the F ref. divided by a factor Q to form F q. 

The other two inputs come from the phase and frequency (zero) 
comparators. The frequency comparator output is the DCO 
frequency divided by P to form F p. When the system is in lock 
the following equation is true: 

F dco = (P/Q) * F ref. (4) 

The heart of the system is the accumulator DCO, which 
determines the ability to lock to a frequency and the amount of 
jitter allowed. The DCO consists of a four-bit accumulator whose 
input is fed by the SAR. The DCO input value is determined from 
the phase and frequency comparison feedback loops. The most 
significant bit of the accumulator output is the DCO output 
signal. It is generated by successively adding the SAR value to 
itself at the high-frequency system clock rate. The frequency 
comparator uses the value of P to divide the DCO frequency. If 
the frequency is out of lock during a period of F ref., the 
comparator asserts greater-than-zero or less-than-zero to the SAR 
controller to modify the value of the register. If the P counter 
output is zero, the DCO has the correct frequency. 

The DCO latch acts as a phase register indicating the phase of the 
DCO with respect to F ref. The DCO phase is calculated by the N 
most significant accumulator output bits. When the DCO is out of 
phase, the jitter, or phase difference, is detected by the phase 
comparator and accumulates with time until it equals one period. 
The feedback loops then cause the SAR register controller to load 
a correcting value into the register or to clear the accumulator 
with a synchronizing pulse. 

The Jitter-Bounded DPLL may be implemented entirely on an I 
ACT™ FPGA. The resource requirements vary with the 
relationships of the system input and output frequencies, but for 
any F ref., system clock, and desired output frequency, the design 
is easily accommodated on an ACT FPGA. 
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3Corn Selects Actel FPGAs for 
LAN Logic Integration, Gate Array 
Migration Path 

3Com Corporation, an industry leader in 
local area network systems, faced several chal­
lenges when designing the TP module for its 
popular MultiConnect Modular Multiport 
Repeater platform. The MultiConnect TP 
Module was needed to enable Ethernet net­
work users to communicate over previously 
installed telephone wiring using the IEEE 
lOBASE-T communications protocol stan­
dard. When installed within 3Com's Multi­
Connect Repeater, the TP Module would 
facilitate wiring hub connections for opera­
tion of 100Mbps standard Ethernet on voice­
and data-grade dual twisted pair wiring. 

To design the TP Module efficiently for 
market use, 3Com's engineering department 
had to maximize the number of lOBASE-T 
ports that could be integrated onto a stan­
dard.,sized 3Com module board, 15 of which 
could be accommodated by the MultiConnect 
Repeater chassis. The solution to this logic 
integration challenge was found in Actel's 
ACT 1 family of field programmable gate 
arrays (FPGAs) which ultimately helped lead 
to the module's design success. 

The Design Task: A Need for 
Logic Integration and Migration Path 
The design task fell onto the shoulders of 
David Kranzler, a hardware design engineer 
within 3Com's Network Adapter Division. 
Kranzler recalls that three factors affected the 
design of the product - high system density, 
low production cost and the need for a field­
programmable solution early on in the design 
cycle. 

'We faced various obstacles up front in 
designing the MultiConnect TP Module," 
stated Kranzler. The main problem was how 
to maximize the number of lOBASE-T con­
nections on a four layer board that would fit 
into the MultiConnect chassis. System density 
played a critical role as 3Com aimed to maxi­
mize the number of ports on the module in 
order to optimize the number of users for the 
repeater. Kranzler also pointed out that since 
the lOBASE-T was quickly becoming a stan­
dard, the MultiConnect Module had to be 
designed to fully accommodate the emerging 
spec. Thus, 3Com needed a solution that 
could be reprogrammed if the standard 

changed. Because it was important for 3Com 
to be one of the first to market with its new 
module, it was critical that a means for field 
programming be implemented as quickly as 
possible. In addition, based on potential sales 
volume, it was determined that only the most 
cost-effective mode of high volume produc­
tion could be employed to manufacture the 
new modules. 

Under such constraints, Kranzler knew 
from the beginning that only a masked gate 
array could satisfY the density goals of the 
high-volume design. And because the market 
for the 3Com product was very cost competi­
tive, a gate array would also be required to 
lower the module's production costs. Howev­
er, the initial use of a masked gate array could 
not satisfY all the module's design require­
ments; the field programmability issue still 
remained. 

Because the IOBASE-T standard had not 
been formalized at the time of the module's 
conc'eptualization, there were not a lot of off­
the-shelf parts available to implement the 
standard, Kranzler recalls. 

Acten FPGAs: 
The Answer for Logic and Conversion 
3Com initially looked at a number of different 
options to design the MultiConnect TP Mod­
ule. First, Kranzler considered implementing 
the entire design discretely. Unfortunately, 
given the module's form factor, a discrete 
logic design would have yielded a board with 
only one lOBASE-T port - an unacceptable 
solution. Kranzler next considered designing 
a two-port module with high-density surface 
mount components, using a daughter board 
and the same discrete logic technology. But 
this alternative would have only allowed two 
ports and the cost would have been high. 
Next, the company also considered going to a 
full custom gate array from the onset. This 
solution would have provided the density 
needed within the cost targets but there 
would have been a great deal of risk involved. 
Finally, a field programmable gate array logic 
integration solution was proposed to avoid 
the risk element of gate arrays, the density 
problem of the discrete version and to elimi­
nate the lOBASE-T specification-<:hange 
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Block Diagram - MuitiConnect TP Module 

problem. According to Kranzler, Actel's 
FPGA, with an open migration path to an 
eventual masked array, was the clear choice. 

"I was well aware of Actel's technology 
from the beginning and knew that its FPGAs 
could be used in 3Com's designs at some 
point,» mentioned Kranzler. Actel was well 
suited for the design because of the generic 
gate-array like, granular architecture. Because 
Kranzler knew that these FPGAs would be uti­
lized to almost maximum capacity, this granu­
lar architecture was a plus. In addition, with 
Actel FPGAs, an upgrade path to a gate array 
was available. Because it was proposed from 
the beginning to use FPGAs and then 
upgrade to gate arrays, this proven migration 
path was crucial to 3Com. Finally, because 
Kranzler needed maximum density within a 
minimum amount of space, the choice in 
density available to him through the ACT I 
family suited the specific needs. Ultimately, 
the AlOiO with 1200 gates and the 2oo().gate 
Al020 devices were chosen because they close­
ly matched the amount oflogic-integration 
capacity required. 

According to Kranzler, Viewlogic's View­
Draw schematic software was used to capture 
the three-port 10BASE-T logic design and 
ViewSim to simulate its operation. Mter 
schematic capture, it was confirmed that an 
Actel AlOlO and a Al020 would be needed. 
The choice of two Actel devices allowed the 
3Com designer to cleanly partition the design 
of the MultiConnect TP module: The 120()' 
gate AlOlO was used to integrate the module's 
lOBASE-T logic; the 2oo().gate Al020 accom­
modated the portion of the module needed 
for the Ethernet repeater logic. And because 
Kranzler simulated the design extensively fol­
lowing capture, the design worked the first 
time it was programmed. 

'The Actel devices worked out exception­
ally well. I was not only happy that I could alter 
my design with the FPGAs in the event that 
the 10BASE-T specification changed, but I 
was pleasantly surprised that we were able to 
integrate as much logic as we could into the 
parts;' explained Kranzler. "In fact,» he 
added, "the spare gates on the devices allowed 
us to program logic that was used elsewhere 
on the board as well.» According to Kranzler, 

the Actel devices replaced upwards of 60 TTL 
parts in the register-intensive lOBASE-T mod­
ule design. Given the fact that the module 
had to accommodate three ports, a discrete­
logic implementation would have been 
impossible. 

Programmable Pinouts: 
An Unexpected Benefit 
The programmable nature of Actel's FPGAs 
came in handy, Kranzler recalled, when he 
discovered that the pinout pattern on the 
board did not correspond to the FPGA pinout 
- the board pinout had been shifted over 
inadvertently by one pin during layout. 'Ihis 
situation would normally have been a night­
mare,» he said. "But with the Actel system, I 
was able to easily remedy the problem by reas­
signing the pinouts under Actel's software to 
accommodate the board layout, and then pro­
gram another device.» Thus, Kranzler was 
able to save the hours it would have taken to 
rework the board (not to mention the cost of 
board re-design) by simply programming the 
Actel device to the new pinout in a matter of 
minutes. 

According to Kranzler, the Actel FPGAs 
were utilized to 98 percent of their capacity. 
With this utilization, 3Com was able to inte­
grate the equivalent of three discrete TP 
module logic designs onto a single board. 
The Actel devices routed very intelligently, 
Kranzler remarked, and as a result, he was 
able to achieve his design goals and meet all 
of the system speed requirements. He was also 
pleased with the cost-effectiveness of the Actel 
solution. As a measure, Kranzler took his 
design to two other FPGA companies to see 
how well their products compared with the 
Actel two-chip solution. According to the 
designer, neither company could integrate 
the TP module with a similar dollar's worth 
of chips. Thus, Actel clearly was the lowest 
cost FPGA solution. 

The FPGA-to-Gate Array Migration 
The AIOlO and Al020 parts were used on the 
initial TP Module boards that were shipped. 
But as the volume expanded to over nearly 
1000 modules a month, it was decided, as ini­
tially intended, to convert to a 5()()().usable-

gate, gate array from a popular vendor for fur­
ther cost reductions. According to Kranzler, 
the Actel FPGAs, combined with additional 
logic on the board, mapped into approxi­
mately 3600 gates in the masked gate array, 
more than the stated combined capacity of 
the Actel FPGAs. In fact, according to Kran­
zler, there was almost a I: I mapping ofFPGA 
gates to masked array gates - a testament to 
the Actel architecture. The conversion pro­
cess took approximately one month to imple­
ment and worked out extremely well, 
remarked the 3Com designer. 

"3Com is in a high volume business and 
the anticipation for shipping many modules 
encouraged us to convert to a masked gate 
array,» said Kranzler. There were no timing 
problems in migrating from FPGAs to the 
gate array and the teamwork between Actel 
and the gate array vendor made the process 
even smoother. 3Com currently is shipping 
thousands of modules a month with the gate 
array. 

Actel Rates High with Jeom 
3Com, as a first-time user, was extremely 
happy with Actel's FPGAs and their applica­
tion into the design of the MultiConnect TP 
Module. Actel's FPGAs perfectly fit Kranzler's 
design needs. Kranzler stated that ifhe had a 
design in the future that required the use of 
FPGAs, he would strongly consider using 
Actel parts again. Stated Kranzler, "I still fol­
low the FPGA market and I am well aware of 
the progress Actel has made in terms ofFPGA 
technology. Not only are they offering denser, 
faster parts, but I have noticed that they are 
now aligning with other industry players to 
provide more open solutions for the designer. 
Indeed, the use of standard technology-trans­
parent synthesis tools and high-level design 
languages will be important requirements in 
my next design.» 

Actel Corporation 
955 East Arques Avenue 
Sunnyvale, CA 94086 
408.739.1010 
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Actel FPGAs Provide High Capacity 
and Multiple Clocking Network for 
SBus-to-Printer Channel Controller Board 

Beckworth Enterprises Inc. (BEl), a Mesquite, 
TX-based systems design firm had a fairly 
routine design task when it was asked by a 
major customer to provide an SBus interface 
card that would allow a mainframe laser 
printer to interface to Sun Microsystems' 
SPARCstations~ BEl's SBus channel driver was 
developed to allow a SPARCstation to drive a 
laser printer for those applications where cus­
tomers did not already have a mainframe but 
did need the speed and performance of a 
mainframe printer or for printing in remote 
locations using lower cost SPARCstations. 

With a BEl interface board integrated into 
Sun SPARCstations and with appropriate soft­
ware, a mainframe printer would be accessible 
to a host of workstations - rather than a single 
mainframe - and, therefore, would become 
more versatile. But when that same customer 
came back a year later and asked the company 
to provide roughly twice the functionality in 
the same space, an otherwise straightforward 
design became a challenge. 

A Solution that Reduced Board Space 
by 50 Perr:ent JJ&s Needed 
Due to the board size limitations of a single 
slot board for the SPARCstation, Beckworth 
Enterprises' entire design needed to fit on 15 
square inches of board space. This proved to 
be a challenge since Beckworth Enterprises 
had done a similar design with discrete logic 
and used over 30 square inches of board 
space. Although that earlier design involved 
an interface to a PC/AT bus, rather than an 
SBus, the design constraints were roughly the 
same, and the implementation would require 
the same number of devices. 

With the size restrictions for the Sun work­
station, Billy Beckworth, president, realized a 
higher integration solution was needed and 
began to explore higher capacity program­
mable logic that would allow him to cut the 
real estate in half. Additionally, Beckworth 
had design-security concerns for this project, 
as the SBus channel driver is proprietary and 
the company wanted to protect the design. 

Although a custom gate array would have 
satisfied his real-estate concerns, cost restric-

tions prevented the consideration of masked 
devices. Moreover, Beckworth liked the flexi­
bility of programmable logic. Therefore, the 
goal was to select a programmable device that 
was as granular and as close to a gate array 
architecture as possible with all the advan­
tages of desktop programming. Having deter­
mined that programmable logic was the only 
solution, the requirements Beckworth had 
for this design were high capacity, high I/O, 
good speed performance and a solid security 
feature. 

Beckworth researched the various pro­
grammable logic options and determined 
that the smaller programmable logic devices 
had the speed required for the design but did 
not provide the necessary density, I/O or 
security features. Beckworth's choice boiled 
down to a higher capacity solution - a Field­
Programmable Gate Array (FPGA). And with­
in that category, there were only two choices: 
Actel and Xilinx. 

Actel Provides Security Features, 
Granularity Needed 
With an external static-RAM memory to hold 
the device configuration program, asls the 
case with the Xilinx architecture, the risk of 
competitors mapping out the SRAM and 
determining the circuit design were too high. 
"There are a handful of companies that 
design and sell PC/AT interface cards, but a~ 
the only company that makes SBus channel 
drivers," says Beckworth, "we needed to pro­
tect our design. SRAMs, or any memory pro­
gramming element, make it too easy for 
competitors to read the design and quickly 
benefit from our blood, sweat and tears." 

Beckworth chose Actel because the chip 
is completely programmed internally with 
antifuses and provides security elements that 
can be blown to protect the design by prevent­
ing the map from being read. Actet's pro­
gramming element, the PUCE~ antifuse, is 
extremely small-l.8 ~m' - and the only way 
to read the antifuse map would be to view 
minute cross-sections of the chip under an 
electron microscope, a difficult, if not 
impossible, task. 
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Mega Board Data Flow Diagram 

In addition to the security features, 
Beckworth felt that Actel's architecture was a 
higher grained pitch - more granular - and 
would allow a more flexible design approach. 
"Because the Actel design entry methodology 
closely reflects the techniques I use when 
designing with conventional standard logic, ' 
says Beckworth, "I could design the interface 
using the Actel device much the same way I 
would using a discrete logic implementation. 
Therefore, ease-<>f-use was high." 

Boord 1: Two Actel FPGAs Solve 
the Problem 
Using Viewlogic for schematic entry, 
Beckworth implemented his initial design 
using two A1020s, Actel's 2oo().gate FPGAs. 
The BEl interface board design was parti­
tioned in such a way that the two devices rep­
resented distinct functions and shared no 
common circuitry other than power and 
ground. This partitioning proved useful as 
each device had to be driven with separate, 
asynchronous clocks. 

Within one Actel A1020, Beckworth inte­
grated the SBus interface and control and sta­
tus registers for the board and the interface to 
the FIFO memories. The second Al 020 han­
dled all of the logic for the Bus and Tag chan­
nel interface. This latter device required a 5 
MHz clock while the former was driven by a 
25 MHz signal. 

Beckworth maximized the high I/O pro­
vided in the Al 020, using all but one pin on 
the first chip and all but six on the other. 
More important, real estate was also maxi­
mized. The Beckworth design implemented 
in 15 square inches what would normally have 
taken twice that amount using discrete logic. 

But a year later, Beckworth's customer 
requested a modified version of the design. 
The modification called for a Data Products 
parallel input port plus two serial synchron­
ous/asynchronous (USART) I/O ports to be 

combined with the original channel con­
troller logic, with logic provisions to support 
all, onto the same, single SBus card form­
factor. For this "MEGA" board design, it 
became clear to the designers that the 
approach used on the first channel controller 
with multiple A1020s would not fit in the 
same amount of board real estate. A higher 
density solution was needed. 

Al280 Makes MEGA Board Design Possible 
Due to the extremely high levels oflogic inte­
gration that the MEGA board design would 
require to meet the equivalent board size 
specifications - 15 in.' - Beckworth chose to 
use Actel's new A1280, the 8oo().gate device, 
to replace the two Al 020s and to implement 
the additional logic required by the modifica­
tion. The A1280 provided the SBus interface 
and Control Section, 3211 Channel Interface 
and Data Products input port interface all in 
one 176-pin PGA package. This level ofinte­
gration required the requisite drivers and 
receivers for the various interfaces to reside 
on an external interface board and a 76-pin 
cable connecting the two boards. Within the 
A1280, 133 of 140 I/O pins and 700 of 1200 
logic modules were used for the MEGA 
design. 

'The arrival of the A12S0 with its 140 user 
I/Os and SOOO equivalent gates was the key to 
making the design possible at all," says 
Beckworth. In addition, Beckworth added 
that the A12S0's dual clocking networks made 
the device the ideal choice for logic integra­
tion. This feature proved especially useful, 
particularly as the original design required 
two independent clocks. 'The two indepen­
dent clocking networks would not have been 
possible without the A12S0. While I might 
have been able to piece a solution together 
using multiple subnets, that approach is not 
the must elegant solution." 

Two Clocks are Better than One 
Specifically, the two clocking networks 
allowed Beckworth to simultaneously clock 
the A12S0 at 25 MHz for the SBus interface 
and 5 MHz for the Data Products and Bus and 
Tag Channel Interfaces. Separate clocks were 
needed because the complex state machine 
can't be driven as fast as the backplane due to 
the prop delays. 

The wider gate inputs of the A12S0 also 
proved useful to Beckworth. In fact,onlyone­
half of the A12S0's capacity is utilized because 
of the ability to map to the wider inputs and 
the combinatorial nature of the sequential 
and combinatorial blocks. "I tried to make it 
as efficient a state machine as possible," says 
Beckworth. "Basically, I've got two or three 
state machines that operate on the different 
inputs and outputs. That technique makes for 
a very clean design." As important, the larger 
density device offered the performance and 
I/O he needed to meet his size specifications. 

The conversion to the A12S0 from the 
A1020-based design was very easy and integral 
to the success of the new design. "The conver­
sion process was a snap," says Beckworth. "All 
that was required was to take the basic 
[A1020] design and modify it for the addition­
a1logic functions and implement it with an 
AI2S0." Beckworth points out that although 
he could have recompiled the AI020 design 
for the A12S0, it was not the most efficient 
approach to implement the modifications. 
Instead, Beckworth took the AI020 building 
blocks and enhanced them for the A12S0 
architecture. "The nice thing about the Actel 
architecture is that once you've designed with 
one device, the knowledge you've gained 
enables you to shorten your design time of the 
next project." 

Both versions of the interface card using 
the Actel parts were very successful. In addi­
tion to the device benefits, Beckworth was 
pleased with the design support he received 
from Actel and felt the applications engineers 
were very helpful in solving his design prob­
lems. Beckworth plans to use the Actel devices 
in his next revision of the interface card in 
order to guarantee the same level of integra­
tion and performance. 

Actel Corporation 
955 East Arques Avenue 
Sunnyvale, CA 940S6 
4OS.739.101O 
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Interstate Electronics Opts for 
Actel FPGA's Speed, Density and 
Non-Volatile Technology 

Delivering performance on time often 
requires getting a head start. So when a major 
customer tells you tLat the high-speed modem 
you've just designed and delivered needs to 
be 26 times faster to satisi}' the requirements 
of the next generation product, the time to 
start the upgrade is now. Su(h was the case 
with Interstate Electronics, a defense systems 
contractor located in Anaheim, California. 
Interstate had just reached the final stages of 
development for a 25 megabit per second 
(Mbps) modem for NASA's second Tracking 
Data and Relay Satellite Subsystem (TDRSS) 
ground terminal. Destined to replace the pre­
sent system in White Sands, New Mexico, 
which had been on-line since 1985, the new 
Interstate modem was in its production phase 
when the company received word that NASA 
was preparing a Request For Proposal (RFP) 
on an advanced version of the TDRSS Ground 
Terminal. The modem for this new system 
would require a 650 Mbps data rate - 26 times 
faster than the one Interstate had just com­
pleted. Although the RFP wasn't expected 
until the end of the year, Interstate wanted to 
step up to the challenge and prove the feasi­
bility of meeting such a requirement with a 
modification to its existing digital modem 
design. 

As far as the Interstate system designers 
knew, no one had ever built a digital modem 
that even approached these speeds. "The pro­
ject presented an inuiguing design opportu­
nity for us," said Mike Casteloes, a senior 
engineer assigned to the project. "Moreover, 
because it is highly likely that NASA has plans 
to place a similar modem in space, that facet 
of the project held an even greater interest for 
us," he noted. 

Design Objective: 
A Cost-Effective Approach to 
Higher Speed 
Clearly, winning the project spurred interest 
at Interstate. But first, the company needed to 
solve the modem's speed problem, so it began 
working on a solution at once, Two choices 
presented themselves to Casteloes as he review­
ed the problem of handling a 650 Mbps data 

rate: he could maintain the speed throughout 
the system with high-speed, gallium arsenide 
(GaAs) circuitry, or he could decrease the 
speed in successive stages by converting the 
serial input to a parallel data path, 

"A careful examination of the signal pro­
cessing required to convert the satellite's 
microwave transmission to a digital output 
revealed that the complexity of the system 
would make the GaAs serial solution too 
expensive to implement, "said Casteloes, "We 
opted for the parallel processing solution that 
employed a judicious application of GaAs, 
ASIC and some sort oflower cost parallel 
CMOS logic integration solution such as the 
new high-£omplexity PLDs (Programmable 
Logic Devices) or FPGA (Field Programmable 
Gate Array) technologies." According to the 
Interstate engineer, the combination offered 
a good performance-speed compromise to 
the more expensive a11-GaAs approach. 

The modem system design begins with a 
receiver front-end that converts the micro­
wave input to an Intermediate Frequency (IF) 
range. At this point, the data exists as a digi­
tally phase shifted IF waveform - a sine wave 
that has been modified by a stream of digital 
data so that every state transition causes a 
phase shift in the sine wave, 

The receiver's IF output is then converted 
to baseband (mixed) and sampled using high­
speed analog-to-digital (A/D) converters. The 
resulting serial stream of (}'bit samples is then 
fed to a GaAs demultiplexer circuit that sepa­
rates the 650 megasample-per-second data 
into 32 parallel samples, each six bits wide. 
Splitting the data into parallel samples slows 
the data rate to 20.3 MHz, a rate that easily 
can be handled by less expensive CMOS 
circuitry. 

The next stage of the system required a 
massive array of shift registers to store and 
disuibute the sample data to a bank of four 
60,OO().gate custom gate arrays. "This was a 
critical section of the design," Casteloes 
recalled. 'To convert the sampled analog data 
to logical ones and zeros, we needed to collect 
the data into blocks of 32 consecutive sam­
ples. Otherwise we would never have been 

I 

10-5 



10-6 

650 MHz Receiver Structure Using Parallel Processing 

able to reassemble them accurately. To 
accomplish this we designed an array of32 
shift registers, each one 32 x 3 bits wide. By 
combining their outputs, we could produce 
16 channels, each containing 32 consecutive 
samples, and each running at 40 MHz." 

The Selection: 
Non-Volatile Fuse Map is the Key 
"Designing the circuit was straightforward 
enough, but implementing it posed a prob­
lem with board space," said Casteloes. "It sim­
ply wasn't feasible to implement that many 
shift registers in PALs; it would have taken up 
far too much room. And even if we used any 
one of the higher<omplexity PLOs, it still 
would have required too many devices to 
implement the design." The designer recalls 
that creating another ASIC was also out of the 
question. "We had spent a considerable 
amount of non-recurring engineering (NRE) 
charges with the custom ASIC already. Spend­
ing even more on NRE was immediately dis­
counted," he added. 

FPGAs seemed the only logical choice, 
and Casteloes was already familiar with these 
devices- he had used Actel's FPGAs and 
design tools for an earlier project "We calcu­
lated that our Sample Distribution circuit 
would only require eightA12SOs-less than a 
quarter of the number ofhigh<omplexity 
PLOs that would have been required to imple­
ment the same function," said Casteloes. "As it 
is, the amount ofI/O on our 10/1 X IS/I board 
is substantial," he added. 

Casteloes also looked at the A12S0 because 
of the high speed requirements of the system. 
"Finding an FPGA that can operate with a 40 
MHz system performance is no easy task," he 
said. "We believed we could get that kind of 
performance out of the A12S0 devices 
because of our prior experience with the 
Actel architecture." 

Actel's FPGA was not the only product 
considered. "Although we could have used a 

8 PARALLEL 
RECEIVED 
DATA BITS 

40.6 MHz Data Samples J 
16 Channels 

20.3 MHz Data BitsJ 
16 Channels 

32 Consecutive Samples 

greater number of Xilinx FPGAs because they 
had adequate performance for this particular 
application, the A12S0 device had one major 
advantage - its fuse map used a non-volatile 
technology," Casteloes explained, "which 
guarantees that the device will be mapped 
correctly on each power up." According to 
Casteloes, designing with the static-RAM­
based Xilinx product would have required 
down-loading all fuse map information each 
time the system was powered up. 'With all 
the high-speed digital switching on board," 
Casteloes observed, "I was afraid the slightest 
noise glitch could cause the Xilinx device to 
be configured incorrectly and malfunction, a 
situation that you wouldn't want to tolerate on 
the ground and which couldn't be tolerated 
in a satellite-based system." 

Along with the potential vulnerability of 
the system, programming the fuse map each 
time would require additional circuitry, 
including a PROM to store the fuse map infor­
mation for each unique FPGA design, as well 
as support for diagnostics to test each FPGA 
after power up. "The choice was obvious," said 
Casteloes, "Actel was the clear winner." 

The next stage in the system reassembles 
the 6-bit samples into digital data. Four ASICs 
synchronize the sarrlple data received from 
the FPGAs and reconstruct them into 16 
channels of useable data. The ASICs also pro­
vide timing and phase error estimates. Finally, 
the 16<hannel paraJIel output of the ASICs 
are recombined into eight parallel data bits at 
40 MHz by an additional FPGA. Ultimately, 
the digital data is fed to a GaAs S: 1 multiplex­
er used to convert the parallel data back to a 
serial data stream for retransmission. 

Actel FPGAs are the Right Choice 
Implementing a complex design in a high­
performance, high-density environment is a 
challenge under any circumstances. Develop­
ing a working design quickly can seem insur­
mountable without the aid ofFPGAs. "Even 

though we are just now shipping the first of 
the 25 Mbps systems to NASA, we have already 
proven the 650 Mbps system works, and we 
were able to stay within the circuit board 
space and budget constraints," said Casteloes. 

"IfI had my way I would use Actel FPGAs 
for every high-density design," Casteloes said. 
"Actel's products are easy to work with, offer 
the highest available logic density and perfor­
mance and can be relied upon to satisfY the 
most demanding design requirements. The 
way I look at it, once you have a good design 
environment, stay with it!" 

ActeI Corporation 
955 East Arques Avenue 
Sunnyvale, CA 940S6 
4OS.739.101O 
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Delphi Combines Actel FPGAs 
and DSP Technology for Superior 
Speech Compression 

With the increased use of conventional phone 
lines as a major communications medium, 
many large companies are relying on private 
telephone networks to reduce their commu­
nications costs. In such cases, higher-cost 
leased lines would primarily be used for long 
distance traffic. Although these leased lines 
often carry data, the predominant require­
ment is to carry voice traffic. 

In the UK, British Telecomm (BT) and 
Mercury Communications Ltd. are the typical 
suppliers oflong distance services. A BT 
KiloStream service, normally used to carry 
data with a capacity of 64kbits/ sec, can carry 
only one PCM (Pulse Code Modulated) 
speech channel, while MegaStream at 
2.048Mbits/ sec was developed for higher traf­
fic and is equivalent to 30 KiloStream chan­
nels. Although MegaStream is considerably 
more costly than the KiloStream service, users 
have been willing to pay a premium to gain 
the higher capacity channels. It's to no sur­
prise, therefore, that there have been consid­
erable efforts by several firms to improve the 
channel-handling capabilities ofioweHost 
long distance communications lines. 

At least one company, Delphi Systems 
(Salisbury, Wilts), has pioneered a solution. 
Delphi is using speech compression tech­
niques to enable multiple-£hannel communi­
cations over the single-£hannel KlloStream 
service. In fact, the company's newly devel­
oped Delphi Speech Compression CODEC 
(DSC) provides speech compression suffi­
cient to allow KiloStream to carry up to eight 
toll-qualityvoice channels plus control infor­
mation, or twelve at near toll-quality, poten­
tially reducing costs and offering the 
communications manager more flexibility in 
planning his network. Savings vary according 
to the amount of traffic. As an example, for 
between five and 20 lines, DSC speech com­
pression on a KiloStream service would cost 
around half the MegaStream equivalent in 
the first year, reducing to around 20 percent 
of the cost thereafter. 

The DSC exploits a technique called Code 
Book Excited Linear Prediction (CELP) to 
achieve this compression. A prediction based 

approach, CELP was first detailed by AT&T 
Bell Labs in a 1985 IEEE conference paper, 
where speeds 100 times slower than real time 
on a Cray 1 supercomputer were reported. By 
the late 1980s, the emergence of high perfor­
mance digital signal processors made it possi­
ble to carry out the heavy computation 
needed for CELP in real time. Delphi was 
founded to exploit the market for CELP­
based communication products, particularly 
the private telephone network market. 

Different Product Phases 
Require Flexible Solutions 
According to Peter Schwarz, chief executive 
of Delphi Systems, the product development 
for the DSC was segmented into three distinct 
phases: algorithm development and feasibility 
study, evaluation products and final imple­
mentation. 

The first phase, algorithm development, 
had the twin objectives of creating and effi­
ciently coding the CELP technique and con­
firming the feasibility of running CELP in real 
time. Schwarz recalls that at the time the pro­
ject was initiated, only AT&T's 32 bit floating 
point processor, the DSP32, was available; the 
higher performance DSP32C was due within 
the next six months. Software was initially 
developed on a personal computer and coded 
in Turbo Pascal, with the intention of porting 
to the DSP32C when it became available. 

Initially running 5,000 times slower than 
real time, a subsequent port to a higher-per­
formance PC - a 386 machine with a 387 co­
processor - produced a fifty- fold speed 
improvement. Porting to the DSP32 saw a fur­
ther 80 times improvement, sufficient to both 
prove the technique and provide confidence 
that with the next move, to a DSP32C, real 
time speech compression was viable. 

The second stage was to develop a real 
time system on a PC board to enable potential 
customers to evaluate the CELP technology, 
educating the potential user base on the tech­
nology and providing a revenue stream to 
help fund future developments. The evalua­
tion systems used the first commercially avail­
able DSP32C parts available in the UK and 
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were sold to a number of telecommunications 
and related companies. One commercial 
product was based directly on the PC board: 
a multi<hannel voice logging system for 
emergency services. Compressing speech and 
storing it on hard disks made it possible to 
instantly retrieve and rep:ay random messages 
while continuing to record incoming calls, 
something impossible on previous tape based 
systems. Customer feedback from the evalua­
tion systems was positive and provided valu­
able input to the final design stage. 

Choosing the Logic: Density, Security 
and Flexibility Requirements 
At the beginning of the third phase, the devel­
opmentofthe final product, there was a tech­
nology evaluation of the most appropriate 
form oflogic. The board was to be a compact 
daughter board, placing a severe limit on the 
chip count after the DSP, EPROM and SRAM 
circuitry were added. The technology evalua­
tion criteria included the potential chip 
count, security (both in use and to protect the 
proprietary elements of the product), ease of 
design and cost. Products evaluated included 
a microcontroller, masked gate arrays and 
field programmable gate arrays (FPGAs). The 
microcontroller was ruled out on both chip 
count and lack of security. The masked gate 
array was inflexible, had long turn-around 
times, was expensive with large up-front NRE 
charges and did not suit Delphi's preferred 
incremental development route. FPGAs, 
therefore, became the technology of choice. 

Two FPGA families were evaluated, one 
from Actel Corporation and the other from 
Xilinx Inc. According to Schwarz, "although 
both FPGA approaches had no NRE and 
offered fast system implementation, we quick­
ly concluded that the Actel part was the logi­
cal choice. Indeed, because it used an antifuse 
technology for programming rather than a 
static-RAM plus external EPROM-based tech­
nique, it was nonvolatile and provided a much 
higher level of security - a strong requirement 
for the DSC." The Actel gate array-like archi­
tecture, Schwarz continued, also offered a 
straightforward migration path to a full 
masked gate array as production volumes rose. 
The design tools were available on a PC plat­
form, further minimizing the up-front costs. 

Using Actel FPGAs For Integration 
Once the decision to go to Actel was made, an 
Action Logic" development system was pur­
chased from Gothic Crellon, a UK-based sales 
representative. Schematic capture and simula­
tion from Viewlogic· and place and route 

device programming from Actel were used. 
The challenge to Delphi's design team was 

to create a standard set of modules, integrat­
ing these to create larger functional blocks. 
"As an area was integrated," said Schwarz, "a 
device was programmed and tested in a proto­
type board. At the early stages of develop­
ment, both the EPROM and the DSP could be 
run as emulation systems via the PC with con­
nections to the prototype board." The first 
AI010 (1200-gate) device contained only the 
clock circuitry and the circuits to load code 
from the EPROM to the DSP32C. There was 
no I/O, so the PC tools were used to ensure 
that this part was functioning correctly. 

The step-wise approach allowed the final 
development of the software to take place in 
parallel to the hardware, an approach impos­
sible with a standard gate array. This approach 
provided very tight project control and was 
a major factor in the ultimate success of the 
project. 

Timing Mystery Solved with Actionprobe 
Schwarz points out that at the final iteration 
of the design, an unexpected problem arose. 
"Mter adding the final security circuitry to the 
tested and fully functional design," he 
remarked, "some programmed devices inex­
plicably failed to work correctly." He remem­
bers that a period of careful analysis identified 
the problem as a timing error that had not 
been present previously. Following a design 
change, the Actel system reruns the place and 
route, resulting in a different layout on the 
FPGA. In this case, a timing alteration had 
occurred with a circuit that had not been 
identified as a critical net. Further analysis 
localized the problem. However, even the post 
layout simulation failed to locate the problem 
- the circuit simply did not operate in accor­
dance with the simulation. 

To isolate the problem, Schwarz decided 
to take advantage of a special diagnostic fea­
ture that was developed for Actel FPGAs. 
Called Actionprobe;' the feature exploits the 
antifuse programming circuitry to probe any 
pair ofinternal nodes in an in<ircuitfunc­
tioning device without loading the internal 
nodes or modifYing the circuit operation. 
Coupling Actionprobe to an oscilloscope 
allowed signals from the faulty circuit to be 
displayed. These were directly compared with 
the post layout simulation waveforms, dis­
played on the PC screen. This direct compari­
son reduced the actual time spent in locating 
and probing the timing problem to minutes. 

With the timing problem identified, place 
and route was instructed that this was a critical 

net and the re-layout proved to be 100 percent 
successful. The Actionprobe was used again 
with the relayed chips to measure the timing 
tolerance in the critical nodes. 

Actel FPGAs Are the Right Choice 
The DSC is now in production with six major 
variants. These include versions that operate' 
at either 6,400 bps or 4,800 bps and a dual 
speed switchable version; each of these is avail­
able with or without an echo canceller. In 
each case, the PCB and assembly is identical, 
with the actual variant being produced by 
selecting one of three different FPGAs and 
one of two different EPROMs. 

Manufacturing is contracted out. When 
an order is placed, parts are ordered from 
Gothic Crellon, programmed by them to 
meet the order requirements and passed to a 
subcontractor for board build. Capital tied up 
in stock is kept to a minimum with this just-in­
time approach and the programmed FPGAs 
are produced as needed, The latest version of 
the CODEC now uses double sided surface 
mount technology (SMT) to shrink the board 
from 4" by 3.75" (15 square inches) to 2" by 3" 
(6 square inches), but still uses the same Actel 
FPGA. 

It is fair to say that without the Actel FPGA 
approach not only would Delphi not have the 
same range ofCODECs as are offered today, 
but the product itself might never have 
reached the market. 

~cl@1! 
Actel Corporation 
955 East Arques Avenue 
Sunnyvale, CA 94086 
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GE Medical Chooses Actel FPGAs for 
their Design Flexibility and Ease-of-Use 

GE Medical Systems, one of the leading suppliers 
of medical imaging equipment, continues to push 
the limits of technology through on-going product 
development efforts in order to provide customers 
with the most advanced real-time imaging systems 
available. One of the recent systems from the 
Waukesha, Wisconsin-based organization, required 
the design of a complex image acquisition and 
display board to facilitate the processing of images. 
The image acquisition and display board, a VME­
based board residing in a Sun SP ARCServex4, 
would need to take the image data from a propri­
etary data detection device, store it into the board's 
image memory, process the image and drive a high­
line (1024 x 1024) display monitor. However, this 
was not an easy design task because of the signifi­
cant amount of logic to be incorporated on a board 
strictly limited by the fixed VME form factor. 

Additionally, in the fast paced world of medical 
imaging, where systems are constantly being 
enhanced and new technologies replace old, limit­
ing the system design time is of the essence. There­
fore, the engineers were working to meet a six 
month design time frame for a fully implemented 
imaging board. 

Oearly, choosing the logic integration vehicle 
would be key in maximizing the engineering 
team's productivity. Moreover, the solution would 
need to meet the dense logic requirement of the 
application in the limited space of the 14" x 14", 9U 
VME board and all in the short six month time 
frame. Mike Juhl, senior design engineer with GE 
Medical Systems, initially evaluated several options 
before deciding on the one that best met his needs. 

One option was to use a completely discrete 
solution. However, Juhl immediately rejected this 
because he knew the application was heavily logic 
intensive and would require a large number of 

eJ 1993 Actel Corporation 

discrete devices, which would exceed the limited 
board space. In fact, if implemented using discretes, 
the solution would need at least 600 MSI devices, 
translating into 3 VME boards, for implementation. 

GATE ARRAY USE DISCOUNTED 
A second alternative was to use masked gate arrays, 
which could integrate the logic required to accom­
modate the limited board space. However, the 
design, implementation and fabrication of a single 
gate array can itself be a six month project, and Juhl 
needed a completed board in six months. To use 
the gate array solution, it would be absolutely 
necessary to have first-time-design success. Even a 
single design flaw would require a new gate array. 
Juhl determined he could not take the risk. 

"The decision seemed obvious," Juhl recalled. 
"The only viable solution that would meet all of 
our requirements would be the flexibility of field 
programmable gate arrays (FPGAs). FPGAs would 
provide the high capacity required for the applic~­
tion in the board space available, and, because of its 
field programmability, the design could be imple­
mented quickly." 

The next step was to determine which FPGA 
supplier to choose. Juhl knew approximately how 
much I/O and flip-flop capacity he would need for 
the design implementation. Because he wanted to 
partition the design by functionality, he knew that 
he would need to use multiple FPGAs, each in the 
6,000 to 8,000 gate arena. 

After comparing the available solutions, Juhl 
concluded that he would be able to get the densest 
solution available by using ActeYs A1280, an 8,000 
gate device from the ACfI"M 2 family. The A1280 
had a usable gate equivalent of 6,400 gates, with 
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120 user I/Os and 998 flip-flops. Additionally, he 
had implemented a design using Actel's ACf 1 
family in a prior system and was very happy with 
their performance. 

AN EXTREMELY FLEXIBLE SOLUTION 
Another factor that influenced Juhl's selection of 
Actel was his previous experience with the ACf 1 
family and Action LogicN System for design and 
programming. liThe migration from the ACf 1 tools 
to the ACf 2 tools was very easy. In fact, the design 
process didn't change at all," stated Juhl. 

Juhl designed the board using Mentor Graphic's 
schematic capture tool, NetEd, and digital simula­
tor, QuickSim, which support Actel's library. These 
tools provided support for both funtional and post­
layout timing simulation. "This is a key require­
ment for designers today. Not only does the FPGA 
need to work, but eventually the entire board needs 
to work. With Actel's devices and tools, in conjunc­
tion with QuickSim, the FPGA can be simulated by 
itself and then re-simulated in the complete board 
environment," stated Juhl. 

FPGA INTENSIVE: USING 10 ACTEL 
DEVICES 
When Juhl completed the design and implementa­
tion, within his six month window, the image 
acquisition and display board required approxi­
mately 75,000 gates of logic. To accommodate the 
logic requirement, Juhl used 10 Actel devices: nine 
Al280s and one AI020, a 2,000 gate device from 
Actel's ACf 1 family. Each of the Actel devices is 
partitioned by its functionality in the system. 
Functions include VME interface, receiver data 
decode and format, image memory data interface, 
memory controller, transmitter data format and 
video data format. 

Using multiple FPGA devices from any other 
supplier would have made the placing and routing 
of the individual device an extremely difficult and 
time-consuming task. Thus, Actel's ability to 
perform 100% automatic place and route was a key 
advantage for multiple-FPGA designs. "Once the 
partitioning of the 10 devices was completed, 
programming them was as easy as pressing 

10 buttons, walking away and coming back to find 
they were 100% placed and routed. This saves 
engineering time that can then be applied to other 
activities, rather than spending it manually placing 
and routing," commented Juhl. 

Operation of the board occurs by the image data 
coming in from a detector source, via a fiber optic 
channel. Working with the Sun host CPU, the VME 
interface consisting of one AI2BO device, receives 
commands that tell it what format that the data is 
coming in. For example, the commands inform the 
board of whether the data is encoded and whether it 
is coming in at a 768 x 768 or a 1024 x 1024 line rate 
format. The receiver data decode and format 
devices then process the incoming data, with two 
Al280s to process two pixels in parallel, and send 
the formatted data to the image memory data 
interface. The four Al280s used for the image 
memory data interface connect the on-board image 
pipe-line to the 64 MByte DRAM buffer, which 
stores up to 32 images in a 1024 x 1024 format. 

The memory controller is the main control function 
on the board arbitrating the storage of received 
images with the real-time display of images and the 
transfer of images over VME to the host CPU. In 
the video display mode, the controller can be 
configured to display any sequential set of images 
in the buffer in a variable rate video loop. Addition­
ally, the memory controller can be configured to 
operate as a simulator for the detector source and 
transfer images out over a fiber optic channel at a 
30 frame per second rate. 

The memory controller was the most challenging 
design on the board. However, Juhl hoped that 
with the AI2BO and careful design he would be able 
to integrate the solution into one device. Due to the 
efficiency and flexibility of the Actel PUCE­
antifuse-based architecture, J uhl was able to imple­
ment the memory controller using only one A12BO, 
utilized at the extremely high rate of 95%. "This 
was the most difficult design in the system and was 
efficiently implemented in the Actel AI2BO device," 
stated Juhl. 

Because the system perfonnance requirement for 
the design was specified at 28 MHz, Juhl did not 
have a performance concern with the Actel parts, 
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which offered operation to 55 MHz. Juhl added, 
"I had no problem obtaining the perfonnance I 
needed from the Actel devices." 

UNEXPECTED BENEFITS FOR ADDITIONAL 
FUNCTIONALITY 
In addition to the density, flexibility and perfor­
mance Juhl expected from the Actel devices, he 
gained additional functionality not originally 
anticipated. "One benefit of the Actel approach was 
the ability to put boundaries around the logic by 
partitioning functions to each of the FPGAs -I felt 
confident that the FPGAs would be able to handle 
those functions. I was then able to start placing and 
routing the board, even before I had all the detailed 
design completed on a couple of the FPGAs." 

Juhl also discovered that the Actel devices allowed 
him to add functionality late in the design cycle, 
typically a monumental task with other program­
mable logic solutions. ''I was pleasantly surprised 
that I could add functionality to the Actel devices 
late in the design cycle with basically no extra cost. 
This happened a couple of times during the design 
cycle when we put additional features on the device 
and once when we decided to change functionality 
after we had fabricated the board." 

NEXT GENERATION ALREADY IN 
DEVELOPMENT 
Juhl was very satisfied with his choice of Actel 
FPGAs and continues to use them in his next 
generation design. Currently, GE Medical Systems' 
next generation of the image acquisition and display 
board is in the R&D process. ''In general, the new 
design is a bit more complicated, but Actel FPGAs 
are easily handling the increased logic complexity. 
We will also be able to save even more time in this 
second generation by leveraging the design experi­
ence and the macros from the initial design." 

Indeed, GE Medical has chosen to stay with the 
Actel FPGAs but has changed the mix of the Actel 
parts to accommodate the new partitioning of 
functions on the board. 

Juhl commented, II Again, we are under a tight time 
frame for the development of the second generation 
board and believe that the Actel devices offer the 
functionality that we will need. The devices pro­
vide high available logic density, offer an easy-to­
use device and design tools package that is well 
integrated with third party board level design and 
simulation tools, and provide the performance 
necessary for this logic intensive system." 
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Introduction 

Article published in the 1993 PLD Conference Proceedings 

Real World State Machine Design with FPGA's 

Ira D. Hart, Section Manager 
Chipcom Co., Southborough, MA 

I. 1.3.C 

Designing state machine control circuitry for implementation in an FPGA is easier today than 
ever before. A designer no longer needs to spend a great deal of time optimizing state machines 
with Karnaugh maps and state tables. With the advent of synthesis tools such as those made by 
Exemplar or Synopsys, a state machine can be described in an HDL such as ABEL or VHDL 
and quickly converted to FPGA gates. The state machines can be synthesized with the constraint 
of gate count or speed. They can be represented in your schematic as small behavioral "black 
boxes" which can be linked together and simulated. The FPGA and it's associated tools allow a 
designer to quickly capture the design and burn it at his or her desk to prove the design 
functionally in the lab. 

This paper will describe a design example and the trade-offs made for an interface between a 
processor, 2 Ethernet controllers and a shared SRAM bank. The design contains 6 state 
machines, shift registers, counters and multiplexing circuitry for the data and address busses. It 
was implemented in an ACI'EL 1280 FPGA which can fit roughly 8,000 gate array gates and 
has 140 user IIOs of which 125 were used in this design 

Arbiter Description 
A memory arbiter is used in this design to allow the 2 lances and the CPU fair access to a shared 
SRAM. The scheme used is first come first serve. If there is contention, the last requester to 
have been granted access to SRAM will wait. The arbiter was described in ABEL HDL in a "one 
hot" or state per bit encoding scheme. ABEL outputs a .PDS description format which is 
basically a Boolean description. This is read in by the Exemplar synthesis tool which will output 
Actel ACI'2 gates. The Exemplm: tool spends 5 minutes analyzing the Boolean description and 
providing different solution sets. For the Arbiter in this example, Exemplar was setup to 
optimize for fastest speed. The Exemplar tool made 9 passes with the best pass occurring on the 
first iteration. The resulting arbiter was implemented in 77 ACI'2 modules with a worst case 
setup time to the FF of 46.3nS. 

Problems with One Hot Encoding 
Classroom state machine design techniques usually involve binary encoding for state machines. 
For example 4 bits can be used to represent 16 states. Decoding logic for the outputs or next 
state then look at the inputs and the previous state to determine what to do at the next clock 
edge. Frequently, the decoding logic necessary to decode the transition conditions for changing 
to the next state use multiple module levels. This can cause timing problems if the number of 
levels are high enough that the propagation delay through the decoding logic causes a setup 
violation at the input to the state bit flip flop. 

One hot encoding is frequently recommended by FPGA vendors as a way to improve speed and 
module count. This is done by increasing the number of flip-flops used to represent the states. 
The state transition conditions usually include a very low number of logic levels in the decode 
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block, making the operating frequency high. Simple combinatorial logic is used to decode the 
state bits. For example, a case where an output needs to be low if it is in state 3 and state 4. A 
2 input NOR gate can be tied to the Q output of each one hot flip flop. 

This output would theoretically remain low in each state and during the transition between 
states. In reality though, the output will glitch during the transition due to the simple fact that 
the flip flop for state 3 may tum off before the flip flop for state 4. This glitch would cause a 
serious problem if the output were controlling an asynchronous input such as a chip select or 
output enable of a memory device. 

A Better Approach 
The problem descibed above was encountered in this Actel 1280 design for the signal 
UDTACKl. This signal is the data acknowledge handshake to the board CPU. The CPU runs at 
a different clock speed than the arbiter block. It is an asynchcronous signal which needs to 
remain glitch free. One option was to synchronize it with the CPU clock but this would of 
course have led to a performance hit equal to up approximately two CPU clocks. One approach 
is to use an HDL which decodes the inputs and previous states synchronously, to "look ahead" 
and provide glitch free transitions of the output on state machine clock changes. This is 
accomplish~ in the arbiter example. The disadvantage of this approach is that these outputs 
must now decode the inputs and previous states to switch. This can result in the same problems 
we had with the encoded state machines, because of the complexity of the logic needed in front 
of the flip/flop. An alternative approach is to use a pseudo- 'one hot' technique where more than 
one state is active at a time, insuring glitchless transition between states which require it. This 
usually will not require any additional logic, since the state flip/flop is simply cleared on exit of 
a different state. 
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Arbiter Abel file 
MODULE memarb 
title Dual Port Memory Arbiter 
Ira D. Hart Copyright CHIPCOM Co. 1992 ' 
declarations 
"InputsCllc2Opin istype 'buffer'; 
Resetlpin istype 'buffer'; 
SRAMCSlpin istype 'buffer'; 
"Outputs 
UDTACKlpin istype 'reg, buffer' ; "68k 
ADDMUXlpin istype 'reg, buffer' 
EDTACKlpin istype 'reg, buffer' 
s12pin istype 'reg, buffer' ; "states 
sll pin istype 'reg, buffer' ; "states 
s10 pin istype 'reg, buffer' ; "states 
s9pin istype 'reg, buffer' ; "states 
s8pin istype 'reg, buffer' ; "states 
s7pin istype 'reg, buffer' ; "states 
s6pin istype 'reg, buffer' ; "states 
s5pin istype 'reg, buffer' ; "states 
s4pin istype 'reg, buffer' ; "states 
s3pin istype 'reg, buffer' ; "states 
s2pin istype 'reg, buffer' ; "states 
slpin istype 'reg, buffer' ; "states 

ADDMUX =[ADDMUXl,ADDMUXO]; 
U68K =[ 0, ° ]; 
Lance =[ 0, 1 ]; 
PP =[ 1, ° ]; 
CC =[ 1, 1 ]; 
High,Low =1,0; 
H,L,c,x,z =1,O,.C.,.X.,.Z.; "test vector characters 

Qstate=[ s 12,s II,s 1 0,s9 ,s8,s7 ,s6,s5,s4,s3,s2,s 1]; " 
Idle_U68Kl= AbOOOOOOOOOOOl; "sl 
Idle_U68K2= AbOOOOOOOOOO1O; "s2 
Idle_Lancel= AbOOOOOOOOOl00; "s3 
Idle_Lance2= AbOOOOOOOOl000; "s4 
uCyclel= AbOOOOOOOl0000; "s5 
uCycle2= AbOOOOOOl00000; "s6 
uCycle3= AbOOOOOl000000; "s7 
uCycle4= AbOOOOl0000000; "s8 
eCyclel= AbOOOl00000000; "s9 
eCycle2= AbOOl000000000; "s1O 
eCycle3= AbO 1 {)()()()()()()(; "s 11 
eCycle4= AblOOOOOOOOOOO; "s12 
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equations . 
[UDTACKl,EDTACKl,ADDMUX1,ADDMUXO,memcycl,sI2,sll,sI0,s9,sS,s7,s6,s5,s4,s3,s2,s1 
s2,sl].CLK = C1k20; 
[ADDMUX1,sI2,sll,slO,s9,sS,s7,s6,s5,s4,s3,s2].RE= !Reset!; 
[memcycl,ADDMUXO,EDTACKl,UDTACKl,sl].PR= !Reset!; 

state_diagram Qstate 

State Idle_U6SK1: 
EDTACKl:=!(!EDTACKl & (!EASI # !elIdO»; "Sustain till end of EAS. w/elklO 
If (!SRAMCSI) Then uCyelel "68K has fIrst priority. 

WithADDMUX :=U68K; 
memcycl:=O; 
UDTACKl :=1; 
Endwith; 

Else Idle_U68K2 
WithADDMUX := Lance; 
memcycl:= 1; 
UDTACKl := 1; 
Endwith; 

State Idle_U68K2: 
If (!SRAMCSI) Then uCyelel 

WithADDMUX::a;U68K; 
memcycl:=O; 
UDTACKl :=1; 

"6SK has fIrst priority. 

EDTACKI:=!(!EDTACKl & !EASI); "Sustain till end ofEAS. 
Endwith; 

Else If (!EASI & clklO & EDTACKl) Then eCyclel 
"Lance has 2nd priority. 

WithADDMUX:=Lance; 
memcycl:=O; 
UDTACKl :=1; 
EDTACKl :=1; 
Endwith; 
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Arbiter Exemplar Summary File 

Exemplar Logic Synthesis System Thu Nov 1913:58:141992 
Estimated 

Pass Area Delay CPU 

1 
2 
3 
4 
5 
6 
7 
8 
9 

(modules) (os) 
77 46.3 
85 55.2 
81 47.1 
81 47.1 
81 46.3 
117 55.2 
81 47.1 
81 47.1 
81 47.1 

min:sec 
00:30 
00:32 
00:30 
00:31 
00:30 
01:31 

00:31 
00:32 
00:31 

Resource Use Estimate 
Design: memarb 

Techoology:act2 
File: memarb. pds 
Area: 77.0 

Critical Path: 46.3 os 

Device Area Registers i/o 

A1225 
A1240 
A1280 

avl/usd /pct avl/usdlpct avl/usdlpct 
451/ 77/17% 341/ 0/ 0% 82/24/29% 
684/ 77/ 11 % 565/ 0/ 0% 104/24/23% 
1232/ 77/ 6% 998/ 0/ 0% 140/24/17% 

Delay Summary 
Node: Slack Arrival Required Load 

rise fall rise fall 
S4 : 31.00 15.30 15.30 46.30 46.30 1.60 
SI : 32.60 13.70 13.70 46.30 46.30 1.60 
S3 : 32.60 13.7013.7046.3046.301.60 
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Chipcom Co. 

1.1.3.C 

I 
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1.1.3.C 

Cell 
AND2 
AND2A 
AND4A 
AOIC 
A02 
A03 
A06A 
A07 
AOIl 
AOI2B 
AOI4A 
BUF 
DFCIB 

Cell Usage Summary 
Uses Cost Total 

4 uses(s) 1.00 modules 4.00 modules 
2 uses(s) 1.00 modules 2.00 modules 
1 uses(s) 1.00 modules 1.00 modules 

2 uses(s) 1.00 modules 2.00 modules 
3 uses(s) 1.00 modules 3.00 modules 
4 uses(s) 1.00 modules 4.00 modules 
2 uses(s) 1.00 modules 2.00 modules 

2 uses(s) 1.00 modules 2.00 modules 
1 uses(s) 1.00 modules 1.00 modules 

1 uses(s) 1.00 modules 1.00 modules 
1 uses(s) 1.00 modules 1.00 modules 
9 uses(s) 1.00 modules 9.00 modules 

13 uses(s) 1.00 modules 13.00 modules 
Total = 77.00 

Number of combinable modules is: 5 
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Technical Support Services 

Actel Technical Support 

Actel's application engineers have developed many ways to meet 
your needs. Our services provide technical assistance to all of our 
customers worldwide. Customers can obtain technical assistance 
by means of the Technical Support Hotline, the Bulletin Board 
Service (BBS), Customer Training, International email, the 
technical newsletter, and our fax-back system, Action Facts. 

Technical Support Hotline 

The Technical Support Hotline 
provides technical information on Actel 
hardware and software products. 
Questions regarding software 
authorization, availability, and pricing 
are handled through Actel customer 
service. All hotline calls are answered 

by our Technical Message Center. The center retrieves 
information such as the caller's name, the company name, the 
phone number, and the caller's question, and then issues a case 
number. The center then fowards the information to a queue 
where the application engineers receive the data and return the 
customer call. Our goal is to return all customer inquiries within 
one hour. The hotline's phone hours are from 7:00 a.m. to 5:30 
p.m. PST. In addition to answering the Technical Support Hotline 
calls, our applications engineers develop other ways of assisting 
our customers, such as writing application notes, and user guides, 
creating design examples, and evaluating software. 

The Technical Support Hotline number is 800-262-1060. 

Electronic Bulletin Board Service (BBS) 

Actel currently offers information 
access and transfer via a 24-hour 
worldwide bulletin board. Customers 
can download information such as new 
soft macros and software bug fixes. In 
addition, our applications engineers use 

the BBS to help solve design problems. Sometimes a customer's 
issue can not be solved by the technical hotline. In these cases, 
our applications engineers may request the customer to upload 
their design to the BBS. All files uploaded to the Actel BBS are 
automatically stored in a private directory. This way the 
applications engineers can examine the software first hand and 
make the necessary adjustments. 

© 1993 Actel Corporation 

The telephone number for the BBS is 408-739-6397. To connect 
to the BBS by modem, the following equipment and 
configuration are required: 

• Baud rate of 9600 

• Data format: 8 data bits, 1 stop bit, no parity 

The following file transfer protocols are supported: 

• Xmodem 

• Ymodem 

• Zmodem 

• ASCII 

First-time callers need to establish an account. Once connected to 
the BBS, the caller is then prompted for his/her name, company, 
phone number and so on. After the account is established, the 
customer calls the Technical Support Hotline 800-262-1060 and 
requests file transfer class. Our Technical Message Center verifies 
the name and company and then upgrades the account's security 
level. 

Customer Training 

Actel offers an introductory two-day 
course covering all aspects of designing 
an Actel FPGA. The class covers a 
discussion of the architecture of 
ACFM 1, ACT 2 and ACT 3 families 
design methodologies, a brief look at 
the Viewlogic@ schematic capture and 
simulation tools, and a thorough 
examination of the Actel FPGA design 

software. The course is a mixture of lectures and lab exercises. 
Classes are offered to a minimum of three persons at a time. 
Customers can register for our training course by calling the 
Technical Support Hotline and asking about training class 
registration. 

Action Facts 

The Action Facts system is a 24-hour 
fax-back service. Customers can obtain 
a list of current software bugs and 
workarounds, application notes, design I 
hints, package pinouts, and much more 
information. Simply call the toll free 
number and request that a catalogue be 
faxed to your office. Review the 
document and call the number again to 

request up to five documents per call. The Action Facts Catalogue 
is updated bimonthly. 

The Action Facts phone number is 800-262-1062. 
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Technical Newsletter 
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In spring 1992 Actel started a quarterly 
technical newsletter. The newsletter 
contains the latest Technical Support 
Hotline news, infonnation about new 
hardware and software products, the 
answers to the most commonly asked 
questions, and detailed discussions from 
Actel's experts about hardware and 
software tools. All customers who have 
software maintenance automatically 
receive the newsletter. 

International E-mail Address 

Actel has recently introduced a new 

~ 
method for customers to communicate 
with our applications engineers. 
Customers can e-mail their technical 
questions to our e-mail address and 
receive answers back either bye-mail, 

fax, or phone call. In addition, customers can quickly e-mail 
their design files to receive assistance. The e-mail account is 
monitored several times throughout the day, and our goal for 
responding is two working days after receiving the message. 

Technical support's e-mail address is 

tech@actel.com 
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