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Application Note

Using Actel FPGAs to Implement
the 100 Mbit/s Ethernet Standard

One of the more recent entrants into the high-speed
networking standards battle is 100Base-X—Ethernet
operating at 100 Mbit/s. This standard is supported by the
Fast Ethernet Alliance and sponsored by several key
networking companies such as Intel, National
Semiconductor, Sun Microsystems, and 3Com. This proposed
standard involves many of the types of digital logic functions
facing high-speed network designers and, as will be shown in
this application note, can be readily implemented using Actel
FPGA devices.

The emerging 100 Mbit Ethernet market is expected to
mushroom as network performance requirements continue to
grow. Network users are expected to have almost doubled
between 1991 and 1994, and networks will need to provide
these new users with just as much (if not more) bandwidth. A
high-speed Ethernet network could solve the bandwidth
problems for many classes of users while maintaining
compatibility with current equipment and software.

100Base-X Network Standards

The 100Base-X proposal uses two established networking
standards to support the 100 Mbit data rate required to
implement the tenfold increase in the 10 Mbit rate of the
current Ethernet standard. The 100Base-X standard keeps
the Media Access Control (MAC) layer the same as the
current Ethernet standard, but it raises the data rate to
100 Mbit/s. Since the MAC layer was defined independently of
performance level, this increase can be accomplished
relatively easily, and the well-proven behavioral dynamics of
the Ethernet MAC can be retained. The only change required
is to reduce the physical network span to 1/10 of the 10 Mbit/s
distance, resulting in a span of about 250 meters.

This reduced span fits well within current structured wiring
methodologies. Building-floor wiring in modern installations
of Ethernet, such as 10Base-T, are organized as physical stars
with a centralized wiring closet and cable runs of less than
100 meters. For LANs, this results in a hub-station
architecture with interconnections of less than 100 meters.

At the physical layer, 100Base-X leverages off the proven
FDDI standard for 100 Mbit/s communications using a
full-duplex 125 Mbit/s Physical Media-Dependent (PMD)
sublayer. This supports fiber optic, shielded twisted-pair

(STP) and unshielded twisted-pair (UTP) wiring. Combining .

the MAC layer of Ethernet to the PMD layer of FDDI requires

a convergence sublayer (CS) between them. Using the CS,
100Base-X maps the PMD’s constant signaling system to the
packet-oriented half-duplex system imposed by the Ethernet
MAC.

Convergence Sublayer Interfaces

The MAC transmits data to the convergence sublayer in the
form of 4-bit words (Figure 1). This data is then encoded into
5-bit groups, serialized, and transmitted by the CS to the PMD
sublayer as the transmitPMD signal.

Received data is sent from the PMD to the CS as the
receivePMD signal and is synchronized with the 125 MHz
clock. Note that the PMD also generates signalDetect when
data is detected on the line. The CS decodes the serial data,
converting the input 5-bit code groups into 4-bit hex
characters and sends it to the MAC as the receiveMAC signal.
Note that the PMD extracts the clock from the serial bit
stream input. The 125 MHz frequency is recovered from the
input data stream by the PMD clock circuits in the CS. In
addition, receiveError is generated by the CS to indicate to
the MAC that an error has occurred during reception. The
carrierSense signal is provided to the MAC to indicate that
the line is active. The collisionDetect signal notifies the MAC
if a collision has occurred.

This application note will show you how to use Actel FPGAs to
develop a complete convergence sublayer. It will subdivide
the CS into its functional divisions and will show you how
each can be implemented using Actel ACT 3 FPGAs.

Convergence Sublayer Functions

Figure 2 shows the basic data flow in the convergence
sublayer. The CS receives transmit data from the MAC as
4-bit words designated transmitMAC. These 4-bit words are
encoded into 5-bit symbols (designated TxSYM) that are
shifted out to the PMD at the 125 MHz clock rate.

Received data at a 125 Mbit/s rate is sent from the PMD to
the CS as the receivePMD signal. The CS formats input data
to produce 5-bit symbol groups. Detection of the two-symbol
sequence, J and K, marks the beginning of a packet and starts
the synchronization of the input data stream. The 5-bit
groups are then decoded by the 5B4B decoder and sent to the
MAC as a stream of 4-bit words until the packet’s end is
detected by the reception of the end-of-packet delimiter
characters, T and R.
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MEDIA ACCESS CONTROLLER (MAC)

transmltMAC colllsmnDetect (receiveError)
carrierSense
transmitEnable ! receiveMAC

CONVERGENCE sublayer (CS)

1 .
transmitPMD receivePMD

1sugnallDetect 125 MHz | 4
P 1 clock

PHYSICAL MEDIA DEPENDENT (PMD) LAYER

Figure 1 » Convergence Sublayer Interfaces

MAC (100 Mbit/s)

transmitMAC (receiveError) receiveMAC
Y
[g]2[1]d] B]2[t[9]
4-BIT WORDS 1} 4-BIT WORDS
)
4-BIT-TO-5-BIT 5-BIT-TO-4-BIT
(4B5B) ENCODER (5B4B) DECODER
TXSYM 5-BIT GROUPS
5-BIT RxSYM|1
&8es | oo e
....m SERIAL TO PARALLEL
TXBIT
CONVERGENCE sublayer (CS)
transmitPMD receivePMD

PMD (125 Mbit/s)

Figure 2 » Data Flow in Convergence Sublayer
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The 4B5B encoding/decoding method, which is a subset of
the standard FDDI 4B5B encoding method, employs 5-bits to
encode/decode both 16 data (hex) characters and the
signaling symbols required to indicate the start and end of
the data packet. In addition to the 16 valid 4-bit-binary code
groups shown in Table 1, there are five special control signals
used to indicate start of packet (J followed by K), end of
packet (T followed by R), and idle (I). A number of other 5-bit
combinations are designated as invalid and represent
channel errors or repeater collision artifacts. Thus, the
physical line idles until the start of a data packet is indicated
by a J symbol followed by a K. Data symbols then follow with
the end of data being indicated by a T symbol followed by an
R. Idle symbols immediately follow. The job of the
convergence sublayer is to extract the control characters or
idles from the packet and then send a data-only packet to the
MAC. Thus, the MAC never receives idle, JK, or TR symbols.
When receiving, the CS reverses the process, encapsulating
and encoding the data from the MAC for transmission by the
PMD.

Convergence Sublayer Data Flow

The block diagram of the convergence sublayer is shown in
Figure 3. The receive state machine generates receiveMAC

data and receiveError for the MAC based on the receivePMD
data input from the media. The transmit state machine
accepts transmitMAC and transmitEnable from the MAC and
generates the transmitPMD data to the physical layer. The
collisionDetect function is generated by the transmit state
machine, based on transmitEnable and the receive state
machine’s receiving signal.

The Carrier Sense function asserts the carrierSense signal
when the convergence sublayer is either transmitting or
receiving, based upon the two corresponding internal signals
generated by the Transmit and Receive functions. The Link
Monitor function generates linkTestFail based on the PMDs
signalDetect. LinkTestFail is an internal signal unused by the
MAC and can optionally be used by your network
management entity.

Transmitted data, shown as the transmitMAC signal in
Figure 3, indicates that MAC data is available and is
registered in the convergence sublayer logic. Groups of 4 data
bits in the transmit bit stream are converted to 5-bit code
groups by 4B5B encoding prior to transmission on the
125 Mbit/s PMD. The TxDATA, TxSYM, and TxBIT signals are
all different views of the same data, but at different data
rates.

MAC (100 Mbit/s)

carrierSense receiveMAC 7 4
P

=\

(receiveError)

transmitMAC LcollisionDetect
-~
4 1
1
P
transmitEnable
CONVERGENCE
sublayer (CS)

Transmit State Machine
and Transmit Data — -
Path Circuits transmitting

Carrier Sense
Link Monitor
Circuits

Receive State Machine
and Receive Data
Path Circuits

1 T receiving ! ¢ r receivePMD T1
1 linkTestFail 1 7
125 MHz clock
i 71 125 MHz
transmitPMD 1| signalDetect ok
PMD (125 Mbit/s)

Figure 3 » Convergence Sublayer Functional Block Diagram
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Using FPGAs to Implement a
100Base-X Convergence Sublayer

As will be seen in the following sections, the 100Base-X
convergence sublayer can be implemented as eight
functional blocks, each of which forms the subject of a
separate application discussion. These are listed under the
three main headings: the transmit function, the receive
function, and the carrier-sense and link-monitor circuits.

Convergence Sublayer Transmit Function

The design of the transmit function shows some common
design techniques used in high-speed FPGA applications. The

main function of this block is to provide the requested symbol
data to the PMD at the 125 Mbit/s serial rate. This requires
the 4-bit MAC data words to be 4B5B encoded and then
shifted out using the 125 MHz clock. In addition, the serial
data stream needs to be framed using the leading /J/K/
symbol pair and trailing /T/R/ symbol pair. When data is not
transmitting, it is replaced by the constant transmission of
idle symbols. The transmit function is divided into two blocks
as shown in Figure 4:

¢ The Transmit State Machine
o The Data Path

CLR @—GChs

CLR ——Cherx
£T_CrLK25 B—pou

EXT_CLK25 —b

«
Qr3:0]

TX_DATA (4 ey |
oaTa (4101

MAC DATA

oraio

oAT_ata:o1

1

T_Symbol GND, VDD, VDD.GND, VDO
R_Symbol GND.GND,VDD.VDD, VDO ummmm—m—

RSLT(4:0]

Data Path

nnnnnn

CLR @—)

EXYT_CLK25 g—

T _PMD

RSLT(4:0] S—fon
VDD, VDD, GND, GND, GNOS—|

VDD, GND, GND, GND, VDTS —|

o —a

VDD. VDD, VDD, VDD, VOCumma—|

T_Sympol
K_Symbol
IDLE_Symbol

sos

siA—_gsia
Transmit,,,|

[ state
Machinesi

v

BsT

TEST_EN g——Qr
Tx_ENg—

EXT_CLK25 g———]

Tsm
cLr

Transmit State
Machine

Figure 4 * Convergence Sublayer Transmit Functions

Data Path

The data path portion of the transmit block is shown in
Figure 4. The main flow of data comes from the MAC at
25 MHz with a 4-bit-wide data word and a control signal that
enables transmission. When MAC data is not being
transmitted, the convergence sublayer sends continuous idle
(I) symbols to the PMD. When the transmitEnable signal

becomes active, a /J/K/ symbol pair is transmitted to indicate
the beginning of a data packet. MAC data symbols then follow
and are encoded into 5-bit symbols using the 4B5B encoding
scheme shown in Table 1. The end of MAC data is indicated
by the transmitEnable signal going inactive and a /T/R/
symbol pair is inserted at the end of the data packet. Finally,
the CS logic returns to transmitting idle symbols.
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Table 1 * 4B5B Symbol Coding

5-bit Code Group 4-Bit-Binary
(in Convergence Code Group
Symbol sublayer) (in MAC) Interpretation/Function
0 11110 0000 Data character: OH
1 01001 0001 Data character: 1H
2 10100 0010 Data character: 2H
3 10101 0011 Data character: 3H
4 01010 0100 Data character: 4H
5 01011 0101 Data character: 5H
6 01110 0110 Data character: 6H
7 01111 o111 Data character: 7H
8 10010 1000 Data character: 8H
9 10011 1001 Data character: 9H
A 10110 1010 Data character: AH
B 10111 1011 Data character: BH
Cc 11010 1100 Data character: CH
D 11011 1101 Data character: DH
E 11100 1110 Data character: EH
F 11101 1111 Data character: FH
| 11111 - Idle character transmitted between packets
J 11000 -- First control character in start-of-packet delimiter
K 10001 - Second control character in start-of-packet delimiter
T 01101 -- First control character in end-of-packet delimiter
R 00111 - Second control character in end-of-packet delimiter
Vv 00000 - Invalid character
\ 00001 - Invalid character
\ 00010 - Invalid character
\ 00011 - Invalid character
\ 00100 - Invalid character
\ 00101 - Invalid character
\ 00110 - Invalid character
\ 01000 - Invalid character
\ 01100 - Invalid character
\ 10000 - Invalid character
\ 11001 - Invalid character

The implementation of the described functions involves
selecting six different symbol sources for PMD data: the I
(idle), J, K, T, and R symbols and the 4B5B encoded MAC
data. In addition, a TestData input can be used to provide raw
unencoded data to the PMD for use in diagnostics and
testing. This selection is accomplished via the multiplexer in
front of the output shift register. One multiplexer selects
from the I, J, and K symbols or from another muitiplexer
output. The other multiplexer selects from the T and R
symbols and the encoded MAC data. Note the additional path

around the encoder, which allows raw (unencoded) data to
be provided to the PMD. This is used for system test and
diagnostics and is the only way to inject known errors into the
system, simulating collision remnants and exercising the
boundary conditions of the standard.

The Actel logic implements multiplexers directly in a single
logic module so, by inspection, the path through the
multiplexer tree requires only two module delays and can
easily meet the 25 MHz performance requirement. The 4B5B
encode block also requires only two logic levels and can be




designed via schematics or via equations. The equations can
be automatically compiled using Actel's ACTmap VHDL
Synthesis tool and then incorporated into the schematic.

4B5B Encoder

Symbol encoding of the 4-bit data words transmitted from the
MAC into the 5-bit coded groups required by the convergence
sublayer and the PHY layer employs a modified version of the
coding used in FDDI-based systems. The differences from
FDDI are that the symbols S, Q, and H are not used and that R
is now used as part of the /I/R/ end-of-packet delimiter
character group.

Table 1 lists all 32 5-bit data- and special-symbol codes that
the PMD can send to the convergence sublayer. The 16 data
characters—0 through F (hex)—are shown in Table 1, both
as b-bit code groups and as their 4-bit binary equivalents, as
sent by the CS to the MAC. The idle character I and the
control characters J, K, T, and R are shown in Table 1 in 5-bit
form only, because they are not used in the MAC. The same
applies to the remaining 11 possible 5-bit combinations that
might be received on the media, all of which have no meaning
to the decoder and hence are treated as invalid. For
simplicity, each of the 11 invalid symbols is designated as V.

Encoding of 4-bit data words into 5-bit symbols can be
accomplished in a few simple logic equations, as shown in the
PALASM2 entry format shown in Figure 5.

The above equations translate each bit in sequence. Bits
DO0-D3 are the 4-bit data word input to the decoder, and
B0-B4 define the 5-bit output symbols from the decoder.
Thus, in the first equation, bit D0 is always the same as the bit
B0, as can be seen by inspection of Table 1. The decoding
equations for the remaining output bits (bits B4 through B1)
are derived in a comparable fashion.

ACTmap VHDL Synthesis

These equations are then processed by ACTmap VHDL
Synthesis, a computer-aided design tool for working with the
Actel families of FPGAs. It performs three basic functions:

e PALASM2, VHDL to netlist translation

¢ Netlist-optimized mapping

¢ 1/0 insertion

ACTmap reads the PALASM2 or VHDL source file and
translates it into either an EDIF or an ADL (Actel Design
Language) output file or Verilog netlist. The output file that it

generates is optimized for a specific family of Actel FPGAs
(ACT 1, ACT 2, 1200XL, 3200DX, or ACT 3).

You can specify whether the design should be optimized for
area or speed. The PALASM2 description for the 4B5B
encoder shown in Figure 5 was processed by ACTmap VHDL,
and the following results where achieved:

® Area = 9 modules

¢ Estimated worst-case delay = 8.80 ns

;Encoder for 4B to G5B

;Used in 100 Mbit Ethernet application

CHIP 4b5b generic

clk rst d3 d2 dl d0 g4 g3 g2 gl g0

EQUATIONS

g4 :=d3 + (/dz2 * dl) +

g3 := d2 + (/d3 * /dl)

g2 < dl + (/43 * /d2 * /d0)
gl := (/d1l * /d0) + (d3 :+:
g0 := 4o

g4.clkf = clk

a3.clkf = clk

g2.clkf = clk

qgl.clkf = clk

qg0.clkf = clk

gd.rstf = /rst

g3.rstf = /rst

g2.rstf = /rst

gl.rstf = /rst

g0.rstf = /rst

(/d2 * /d0)

d2) + (d2 * /d1)

Figure 5 » PALASM2 Description for the 4B5B Encoder

5-6



Using Actel FPGAs to Implement the 100 Mbit/s Ethernet Standard

These results easily meet the 25 MHz requirements of the
transmit function and show the speed and capacity
capabilities of the ACT 3 architecture. The schematic logic
implementation of the 4B5B encoder (see Figure 6) shows
the compact nature of the final implementation.

Transmit Operation

Transmit operational states are shown in block diagram form
in Figure 7.

The actions shown in Figure 7 are assumed to be
instantaneous, although, for simplicity, some time-sequenced
events are contained in single states. Unconditional state
transitions are unlabeled. Conditional state transitions occur
when explicitly shown by the accompanying condition; a state
is repeated until some transitional condition is detected.
States are atomic in that conditions are evaluated only at the
completion of the state's actions. Transitions shown without
source states, notably linkTestFail, are evaluated at the
completion of every state and take precedence over other
transition conditions.

Convergence Sublayer Transmit Operation

The transmit state block diagram begins with the IDLE state.
The transmitting and collisionDetect signals are initialized as

FALSE and the IDLE symbol is continuously supplied to the
PMD. Once the MAC has data to transmit, it asserts
transmitEnable and the START state is entered. The
transmitting signal is asserted (set to TRUE) to indicate to
the Carrier Sense function that data is being transmitted. In
addition, collisionDetect is set to the level of the receiving
signal. The receiving signal comes from the Receive function;
if it is also asserted, a collision has occurred. The waitNibble
function synchronizes the MAC data with the PMD clock. The
first 8-bits of the MAC preamble are replaced with the /J/K/
symbol pair. If transmitEnable becomes FALSE, the machine
makes a transition back to IDLE. If transmitEnable stays
asserted, the next state becomes TRANSMIT. During
TRANSMIT state, collisionDetect is still set to receiving. The
MAC data (TxDATA) is encoded using the 4B5B function, and
encoding continues until transmitEnable is disabled. Once
transmitEnable is deasserted, the machine makes a
transition to the END state. In the END state, transmitting
and collisionDetect are both FALSE. The /T/R/ symbols are
transmitted to indicate the end of data, and the machine
moves to the IDLE state. The assertion of linkTestFail (by the
Link Monitor function) causes an immediate transition to the
IDLE state and takes precedence over any MAC request.
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=1 Do v ) o u
3
M8 2 DFCL1B
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- 57 eren LK g HCLE
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M8 2244 2 11
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1
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s > preis
[o3] 3
m o1 cms CLK @ — BCLK
10 00
11 o1 CLR
10
= [ 11
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Figure 6 * Transmit Path: 4B5B Encoder FPGA Logic
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RESET

IDLE state

TXSYM « |

transmitting <~ FALSE
collisionDetect « FALSE

[-+——IlinkTestFail

‘transmitEnable

START state

waitNibble
TxSYM « J
waitNibble
TXSYM « K

transmitting < TRUE
collisionDetect « receiving

LtransmitEnable

waitNibble

TRANSMIT state
collisionDetect « receiving

TXSYM <« 4B5B (TxDATA)

# NOT (transmitEnable)

END state

TXSYM T
TxSYM « R

transmitting « FALSE
collisionDetect «~ FALSE

Figure 7 ¢ Convergence Sublayer Transmit Operation
Transmit State Machine

The state-diagram implementation of transmit operation is
shown in Figure 8. The state machine starts in the IDLE state
and transmits the idle symbol (I) until transmitEnable (TE)
is TRUE. As long as TE is TRUE, the machine proceeds
through the J and K states, sending first the J symbol and
then the K symbol to indicate the start of a data packet. The
machine then transmits data until TE goes FALSE (i.e.,
transmit not enabled (/TE)), after which a T and an R are
transmitted, indicating the end of the data packet. The state
machine then returns to the IDLE state and waits for the next
data packet. The test mode may be entered from the IDLE
state by asserting Test mode (TM). In this mode, any 5-bit
code symbol may be transmitted, thus allowing known error
conditions to be injected onto the network.

The logic implementation of the transmit state machine is
shown in Figure 9. Each state is encoded into the transmit
state machine flip-flops to allow symbol selection in the
transmit multiplexer. These transitions are controlled by the
input logic for each flip-flop and depend only on the TE signal
and the current state,

The resulting design employs only 11 logic modules and runs
well in excess of the required 25 MHz speed. /

Note:  This state-machine tmplementation differs from
the commonly seen one-hot approach in that the
states are encoded into four D flipflops rather
than a single flipflop per state. Also, the
stale-machine  encoding shown in  this
application is more efficient than the one-hot
approach because the state flip-flops can drive the
data-path multiplexer directly, eliminating the
additional encoding logic that would be required
to handle the one-hot state variables and to select
desired multiplexer sources.

Convergence Sublayer Receive Function

The receive functions of the convergence sublayer are shown
in the block diagram in Figure 10. These functions are
discussed in the following sections.

o Shift register, sync detect, and squelch
e (lock generation

® 5B4B symbol decoder

® Receive state machine
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LEGEND

TE = Transmit enabled

/TE =Transmit not enabled
TM = Test mode

/TM = Normal mode

Figure 8 o Transmit State Machine Diagram
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Figure9 o Transmit State Machine Schematic
Receive Operation

The sequence of receive states is shown in the
receive-operation diagram, Figure11. The receive state
machine tracks the received symbols to ensure that a
complete packet has been received and indicates the current
line state to the next layer of the protocol. The receive
process (see Figure 11) involves two separate sets of states.
The constituents in the first set—the IDLE, SCAN, CARRIER,
and ALIGN states—are prealigned and operate on the raw
input bits using RxBIT. The remaining states are aligned and
operate on the input data stream as symbols (RxSYM).
Output data, designated RXDATA, is sent directly to the MAC
in these states.

The RECEIVE state sequence begins with the IDLE state. The
receiving signal and the optional receiveError signal are
initialized to FALSE. The SCAN state is entered next and the
waitBit function synchronizes the machine to the received
data stream. At this point, the squelch function filters out
noise events by not allowing a transition to the CARRIER
state unless two nonconsecutive zeros are detected. Because
carrierSense is used by the MAC for deferral purposes, it
must be asserted on the detection of any received signal (i.e.,
received energy, or non-IDLE input) whether or not it's an
actual packet. Since carrierSense is also used to detect
collisions, it's important to avoid triggering on noise,

specifically a single-bit event. If CARRIER is entered,
RxDATA is initialized to all zeros (0000) and receiving is set
to true.

The system enters the ALIGN state next. In ALIGN, the start
of packet symbols /J/K/ is searched for. If at least two idle
symbols (1111111111) are found instead, no start of packet
has been detected and the machine moves to the IDLE state.
If the /J/K/ symbols are successfully found, the START state is
entered. In START, the MAC preamble data (55) is
substituted for the received /J/K/ symbols. The waitQuint
function assures that MAC data is not overwritten. The
RECEIVE state is entered next. Usually, in the RECEIVE
state, valid data is received and a transition to the DATA state
is made. In the DATA state, receiveError is deasserted and
4B5B decoded data is sent to the MAC.

From the DATA state, the machine returns to the RECEIVE
state. If, during the RECEIVE state, two idle symbols are
received, the PREMATURE END state is entered,
receiveError is asserted, and IDLE is reentered. If, in the
RECEIVE state, invalid data is received, the DATA ERROR
state is entered, receiveError is asserted, and RECEIVE is
reentered. Invalid data is not transmitted to the MAC. If, in
the RECEIVE state, a /T/R/ symbol pair is detected, the END
state is entered, receiving is deasserted, and IDLE state is
reentered.

5-10
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RX__PMD
SDATA
RESET rEsgT Shift/Syne
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INT_CLK2S5
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CLR ICLR State s
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Figure 10 * Convergence Sublayer Receive Functions
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IDLE state
RESET—™

receiyin%e FALSE
(receive

l«— linkTestFail

rror) « FALSE

s

SCAN state
waitBit

RXBIT [0] = 0 AND

squelch
RxBIT [9:2] # 11111111

CARRIER state
RxDATA « 0000
receiving « TRUE

!

RxBIT [9:0] = 1111111111

no start-of-packet

ALIGN state (wait for JK)
waitBit

RxBIT {9:0] = 1100010001

START state (replace JK)
RxDATA « 0101
waitQuint
RxDATA « 0101
[} RXSYM [1]
- RXSYM [1] i
ENDstate (skip TR)| " _ 7R~ |RECEIVE state|= PATA I OATA state
4 fe‘{‘:glf)gté“ FALSE waitQuint (receiveError) « FALSE
waitQuin RxDATA «
waitQuint 4B5B (RXSYM [1])
else
PREMATURE END state DATA ERROR
— (receiveError) « TRUE = L A state
waitQuint RxSYM [1:0] =1l (receiveError) « TRUE

Figure 11 » Convergence Sublayer Receive Operation
Shift Register, Sync Detect, and Squelch

The shift register, sync detect, and squelch circuits
(Figure 12) are responsible for shifting serial data at the
125 MHz line rate and detecting clock synchronization
symbols. Once a sync symbol is detected, the clock generation
state machine adjusts the 256 MHz symbol clock by stretching
it the required number of 125 MHz clocks to align it with an
input symbol. Control symbols in the input data stream can
then be captured correctly by the 25 MHz clock and decoded
by the 4B5B decode block.

Serial data is clocked into the shift register and sync detect
block by using the 125 MHz clock. Sync symbols are detected
as the data shifts. As shown in Figure 12, only a single logic
level is required to detect each of the five important sync
signals (J, K, T, R, and I). The code groups corresponding to
each of these symbols are shown in Table 1.

Note: The shift register generates both the true and
complemented versions of bits B3, B4, BS, and BY.
This is required to implement single-level decode
Jor the I symbol because the ACT 3 logic module
implements five-input AND/NAND gates with at
least two inverted inputs. The technique of
providing additional registers with inverted
outputs is common when implementing logic
Sfunctions using fine-grained antifuse FPGAs. The
additional registers cost little because of the
Jfine-grained logic module, and they can be used
where needed to provide additional logic signals.
The abundant routing resources available with
antifuse FPGAs also supply the additional
routing required to create these additional logic
signals.
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Figure 12 * Shift Register, Sync Detect, and Squelch Schematic Diagram

The squelch function filters out noise events from the
received data stream. Zeros are ignored unless there are two
noncontiguous zeros within the first 10 bits. At first glance, it
would appear that the logic to detect two noncontiguous
zeros in a 10-bit word should be quite extensive. However,
once it is observed that this function is used only on a serial
data stream, several simplifying logic reductions can be
made. First, check the least significant bit (B0) for a zero,
and then check that at least one of the higher-order bits (only
B2 through B9, since Bl is contiguous) is also zero. Any other
combination is simply a shift from B0. However, the resulting
logic equation for a squelch state (S),

S:= /B0*(/B2+/B3+/B4+/B5+/B6+/B7+/B8+/BY)
is too large to implement in a single FPGA logic level.

To simplify this approach, note that because data is being
serially shifted in, higher-order terms can be precomputed
and then combined with the critical B0 signal using a single

logic level. The logic that results can be expressed by the
following three equations:

Sl:= /(/B1+/B2+/B3+/B4)
S2:= /(/B5+/B6-+/B7+/B8)
St= /BO*(/S1-+/52)

These three equations are the ones actually implemented in
FPGA form. (See Figure 12.)

Note: As shown in Figure 12, bits BI-B4 and bits
B5-B8 are used with registers to develop the two
intermediate terms S1 and S2. These two are then
ORed with bit Bl to develop the final squelch
Sunction (S). This form of pipelined operation
works well in serial data applications and will
almost  always result in faster and more
area-efficient FPGA designs.
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Also, notice that the extra inversions on the S1 and S2 terms
(Figure 12) are used because NOR functions with inverted
inputs map more easily into a single ACT 3 logic module.
Synthesis software like Actel's ACTmap VHDL Synthesis
program figures this out automatically, allowing the designer
to focus on architectural and functional issues instead. Thus,
what initially looks like a difficult decoding problem can be
significantly simplified to only three logic modules that
operate easily at the serial data rate.

Clock Generation

The clock generation state diagram and the clock generation
schematic diagram are shown in Figures13 and 14,
respectively. The clock generation logic divides the 125 MHz
serial clock by 5 to generate the 25 MHz symbol clock,
Clock25. The Clock25 signal (Figure 13) is stretched when a
sync symbol is detected, to align it with the 5-bit symbols.
This is accomplished by a transition to the Q0 state when the
JK signal (start of packet) is active. Entry into Q0
synchronizes the 25 MHz clock (Clock25, the output from
states Q2 and Q3) and the load signal. The load signal is
active every b clocks after synchronization, which captures
the b-bit symbol from the aligned data stream. The symbol
can then be safely captured by the 25 MHz clock, Clock25 in
the aligned symbol register (ASR). The schematic
implementation for this process is shown in Figure 14.

Note:

Each state in the machine uses a single register.
This one-hot (i.e., one register at a time) type of
state machine design uses the register-intensive
nature of fine-grained, antifuse-based FPGAs to
reduce the logic complexity required to determine
next-state transitions. In traditional encoded
designs every state bit is needed to determine
which state the machine is in. This can make for
large transition terms in complex state
machines. FPGAs, on the other hand, can use the
additional register available to reduce the logic
complexity, because only a single register output
is required to determaine the state of the machine.
Thus, the FPGA’s marrow, high-speed logic
module can be used to generate the transition
terms efficiently. In fact, on closer examination,
the implementation of the state machine maps
very closely to the state diagram. Transitions
Jrom one state to another result in a connection
from the starting-states register to the
enlered-states register. Logic complexity can
easily be estimated directly from the state
diagram. Because only a single logic module is
required to implement even the most complex
transition, the entire machine runs easily at the
125 MHz clock rate.

JKSYM

{/"

Reset

Q4
Load

Figure 13 * Clock Generation State Diagram

5-14



Using Actel FPGAs to Implement the 100 Mbit/s Ethernet Standard

RESET
JUMP

CLK125

As v P
B
o1

CLK125

JuMP =0
RESET Bl aiman} X
Q2 <

el QJ—mQ3
CLK125 pPCLK
JUMP <o
RESET B X F o moa
Q3 = ors
CLK125 CLK
JUMP._A,’_\
RESET - B X .Q5
Qa4 -——CJ—]

cLKl25g——

JlsYM
I1lsYM

CLK125 gh—t

RESET

Qz
Q1

CLK125

uuuuu

sump

INT_CLK25

cr&INT

Figure 14 » Clock Generation State Machine Schematic

5B4B Symbol Decoder

Once a symbol has been aligned, the data must be extracted
by converting the 5-bit input from the PHY into a 4-bit data
word that is sent to the MAC. The logic diagram for this
decoder is shown in Figure 15. Symbol conversion is done in
accordance with the 4B5B decode table, Table 1.
Implementation of the decoder in the ACT3 family is
automatically generated from the logic equations developed
from the encoding table by using the ACTmap VHDL tool. As
shown in Figure 15, the full decode requires only 24 modules
and only two levels of logic, easily meeting the speed required
for the 25 MHz clock.

Receive State Machine Logic

As shown in Figure 17, the schematic implementation of the
RECEIVE state machine requires only 4 logic modules and
two levels of logic. It easily meets the 25 MHz clock rate

Receive State Machine Diagram

The RECEIVE state diagram is shown in Figure 16. The
machine begins in the START state and waits for the
reception of a JK symbol pair. The RECEIVE state is entered
upon the reception of this pair and exited only under one or
more of the following conditions:

o Reception of a TR symbol pair (end of data packet)

¢ Reception of an idle (T) symbol (premature packet end)

¢ Reception of an invalid symbol (error condition)

Note that if an invalid symbol is received, the ERROR state is
entered to capture the event. This state is cleared only by

resetting the state machine.
required for this portion of the design.
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Figure 16 o Receive State Machine Diagram
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Receive State Machine Logic

As shown in Figure 17, the schematic implementation of the
RECEIVE state machine requires only 4 logic modules and
two levels of logic. It easily meets the 25 MHz clock rate
required for this portion of the design.

Carrier Sense and Link Monitor Circuits

The carrier sense and link monitor circuits combine outputs
from the transmit, receive, and PMD blocks to develop the
receiveError, carrierSense, and collisionDetect signals. The
logic for implementing this process is shown in Figure 18.

Conclusion

This application note has described the complete design of a
100Base-X convergence sublayer. Each building block has
been fully tested and documented and is available on disk to
those contemplating similar or related applications.

TR 2
TIT B
TK < v
o D onan =) —m
orein
START
INT_CLK25 CcLK
CLR
b o —  mRX
J—
RX D INT_CLK2S CLK
CLR

CLR

ERROR

e
pr-anslD
v =0

G

i

CLK
CLR

prein

< RX_ERR

INT_CLK25

CLR.-—__T

LNK_T/F i—

D{3:0] S OATA[3:0]

INT_CLK2S -v—bcx.ocx

QL3 : 0] IR RXDATA[3:0]

Figure 17 » Receive State Machine Schematic Diagram
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Figure 18 * Carrier Sense and Link Monitor FPGA Logic Schematic
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Application Note

Designing High-Speed ATM Switch Fabrics

by Using Actel FPGAs

The recent upsurge of interest in Asynchronous Transfer
Mode (ATM) is based on the recognition that it represents a
new level of both speed and simplification in
telecommunication networks. The most significant
characteristic of ATM is that it requires minimum cell
processing in network nodes and in links such as repeaters,
bridges, and routers. This means that ATM allows systems to
operate at rates much higher than current packet-switching
systems allow. This improved performance is due to higher
media quality and to ATM operation in a connection-oriented
mode that guarantees minimum packet loss. This low packet
loss is the result of not granting entrance to the network until
completion of a setup phase that allocates all necessary
network resources.

To reduce the size of the internal buffers in switching nodes,
and thus to reduce the queuing delays in these buffers, the
information field length in ATM packets is kept relatively
small. As a result, as packet size goes down, the speed
requirement for each switching node on the network goes up.
In general, to keep packet loss to a minimum, the throughput
of ATM switching nodes must be in the 1-gigabit-per-second
range.

This application note describes how to design typical
high-speed switch fabrics that route ATM packets on
broadband networks. Switch fabric is a term used to denote a
large group of basic switching building blocks connected in a
specific topology. The design, analysis, and implementation of
these building blocks will be described.

ATM Switching Applications

One of the main tasks of an ATM switching node is to
transport ATM cells at high speed from its input ports to its
destination output ports. This task is performed by the switch
fabric. The switch fabric establishes a connection between an
arbitrary pair of input and output ports. Switch fabrics
usually consist of identical basic units called switching
elements. The switching elements are interconnected in a
specific topology to create the switch fabric.

The Actel ACT 3 family of FPGAs, with their high-speed
multiplexer-based architectures, are, as will be seen in this
application note, an excellent fit for applications, such as
ATM switching, that stress the heavy use of multiplexing, This

application note will describe in detail the designs of two
typical high-speed ATM switches:

e Anpipelined 16:16 switch fabric
o A 16:16 multipath interconnect (MIN) switch fabric

Pipelined 16:16 FPGA Switch Fabric

One of the simpler FPGA approaches to ATM switch fabric
design is shown by the straightforward 16:16 multiplexing
scheme in Figure 1. This switch fabric design is known as a
single-path network, because the same path is always used
from any given input to a given output. In this example, the
switch fabric has 16 input ports and 16 output ports. To
achieve connectability, it employs 16 16:1 multiplexers called
FFMX16’s (Figure 2). Each of the 16 FFMX16s uses five Actel
DFM6A basic 4:1 multiplexed flipflops connected in two
pipelined stages.

Switch
Select

16

16-bit input
bus

Switch
Select

Output 16

Figure 1 » 16:16 Basic Multiplexer Switch Fabric
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Figure2 * Two-Stage Pipelined 16:1 Multiplexer (FFMX16)

Each DFM6A (Figure 3) is a 4:1 multiplexer driving a flipflop = Switch Fabric Driving Circuit

and occupies a single Actel ACT 3 sequential logic module.  pe driving circuit for each of the FFMX16s in the 16:16
This multiplexed flip-flop introduces only one level of logic switch fabric is shown in Figure 4. As shown in the figure,
delay in the design. In this implementation, once each of the selecting data for the output of each FFMX16 requires 64
two stages of the 16:1 multiplexer is full, the pipeline outputs signals. This number is based on the need for four
data on every subsequent clock cycle. Thus, these 16:1 i h colect inputs (S0, S1, S2, and S3) for each of the
multip}exers are effectively implemented in one logic level,  prvx16s. Switch-select signals S0 and S1 operate with the
providing improved throughput. first stage of each multiplexer, and select signals $2 and S3
operate with the second stages. A drive signal is received as a
serial bit stream (SWSEL) that is converted to parallel form

— Ipo o by a 64-bit serial-to-parallel shift register (SIPO64). Input
D1 data to the switch is received on the lines D[15:0]. Notice
:DZ that the FFMX16 shown in Figure 4 represents 16 FFMX16s,

— D3 so the inputs are 16 bits wide.
_SBFM6A It takes two clock cycles to fill the FFMX16 pipeline, after
S which data is present on the QUTP[15:0] bus at each clock
— CL.K cycle. The 64-bit data selection word S[63:0] from the shift
CLR register is divided into four groups of 16 bits each, which are
used to select the appropriate routing through the switch
Lﬁ fabric. Note that there are separate clock lines for both the
shift register and for the switch fabric so that data can be
clocked to the output bus at a rate different from that of the

Figure 3 » Multiplexed Flip-Flops DFM6A shifted control bits.
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Figure 4 o Top Level View of the 16:16 Switch Fabric Design

Using ACTgen Macro Builder

The 64-bit serial-to-parallel shift register (SIP064) is
generated by the Actel macro generator, ACTger included
with Designer Series software packages. With ACTgen’s
graphical user interface, you can build structured macros
(counters, adders, etc.) by simply clicking on a few menu
choices, The ACTgen Macro Builder then creates functions
that effectively use the Actel architecture. Each macro is
developed with the goal of limiting module count, maximizing
performance, and restricting loading to acceptable levels.

In this design, the SIPO64 is generated by simply choosing
the desired parameters from ACTgen’s graphical user
interface  (64-bits, serial-to-parallel, active-low clear,
active-high shift enable, and positive-edge triggered clock).
The created shift register is then instantiated in the design
with no need for simulation. The ACTgen macros are already
tested to guarantee correct functionality.

Note:  In the N:N multiplexed structure shown here, any
given input may be broadcast to all outputs
simultaneously. Also, an advantage of this approach
is that after only two clock cycles, the pipeline s full
and ready to output data. A disadvantage of this
scheme is that it allows only one possible path, and
10 alternative paths, between each input and output.
To implement a multiple-path capability, multiples
of this switch fabric can be cascaded fogether.
However, a better solution is the MIN switch, fabric.

16:16 Multipath Interconnect (MIN) I
Switch Fabric

The primary advantage of a multipath interconnect network
(MIN) is that it permits the creation of alternative paths
between a given input and a given output in order to avoid
possible packet collisions. One implementation of a MIN
switch is the two-section Banyan network shown in Figure 5.
This network consists of four stages that drive a second group
of four. The second group is made up of the first four stages
with a reversed topology—it is the mirror image of the first.
Adding this second half produces a complete MIN switch
fabric in a minimum number of stages.

The first four stages (see Figure 5) enable any output to be
reached from any input via one specific path. This is the
standard Banyan configuration. The second four stages use a
reversed Banyan topology. Together, the two sections provide
the multiplicity of paths required for a MIN switch fabric.
That is, in an N:N MIN switch fabric, N internal paths are
available to reach any output from an arbitrary input.

Each basic switching element used in this switch fabric is a
2:2 switch. (See Figure 6.) Depending on the value of switch
line SW, the data will be either passed or crossed between the
input and output lines. Figure 7 shows the implementation of
the basic switching element using Actel DFMEIA ACT3
multiplexed flip-flops. As shown in the figure, two
multiplexed flip-flops are required to implement the
switching element. The truth table for the basic switching
element shown is given in Table 1.
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Figure 7 * 2:2 Basic Switching Element SWCELL

Table 1 » Truth Table for 2:2 Basic Swilching Element SWCELL

Clock Enable Switch

CLK E SwW YO Y1
X 1 X As in previous state As in previous state
T 0 0 A B
T 0 1 B A

Notes: T =Triggered on positive edge of clock
X = Don't care

Assuming an N:N MIN switch fabric, the number of stages in
the network is 2logyN. If N = 16 (as in the present case), the
MIN switch fabric is implemented in eight stages. Thus, a
16:16 MIN can be constructed of eight stages, with each stage
consisting of eight 2:2 basic switching elements.

Switch Fabric Driving Circuit

The driving circuit for the MIN network is similar to the one
used for the multiplexer-based switch fabric described in the
previous section. As shown in Figure8, the switching
elements (SWCELL) are connected to each other to
implement the topology shown in Figure 5. The SW lines of
the switching elements are driven by the outputs (S[63:0]) of
a 64-bit shift register. The S[63:0] signals are received as a
serial bit stream (SWSEL) and are converted to parallel form
by a 64-bit serial-to-parallel shift register (SIPO64). Input
data to the switch is received on the lines IN[15:0] and is
clocked to the outputs once the SWCELLSs are enabled.

It takes eight clock cycles to fill the switch fabric pipeline,
after which data is present on the OUTP[15:0] bus at each
clock cycle. The 64 bits of the data selection word (S63:50)
from the shift register are used to select the appropriate
routing through the switch fabric. Note that there are
separate clock lines for the shift register and for the switch
fabric so that data can be clocked to the output bus at a rate
different from that of the shifted control bits S[63:0].

Note:

The complete multipath intercomnect switch
Sfabric is implemented by using 128 (8 x 8 x 2)
multiplexed flip-flops of the type DFMEIA. The
straight multiplexed switch structure discussed
in the previous section requires 80 (5 x 16)
DFM6A multiplexed flip-flops. However, this size
differential does not translate for larger values of
N (where N is the number of input and output
ports). As N gets larger, the number of modules
required to implement the MIN network does not
increase as rapidly as it does for the simple
muzx-structured network. Also, motice that the
multiplexed flip-flop used in the MIN network is a
2:1 type, whereas the straight mux switch fabric
requires a 4:1 type. The 2:1 multiplexed flip-flop
offers the advantage thal, because of its lower
Sfanin, it is easier to route on the Actel software.
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Figure 8 » Top-Level View of the MIN Switch Fabric Design

Timing Analysis

The MIN switch fabrie discussed here can be implemented in
most Actel ACT 3 devices, such as the A1425A, the A1440A,
Al1460A, and the A14100A. The timing analysis given in this
section was obtained from the A1440A-2.

The MIN switch fabric can be operated as fast as the slowest
switching element can switch its data from input to output.
The basic switching element has a 5.7 ns clock-to-q
(input-to-output) delay, along with 0.7 ns of setup time.
Hence, the maximum frequency of the switch fabric clock is
156 MHz. In a 16:16 switch, this provides a maximum
throughput of 2.5 gigabits per second. Note that it takes eight
clock cycles for data to move from the switch fabric input to
its output (about 51.2 ns). However, as in all such pipelines,
once all stages of the network are filled up, data is output at
every subsequent clock cycle.

Conclusion

The basic concept behind switch fabrics is multiplexing data
from input ports to output ports. The multiplexer-based
architecture of Actel FPGAs fits this requirement. High-speed
switching networks of almost any topology can be
implemented efficiently using the multiplexed flip-flops in
the Actel library. Each of these flip-flops is mapped fo only
one sequential module within the FPGA to take maximum
advantage of the die area within the chip.
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Figure 8 » Top-Level View of the MIN Switch Fabric Design (continued)

5-25



s/

5-26



=Actz/

Application Note

Universal Serial Bus

Host Interface on an FPGA

For many years, designers have yearned for a
general-purpose, high-performance serial communication
protocol. The RS-232 and its derivatives have long since been
eclipsed by the requirements for speed and integrity of data.
The emerging Universal Serial Bus (USB) specification may
well prove to be the answer to the needs of system designers
for now and the future.

USB Background

The USB was developed by a consortium of companies,
including IBM, Microsoft, Intel, and others. These companies
saw a need for a robust link between PCs and telephones.
They also sought to make PC peripheral ports more
expandable to support more devices outside the card cage.
Concomitant with the expandability requirement are support
for a range of transmission rates for different devices,
maintenance of data integrity, and automatic PC
reconfigurability. Overall, the goal of the USB is to provide a
low-cost, flexible, easy-to-use bus that can support PC
expansion at real-time audio/video data rates.

USB Specification

The USB is defined as an industry standard, which can be
implemented by any company that produces a device to
communicate with other USB devices. The standard defines

Table 1 » USB Applications

communication  protocols,  transactions, electrical

characteristics, and bus management.

Some of the applications for the USB are shown in Table 1,
which categorizes them according to performance
requirements. The USB consists of a host and its devices,
which are connected in a hierarchical topology, as shown in
Figure 1.

HOST

HUB

| DEVICE | l DEVICEJ

DEVICE

HUB

Figure 1 » USB Topology

Performance Applications Attributes
Low speed Keyboard, mouse Lower cost
Interactive devices Stylus Hot plug-unplug
10-100 KB/s Game peripherals Ease of use
Virtual reality peripherals Multiple peripherals
Monitor configuration
Medium speed ISDN Low cost
Phone, audio, compressed video PBX Ease of use
500 KB/s—10 Mb/s POTS Guaranteed latency
Audio Guaranteed bandwidth
Dynamic attach-detach
Multiple devices
High speed Video High bandwidth
Video, disk Disk Guaranteed latency
25-500 Mb/s Ease of use
April 1996 5-27
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Figure 2 ¢ Three-Stage Transfer Packet Fields

The USB protocol supports three types of communication
packets: token, data, and handshake. Depending on the
purpose of the communication, a transfer may consist of all
three packet types, a token and handshake, or a token alone.
A three-packet transfer is for normal data transfers with
handshaking, A simplified view of the fields in each packet in
a three-packet transfer is shown in Figure 2. The fields of a
single-stage or token-only packet are shown in Figure 3. (Not
shown are the 1-byte synchronizer fields that head each
packet and are filtered out by the data synchronizer
hardware.)

l 8 bits I |11 bits| |5 bitsJ
CD TIME CF&

STAMP
Y

Token Packet

Figure 3 * Start-of-Frame Packet Fields
A USB Interface on an FPGA

Developers of interfaces to buses, such as the USB, specified
without a carrier clock have many asynchronous events to
contend with. For example, the USB host must phase lock to
asynchronous data transmitted from any one of several
possible frequencies within eight transmitted bits. Designing
a system that can asynchronously detect a valid data stream
and phase lock to it throughout the transmission is a delicate
task. Debugging such systems can only be done in hardware
at actual clock and data rates. The debugging usually requires
several iterations of the design, making an ASIC
implementation impractical.

Using an FPGA to prototype the design for system verification
is the safest and lowest-cost path to validating the design. For
the design example described here, we use a member of the
Actel 3200DX family of devices. These devices have the
resources and the performance to implement a working
system.

The low granularity of the logic modules on the 3200DX
devices make them good candidates for efficient design
synthesis because the synthesizer can map library
components directly to the logic modules.

The design description presents a somewhat simplified view
of the USB specification so as to focus on the role of the FPGA
in the host system. We do not discuss operating system issues
such as how to process erroneous or incomplete data
transmissions. The status for such occurrences are encoded
according to the requirements and passed to the operating
system running on the CPU.

USB Host System Architecture

The architecture of the USB host interface is shown in
Figure 4. There are data paths between the bus and the host
supported by a FIFO attached to bidirectional data paths. On
the host system side, the FIFO sends received data to the
main memory using DMA. (The DMA controller is system
specific and will be left as a block.) In data transmissions, the
host loads data to the FIFO from main memory.

The host establishes and maintains a connection table that
contains target data for token formation and time stamps.
The table contains all the device-specific information
required to make transfers between the bus and the host.

The operating system initiates transfers by loading the
Packet Type register with the packet type code and with the
connection table starting address to point to the PID code
and to the target device description in the connection table.

Transactions requiring acknowledgment are terminated by
an overflow of the time-out counter. The Status register
provides feedback to the host operating system as to the
results of bus transfers.

On the USB side of the data path, a serializer and a Shift
register convert data between serial and parallel formats.
Data is pushed or popped from the FIFQ according to the
direction of the data. The CRC is used to append a code to
outgoing packets and to compare against the codes of
incoming data.
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Figure 4 » System Architecture

All data transfers are NRZI coded and decoded. NRZI At the edge of the USB and the interface is the synchronizing
encoding represents a logical 1 as no change in level and a logic. Eight bits of synchronization data are sent by the
logical 0 as a change in level. The NRZI coding state graph is transmitter prior to each packet. The synchronization data
shown in Figure 5. are discarded by the receiver and is not shown in the packet

Transmissions are also bit stuffed to retime the receiver logic. ~ field diagrams.
Stuffed bits must be inserted by the transmitter and
discarded by the receiver. The bit insertion state graph is
shown in Figure 6. Both the NRZI and Bif-Stuffer state
machines are alerted to the presence of data on the next
clock edge by the Data Flow Control state machine.

DATA + DATA * ONE

INCREMENT
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DATA

I COUNT=6
DATA * ONE DATA * ONE
INSERT 0, RESET COUNTER
DATA LEVEL

TRANSITION

NO
CHANGE

Figure 6 * State Graph of Bit Stuffing

Figure 5 ¢ State Graph of NRZI Coding
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The transmit side of the system described multiplexes
outgoing synchronization and communication data so as not
to NRZI code or bit-stuff code the synchronization byte. Data
transfer frequency is selected through the clock multiplexer
according to the target frequency. On the receive side, there
is a phase lock loop to detect a synchronization clock and
align incoming data to the local clock.

Operation

The state machine assembles packets under the direction of
the operating system, which determines the schedule
composed of slots, frames, and superframes. Frames consist
of a start-of-frame (SOF) token and successive transfers. The

Assembly state machine is keyed to the beginning of a frame
by the operating system and inserts an SOF token at that
point. A superframe is made up of several frames, each of
which has its own SOF token.

Packets can consist of tokens only when all transmitted data
comes from the connection table. Other packets include a
token and data packet, with the latter coming from the FIFO
and being appended to the token by the state machines.

There are state machines to control the packet and data
transfer processing. The packet processor, shown in Figure 7,
calls the Token Formation state machine, shown in Figure 8.

TOKEN ONLY

NACK DATA OUT

SYNC

PiD

DATA

ACK + TIME-OUT + NACK + ERROR

TRANSMIT

CALL TOKEN FORMATION
STATE MACHINE

DATA IN NACK + TIME-OUT|

NACK * TIME-OUT

REVSYNC * DATA

TRANSMIT

TRANSMIT

Figure 7 * Packet Processing State Graph
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The query timer activates the Connection Polling state
machine, shown in Figure 9. The polling broadcasts a default
address for response by any device new to the network. A
response is relayed to the host so that the device can be
configured and its entry made in the connection table.

QUERY_TIME + BUS_BUSY

QUERY_TIME + BUS_BUSY

CALL TOKEN FORMATION
WITH DEFAULT ADDRESS
ACK*TIME-OUT._| pone

WAIT TO
RECEIVE DATA

TIME-OUT
ACK

CALL TOKEN FORMATION
WITH ASSIGNED ADDRESS

Figure 8 » Token Formation State Graph

TRANSMIT CRC

DONE * DATA_IN

Figure 9 ¢ Connection Polling State Graph

The operating system uses the configuration table to store the
token bytes (except for the last 5 bits of the last byte, which
come from the CRC as calculated during transmission).

Transmission control is divided into two parts; Packet
processing has overall responsibility, and the Token
Formation state machine controls the flow of bytes making
up the token.

The Token Formation state machine increments the token
buffer address counter to point to the next byte so that it is
available for transmission before the last bit of the previous
byte is shifted out (indicated by the DONE condition in the
state graph). On the next clock, the first bit of the next byte
begins transmission.

The USB host must support different data clock rates from its
devices. The system contains a clock generator counter
whose outputs decode to the USB data rates. Data describing
clock rate comes from the connection table and is registered
to select the appropriate clock frequency for the session.

FPGA Design

All state machines are implemented in the FPGA by using
bit-per-state encoding. This encoding scheme uses one
flip-flop for each state, minimizing combinatorial logic
resource requirements. Bit-per-state encoding takes
advantage of the balance of sequential and combinatorial
resources on the device. It is also the highest-performing
encoding scheme.

Data is clocked in and out of the device at a rate determined
by the device definition. The frequencies of the possible
clocks have not been defined as of this writing, but the
variability will require the clocks to be generated within the
FPGA, making the USB interface a multiple-clock design.

The 3200DX family features quadrant clocks, which are
suited for the multiple and dynamic frequencies
requirements described here. Logic common to some clock
frequency may reside in one or more quadrants and be
clocked by those quadrants’ clocks. Other logic using
different clocks may reside in another quadrant.

The existence of dedicated, dual-port, synchronous SRAM
resources on the device allows easy implementation of FIFOs
for bidirectional communication with the USB and the host
system main memory. The FIFO buffer storage uses the
dedicated, dual-port SRAM for message storage. Because
reads and writes are completely separate, the FIFO controller
may allow data from one side of the buffer to be transmitting
while the other is receiving.

The FIFO design need not be specified, since it is generated
automatically by the Actel ACTgen Macro Builder. The tool
will create the FIFO once you enter its size and features. The
netlist will be integrated with the top-level design during
compilation. The netlist may also be converted to the design
in HDL and referenced as a component for simulation.
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The connection table and other register functions may also
be implemented in synchronous SRAM where addresses are
registered and outputs change on clock edges. That allows
built-in latency on accesses so that the data in a token field
can be shifted out from the Memory Output register while the
address for the next is used to access the memory. By this
mechanism, the last bit from 1 byte is succeeded by the first
bit from the next byte on the next clock edge.

The entire USB interface fits easily into a midsize 3200DX
device, leaving resources for the DMA and other host
interface functions.

Conclusion

New interface standards are popular targets for
implementation in FPGAs. The Universal Serial Bus (USB) is
a popular emerging interface standard and is easily
implemented in Actel FPGAs. In particular, the 3200DX
family offers the speed, capacity, and on-chip FIFO capability
required by USB. This application note along with the
complete design files and test cases (in both schematic and
HDL) are available from Actel. Visit the Actel World Wide
Web site (www.actel.com), or contact Actel Technical
Support.
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Application Note

A 155 Mbps ATM Network Interface Controller
Using Actel’s New 3200DX FPGAs

Given that the asynchronous transmission mode (ATM)
peripheral market is highly competitive and time-to-market is
critical, logic designers must meet shrinking design cycles.
Until recently, designers had to rely on gate arrays to deliver
the performance and features required for network
peripherals. The current generation of FPGAs, however,
allows the designer to achieve the performance and capacity
required for ATM applications and to meet the key
time-to-market goals of these fast-evolving applications.

Introduction

An ATM network interface card (NIC) requires high-speed
system logic functions such as DMA controllers, memory
(DRAM, SDRAM, VRAM) controllers, FIFOs, and bus
interfaces. This paper describes a 155 Mbps ATM NIC
controller that can interface to any standard microprocessor
bus. This design, in conjunetion with a microprocessor
controller and a standard SRAM device, is capable of
implementing the segmentation and reassembly (SAR)
functions for AAL3/4 communications. This includes the
control and interface to the ATM physical layer interface
(Utopia), a 1 MB dual-port SRAM, and a host bus. The host
bus was chosen as a generic bus for simplicity; however, the
discussion applies to any of the popular busing architectures
such as PCl, VME, EISA, and SBUS.

Controller Architecture

A block diagram of an ATM NIC is shown in Figure 1. The
Utopia interface provides a standard data-path protocol for
interfacing to physical layer components. A received cell is
written into a 64 x 8 FIFO, which can store an entire 53-byte
ATM cell, and is clocked at the 25 MHz Utopia clock rate.

The received ATM cell is read from the FIFO at 66 MHz and
the cell is written into system memory (dual-port RAM). The
dual-port RAM temporarily stores received data packets
while they are being reassembled. The RAM space can be
organized such that cells with different virtual channel
identifiers (VCI) and virtual path identifiers (VPI) addresses
are stored in separate memory areas for reassembly. Thus,
the RAM can be accessed based upon the VCI/VPI fields. The
addressable contents contain pointers to memory space
where reassembly takes place. The DRAM controller reads
and writes data to the dual-port RAM device.

The first 5 bytes of an ATM cell contain overhead information,
such as destination address, and an error control byte. When
reading the ATM cell from the receive FIFO, the first 5 bytes
of the cell are directed to the header error control (HEC)
block. The HEC is an 8-bit cyclic redundancy code (CRC),
which detects transmission errors in the ATM cell header.

ATM Cell Definition

Figure 2 shows the definition of the ATM cell. The cell is
composed of 53 bytes, with 5 header bytes and 48 data bytes.
The header contains 4 bytes of addressing and 1 byte of error
checking information. The addressing information is one of
two different types, the user-network interface (UNI) and the
network node interface (NNI).

The UNI has one significant difference from the NNI. The first
byte of the UNI contains a generic flow control (GFC) field,
whereas the GFC is not required in the NNI. The GFC
designator is used only for traffic traversing the UNI
interface, where the operation, administration, and
management (OAM) functions are required.

The remainder of the UNI and NNI fields contain VCIs and
VPIs. VCIs and VPIs are used to establish connections within
the network and can be thought of as the user’s connection
address. Unlike Ethernet, these addresses are assigned on a
connection-on-demand basis, not a fixed number for each
user.

The HEC field is an error check field and can also correct for
single bit errors. It is calculated only on the header; the
48-byte payload is not included.

Receive FIFO Design

The receive FIFO is implemented in a dual-port SRAM
internal to the FPGA. Data from the Utopia interface is
written into the FIFO until the entire cell is available. The
FIFO is implemented in the dual-port SRAM and uses the
synchronous operation mode. The controller provides the
data to the FIFO and activates the write enable signal. On the
next write clock, the data is written into the FIFO.

Data can be read out of the FIFO independently from the
read port because of the dual-port nature of the SRAM. The
read port can operate at the required 66 MHz to achieve the
required bandwidth on the 32-bit bus.

April 1996
© 1996 Actel Corporation
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Figure 2 » ATM Cell Definition

A variety of FIFO can be automatically generated by the
ACTgen Macro Builder tool of the Actel Designer Series
software. The user can specify the size, features, and other
key functions of the FIFO and ACTgen automatically
constructs the requested FIFO “flavor.”

DRAM Controller

The DRAM control circuitry is shown in Figure 3. The key
blocks of the design are the address multiplexer, the refresh
counters, and the RAS/CAS select logic. Timing on RAS and
CAS is preserved by using bidirectional buffers on the RAS
and CAS select lines, a common technique when interfacing
to DRAMs.

5-34



A 155 Mbps ATM Network Interface Controller Using Actel’s New 3200DX FPGAs

Timing Control
State Machine

Select ————*
Row
Address
MUX

Column

RDRV {>

@
>
Ol
w

(@]
g
v
X
g

O
b
[
Z

O

P

[
[
>
(%]
o

BASO PRAS

Figure 3 * DRAM Controller Design

A simple DRAM controller is available from Actel as a
predefined function for the 3200DX family.

Packet Assembly

Packet assembly is accomplished in the DRAM. The typical
contents of the DRAM are shown in Figure 4. Packets are
assembled in the DRAM as the data is emptied from the
FIFO. A linked list data structure is used to distribute the
data to the required packet. Once a packet is completed, the
receive buffer link list is updated. The output DMA controller
processes the linked list structure in hardware, keeping
processor overhead low. The processor can use its processing
power on managing the higher-level protocol algorithms
because the low-level data transfers are handled in the
FPGA.

A simple DMA controller is available from Actel and can be
customized by the user to implement more complex transfers.
The design uses VHDL to make it easy to customize. Changes
to the state machine make possible additional features, like
automatic chaining, burst processing, and bandwidth
management.

Header Error Control Design

The header error control logic determines if an error has
occurred in the header and can correct for any single bit
error. The generator polynomial for - the header is
X+xX2+X+1 and is implemented with XOR gates, as
shown in Figure 5. A parallel implementation of the CRC is
also possible. It uses a larger number of components but can

compute the full 8-bit CRC in a single clock cycle. A VHDL
code fragment is shown in the following display. The X[7-0]
bits are the contents of the CRC register, and the D[7-0] bits
are the 8-bit data input. The full design is available from Actel
and can be implemented in any Actel FPGA family.

X[7] <= D[7] xor D[1l] xor D[0O] xor X[7];

X[6] <= D[6] xor D[0] xor X[7] xor X
X[5} <= D{5] xor X[7] xor X[6] xor X
X[4] <= D[4] xor X[6] xor X[5] xor X
X[3] <= D[3] xor X[5] xor X[4] xor X
X[2] <= D[2] xor X[4] xor X[3] xor X
X[1] <= D[1] xoxr X[3] xor X[2] xor X
X[0] <= D[0] xor X[2] xor X[1l] xor X

Processor Interface Design

The processor interface can be a generic high-speed
synchronous interface using a block transfer mechanism to
keep bus bandwidth high. Since ATM is a packet-oriented
protocol, a block-oriented transfer mechanism to the
processor memory is most efficient. The DMA controller can
be a complex controller with features like chaining and
threading, bus throttling, and other bandwidth-optimizing
features—or a simple, fixed-size, block fill controller. The
optimum design will depend on the processing needed by the
CPU and the performance requirements. FPGAs can be very
effective at accelerating processing requirements by getting
data set up prior to CPU processing. Many algorithms can be
significantly sped up if the data is first organized by a smart
DMA controller. This allows the CPU to focus on the
processing portion of the algorithm.
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FPGA Implementation

The design can be implemented in an Actel 32200DX FPGA
and a single bank of DRAM, and it would operate in excess of
66 MHz internal to the FPGA with a 33 MHz interface to the
processor. Actel-provided designs for the FIFO, DRAM
controller, and DMA controller help speed the design and
ensure that key timing constraints can be met, prior to
completion of the entire design.

Applications like this, with complex interactions at the
system level, may require additional logic to be designed for
use during debugging. The Actel 3200DX family, with its
Actionprobe capability, allows the designer to observe all
internal signals during device operation, making it easy to
identify design errors without needing to change the design.

Summary

ATM network interface cards require high-speed system logic
functions such as FIFOs, memory controllers, DMA
controllers, and decoders. The 3200DX family, with its system
logic integration features of high-capacity, fast dual-port
SRAM and wide-decode function, provides just the right mix
of capabilities for applications like ATM network interface
cards. These system logic functions, along with the
predesigned functions for FIFOs, DMA controllers, and
DRAM, make the 3200DX family an ideal
quick-time-to-market solution.
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Application Note

Memory Page Translation

On a Single FPGA

Actel’s 3200DX family includes devices that have high-speed
dual-port SRAM blocks on-chip. These blocks can be used for
a variety of system functions, including FIFO, register files,
control store for state machines, and table lookup. Table
lookup algorithms are common in many applications like
networking, communications, graphics, and computer
peripherals. Memory page translation algorithms provide a
good example of how a table lookup function can be
implemented in Actel 3200DX family FPGAs.

Overview

Powerful workstations have memory systems that support
multitasking operating systems. Such operating systems use
virtual memory addresses for memory accesses that must be
translated into physical addresses. Workstations and
mainframe computers employ sophisticated hierarchical
memory systems with accesses beginning at the level of a
virtual, variable-size memory segment and ending at a
physical, fixed-size page.

Memory access requires that a virtual address be translated
into a physical address. A memory translation system must
first decode that a processor cycle is accessing memory. Once
a memory access is recognized, the address translation
system must translate the virtual address to a page-level
address. At the same time, it has to verify that the page is
valid and accessible while quickly applying the physical
address to complete the access cycle.

Storing the translations of the most recently used pages in
fast SRAM greatly improves main memory access time
because the translation requires little overhead. During the
page address translation, the bank-select address field can
enable the bank, and the page offset can be applied as the
RAS address to main memory. The page (CAS) address will be
available from the translation buffer when the memory is
ready for it.

For efficient address translations, it is important for the
translation buffer memory address and data ports to be well
integrated with their control logic. Translation memory data
must also have rapid, deterministic access times and fast
paths to I/O pads. An FPGA integrating logic, dedicated
SRAM, and decode is an ideal vehicle for a memory
translation system.

Unlike the memory found on other FPGAs, the 3200DX family
memory is a dedicated resource. Like a discrete SRAM
device, the 3200DX memory provides a guaranteed access
time on reads or writes. Integrating logic and memory on one
device greatly speeds the memory translation process.

Memory System Organization

Memories in sophisticated, multitasking computer systems
must store and keep track of data being used by different
processes. The operating system has to allocate memory so
that a process does not overwrite an other’s space.

The operating system kernel and each process are assigned to
a portion of memory called a segment. Segments are large
areas of virtual memory of variable sizes. Individual segments
can be subdivided into fixed-size physical pages.
Segmentation allows process address space to be dedicated
to procedure or data. It also allows application of access
control to prevent undesired interaction between the data of
different processes.

CPU addresses are made up of fields such as those shown in
Figure 1. The MSBs of the address point to a register file
containing segment description data. The middle field
contains the virtual page address, which must be translated,
and the LSB field is the physical page offset.

L

1 J

}

Segment
Reference

Virtual Page

Page Offset

Figure 1 » CPUMemory Address
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As the CPU address is issued, the segment description file
and translation buffer are addressed simultaneously. The
fields of a segment description are shown in Figure 2. The
lower fields tell whether the segment is used, paged, or
present in the translation buffer, and they indicate the
segment’s bank address, access lever, write level, and page
table base.

The segment reference can be stacked in two register file
locations such that all the fields, except the page table base,
are accessed first and the page table base is read
subsequently. The latter field is used only if the data in the
earlier fields qualify the translation and the translation
misses.

Should the data in the first segment description access abort
because, for example, the segment is invalid, the information

is passed immediately to the CPU. Otherwise, the translation
begins with the virtual page address used to access the
translation buffer. At the same time, the bank address is
passed to access the bank in main memory. The highest level
of memory reference is the bank address. Banks can contain
segments, but a segment cannot be spread across bank
boundaries.

A translation buffer entry is shown in Figure 3. It contains the
physical address of the page and some bits indicating access
privilege levels. There is also a field to compare the segment
with the register file segment reference and (in some
systems) with some of the upper bits of the virtual page
address. A comparison failure means that the translation
entry is invalid and should be updated.

11

Ifl | [ f
Valid T Bank Address

Access Level T Page Table Base

Paged Write Level
Instruction Buffer
Figure 2 » Segment Description
T Physical Page Address

Access Privilege Levels

Upper Virtual Address Bits
Segment Address

Figure 3 * Translation Buffer Entry

When there is a translation miss, the page table must be
addressed to fill the buffer line with the correct physical page
address. The page table contains the physical address of all
the pages.

The operation, shown in Figure 4, can be performed by
shifting the segment page table base up some number of bits
and adding it to the virtual page address (generally shifted
down for positioning relative to the page table base) from the
original CPU reference address. The sum is used to address
the page table, which yields the physical page address. That
address is then used to complete the original CPU memory
request and fill the line in the translation buffer for the next
reference to the page simultaneously.

| Page Table Base

| xxx |

+
[ xxx [ Virtual Page |

L Page Table Address l

Figure 4  Page Table Address Calculation
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Operation

The architecture of the address translator is shown in
Figure 5. The most significant address bits drive the register
file to access the segment description while also accessing
the translation buffer. In some systems, the highest bits can
be used by a comparator to determine whether the CPU
address is a main memory reference at all. The comparator
output enables the storage element in the translation system.

The translation controller must consider the various status
fields from the description and the privilege field from the
buffer to see if the main memory access is allowed. It must
also note the output from the comparator of the segment
address field from the CPU with that found in the translation
buffer line to ensure that the buffer entry is valid. Should
these checks prevent the memory access, the controller
passes the access status back to the CPU.

If the buffer entry is invalid, an adder sums the page table
base and the page address from the CPU to retrieve the page
address from the page table.

Main memory accesses are complete when the translation
completes successfully, when the bank address from the

segment description is concatenated with the physical page
from the buffer, and when the page offset from the original
CPU address is concatenated with the address in main
memory.

Memory

The 3200DX family devices contain a number of features, in
addition to logic and I/Q resources, that are used in the
translator design. The 32300DX, for example, has 12 SRAM
blocks, each of which can be configured into a 32 x 8 or 64 x 4
memory during device programming. In addition to the
individual block address lines, memory blocks are four-way
cascadable in depth without additional logic. Width
cascading requires the use of a multiplexer on data reads.
Four-block depth cascading uses up to two of the existing
enable signals (BLKEN and WEN) on the SRAM block.
Additional cascading is also possible, but, due to the
placement of the memory block on the device, it would entail
dispersion of the address and data, and therefore different
delays.

Main
Memory FPGA
‘—D Access
Virtual Address l_ Decode Main
CPU Segment R Memory
D Description, Segment Description Address
Register
File
Access Level Page
Table
e Data
D Address
Translation
Buffer
Physical Page Address
Page
Table
l Adder Address
Access |/
Field
Comparator
+
Contraller | Status
| I |
————

Figure 5 * Address Translator Architecture
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The memory is dual port, with separate address and data
ports for reads and writes. The separate ports allow for
simultaneous reads and writes.

Writes are synchronous with the write clock (WCLK). The
memory can be operated in synchronous or asynchronous
read mode, selectable at device programming. In
synchronous read mode, data is registered internally and
remains valid on the SRAM outputs until the assertion of the
next read enable (REN) and read clock (RCLK) signals.
Asynchronous reads require only the address and the read
enable. Unlike the memory resources offered on other FPGAs,
the 3200DX memory has guaranteed access times regardless
of the width or depth of the configuration.

Depending on the system requirements, the SRAM resource
can be used in different ways. The memory could be entirely
devoted to the translation buffer of the dimensions 128 x 32
or 256 x 16, for example, where the width requirements of a
translation entry would determine the number of entries
possible. Another alternative would be to use two blocks to
store sixteen segment descriptions of four bytes each and to
use the remaining SRAM resources for the buffer. Other
systems, as mentioned earlier, might divide the buffer into
kernel and process sections where the entire contents of the
process side are flushed on a context switch.

Dedicated Decode

The family also features dedicated decode logic modules. The
32300DX, for example, has 32 such decoders. Each decoder
has seven inputs and a polarity-selectable output. The
decoders are located around the periphery of the device,
allowing fast routing from inputs. Alternatively, the decoders

can be driven from internal AND gates to expand their widths
up to 35 inputs. Decoder outputs are available to internal
logic and have a hardwired fast path to an output pad.

Implementation

The sample design shown in Figure 5 uses a register file made
from a segment descriptor with a single translation buffer. A
decoder qualifies the CPU address as a main memory access
and enables the register file and the translation memory. Two
clocks are required to access the entire description. On the
first clock after the CPU address is issued, all the description
information is available, except the page table base.

During the initial clock, data from the description and the
translation buffer is used by the controller either to abort the
access and return status to the CPU or to complete the
access. If the access cannot proceed because the buffer line
is invalid, then on the second clock, the calculated page table
access is used to address the page table. Data from the table
is written to the translation buffer by the controller at the
same time it is used as part of the address to main memory.

The controller is a conventional one-hot state machine. The
segment address comparator can be implemented with the
dedicated decoder modules. The adder can be synthesized, or
it can be a modified library macro.

Conclusion

Actel 3200DX FPGAs contain on-chip high-speed SRAM
blocks that can be used to implement a variety of table
lookup algorithms. A memory translation example was used
to demonstrate this technique. Details on this design are
available from Actel.
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HDL Methodology Offers Fast
Design Cycle and Vendor Independence

Joseph Cerra, Senior Design Engineer
Wellfleet Communications Inc.

In the highly competitive data communications field, the
ability to bring a product to market quickly is essential for
success. Using FPGAs with an HDL methodology offers this
fast time to market by providing the flexibility to design,
debug and verify, all within the same environment. In
addition, the use of HDL allows the relative ease of
re-targeting a design between vendors/technologies.

The design consists of a complex multiple port DMA
controller for a data communication card that resides in a
high speed router environment. The objective of the design
was to control the flow of data from two TI TMS380 token ring
controllers to a proprietary high speed bus interface utilizing
FPGA technology and high speed FIFOs. The design
contained two DMA engines, one that controlled the data
flow to and from the TMS380’s and the other that controlled
the data flow to and from the bus interface. The data within
the FIFO was monitored by the use of multiple address
descriptors and transfer counters within the FPGA.

During the course of the design process, several FPGA
vendors were considered and implemented based on the
speed, size and architecture of their product offerings.
Additionally, there was a future consideration of converting
the design to a conventional gate array. By carefully writing
scripts files and a “Verilog Wrapper” the core Verilog code
itself was “untouched”(i.e., vendor independent) while taking
optimal advantage of the architecture offered by the various
vendors.

The design process itself had three steps to achieve the
desired target. First, the core Verilog code was written and
simulated at the behavioral level to ensure -circuit
functionality. Once this process was completed this would
become the baseline that would remain unchanged
throughout the design process to ensure vendor
independence. Second, Synopsys script files were written
based on the vendors architecture to keep reasonable
constraints on parameters such as clock period, area, clock
trees and internal delays. These constraints would keep logic
levels and excessive fanout in check. Third, a “Verilog
Wrapper” was written around the Verilog core to take
advantage of architectural differences in the pad logic offered
by the various vendors.

At the beginning of the design cycle it was estimated that the
target design would need approximately 8000 gate array
gates. A gate was agreed upon to be a four transistor two
input NAND gate (gate array equivalent) and not a FPGA
equivalent gate. The desired clock speed of the design was 16
MHz. The toolset for the design was Verilog along with
Synopsys FPGA compiler version 3.2 all running on a Sun
Sparc 20 workstation. The first FPGA chosen was a Xilinx
XC4025 based on its vast amount of gates with additional
benefits of re-programmability and on-board RAM. After
working on the design for several months with help from the
vendor’s application staff, it was realized that the
implementation of this particular design would only yield a
clock speed of about 12.5 MHz.

The benefits of this design flow were realized when a second
FPGA vendor was selected. As stated before, the short design
cycle in this highly competitive market required that the vast
amount of work done on the first FPGA be transferred to a
second FPGA as seamlessly as possible. The second FPGA
chosen was the Actel ACT 3 Al14100 because of its fine
grained and “Synthesis Friendly” architecture. The Actel part
had an additional benefit of flip-flops in the pad ring. The I/Os
were hand instantiated (“Verilog Wrapper”) to take
advantage of these features. The Synopsys script files also
needed to be modified to take advantage of technology
specific features like various clock drivers and inter-connect
delays.

When the core Verilog was about to be written, the choice
was made to use Verilog because at a high level of abstraction
the user can conceptually design a system without regard to a
specific technology. There was also the future consideration
of turning this design into a gate array when the volumes
ramped up and it was desired to keep the core Verilog as
stable as possible. During this design it was discovered that it
was not necessary to select the target technology before the
system design was fully functioning and simulated through
high level Verilog simulation. The desire was to avoid
technology specific code. This would allow the design to be
migrated from one technology to another without core Verilog
changes. The core Verilog was written as generic as possible
in hope that the design tools would ultimately make smart
technology specific choices.

In general, technology mappers want one thing—small
homogenous building blocks. It is for that reason that most
ASICs are mapped reasonably well when it comes to speed
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and density. The basic building block is typically an
equivalent of a 2 input NAND gate. Also, the ASIC
interconnect is a metal to metal “via” that doesn't represent a
significant amount of circuit delay. Therefore the mapper can
produce less than optimal solutions and the ASIC technology
will be much more forgiving. FPGAs, on the other hand are
much less forgiving. This FPGA design pushed both the speed
and density envelope and required two additional steps: The
first was the Synopsys script file, the second was the hand
instantiation of the complex I/0s.

The power of the Synopsys compiler is it’s flexibility through
scripts. The core Verilog code need not be modified to change
a design from a small, medium speed, compact design to a
much faster but larger design. This was accomplished
through design constraints. In this design two types of
constraints were set for each of the chosen technologies:
“design rule” and “optimization.” In general, “design rule”
constraints reflect technology-specific restrictions that must
be met for a functional design (such as maximum loading on
anet). “Optimization” constraints represent design goals that
are desirable, but not crucial to the operation of a design
(such as maximum circuit area or delay).

The Synopsys Compiler tries to meet both types of constraints
with an emphasis on “design rule” constraints as they are
requirements for a functional design. The Synopsys Compiler
uses these constraints to guide optimization and
implementation of a design. Constraints define the goals of
the synthesis process. The constraints for the
technology-specific target can be put into a script file to help
keep the core Verilog code untouched.

The amount of constraints that can be put into a Synopsys
script are virtually unlimited. However, with the described
design task in hand, the following assortment of constraints
were found to be quite useful. The “max_area” constraint
specifies the maximum allowable area for the current design.
When the Synopsys Compiler sees this “max_area” constraint
it computes the area of a design by adding together the areas
of each of its components on the lowest level of the design
hierarchy. The area of a cell is obtained from the specific
technology file. The constant put after the “max_area”
constraint represents the total amount of cells available in
the target part.

The most important optimization constraint is maximum
delay (max_delay). There are four types of delay categories:
Clock to Q (Tcq), Set Up (Tsu), Clock to Out (Tco), and In to
Out (Tio). Since the I/Os were hand instantiated, the only
delays of concern were internal synchronous paths (register
to register). The “max_delay” constraint was carefully set so
the longest path from clock to out of one register, through
logic to the input setup time of the next register was less than
the target clock period of 62.5 ns (16 MHz). The Synopsys
Compiler has a built-in static timing analyzer for evaluating

timing constraints. A static timing analyzer calculates path
delays from local gate and interconnect delays but does not
simulate the design. That is to say, it does not check the
design for functionality. The Synopsys Compiler timing
analyzer performs critical path tracing to check minimum
and maximum delay for every timing path in the design.

The last constraint that was found useful was the
“dont_touch” constraint. FPGAs have special features like
high drive resources (e.g., CLKBUF macro) used for driving
high fanout clock nets and special complex 1/0s that were
hand instantiated in this design. To prevent the Synopsys
Compiler from breaking up and adding buffers to the clock
net the “dont_touch” constraint was added to this net. After
instantiating the /O cells, the “dont_touch” constraint was
added to keep these elements intact.

The final step of the design process was to hand instantiate
the complex I/Os. The idea of this final step was to hand
instantiate the 1/0s and wrap them around the simulated
core Verilog. This is known as a “Verilog Wrapper.” When it
came time to change technologies, it was a simple matter to
change “wrappers”. The I/O ring was manually instantiated
and connected to the top-level of the core Verilog code. When
the “Verilog Wrapper” was written, “Direct Instantiation” of
the complex I/0s was used and the port order was automatic.
For example, when it came time to instantiate a high speed
1/0 flip-flop like the BRECTH cell (shown in Figure 1) from
the Actel ACT 3 family, it was instantiated as follows:
BRECTH

I2(.D(<nl>), .PAD(<pl>),
CLK (n5>) , . TOPCL (<n6>) } ;

When all the I/Os were instantiated, the “dont_touch”
constraint was added in the Synopsys script file.

E(<n2>) .Y (<n3>),.

When all the above mentioned steps were performed, the
design was smoothly transitioned from one FPGA technology
to another and the desired speed of 16 MHz was achieved.
The next step of this process is to convert the design to a
conventional gate array. Although this process has not yet
begun, it is certain that by following the process described
here, the transition will go smoothly.

HIGH SLEW

0 o> {—
— QO ODE
CLK
CLR

i BRETCH

Figure 1 * BRETCH Actel ACT 3 I/0 Macro
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Using FPGAs for 100 Mbit/sec
Imagesetter Application

Thomas A. Everetl, Electronic Design Engineer
ECRM Trust

In the magazine and newspaper industry, imagesetting speed
is critical. Ten years ago, images were outputting 12 inches at
1016 dots per inch (dpi) in 5ms resulting in a peak data rate
of 2.4 Mbits/s. Today's imagesetters output 18 inches or more
at resolutions exceeding 2540 dpi. Peak data rates of
100Mbits/sec are now necessary.

The speed of imagesetters as well as many other business
machines follows the trend of computers, lower cost, and
higher speed. The FPGA facilitates the design in both
regards. The cost of a design is directly related to the
complexity, and increased speed adds to the complexity of
producing a reliable printed circuit board (PCB). So any tools
or devices that can aid the engineer in completing a complex
design are welcome. Designing with the FPGA is made easier
with the use of new computer aided design tools and speed is
only a matter of selecting an FPGA that meets the design
requirements. A wide variety of FPGA parts are available
whether the speed requirements are for fast pin to pin delays,
or fast internal clock and propagation delays.

FPGAs allow designers to continue meeting the high speed
requirements without switching to GaAs or ECL technologies.
Wide counters, registers, address, and data paths can be the
most difficult to implement in a fast design. Incorporating
these critical functions (such as a 16+bit counter running at
100 MHz) on one IC eliminates most of the more difficult high
speed design issues usually encountered at the PCB level.
Design issues such as: clock distribution, propagation delay,
transmission line effects, and power supply noise are all
significantly reduced for an FPGA design. If a design can be
implemented with clear and predictable performance the
amount work required between design and production is
minimized.

With continued shrinking time to market cycles and the need
to remain competitive, logic designers are constantly looking
for methods to maximize the performance of current
technologies. One way to do this is to make use of the FPGA,
incorporating large amounts of circuitry into one package.
Reductions in PCB size and power consumption can also be
realized when designing with the FPGA. Programmability
makes the design flexible, the tools make the designs easy to
implement, and the current speeds of the FPGA make it a
logical choice for high speed designs.

FPGAs were first used at ECRM in the original design of a 50
MB per second imagesetter. At the time the major purpose of
the FPGA was to consolidate the design onto a single PCB of
reasonable size and cost. Speed was of secondary concern as
host computers could not support much more than 50 MB per
second even if the imagesetter could. Faster systems were
much larger and required high performance dedicated host
computers to support the higher data rates. In time the speed
of host computers would increase and the cost would
decrease. One only had to watch the trend of computers to
know the future of all related equipment.

The new imagesetter design did not require an excessively
large number of gates but did have a speed requirement that
was originally thought not to be possible with existing FPGA
technology. Originally the design used a 50 MHz data path
and a 100 MHz synchronization circuit. The new design was
specified to be 2 times the speed of the original. This meant
that the data path would be 100 MHz and the synchronization
circuit would be 200 MHz. Since 200 MHz was not possible
with any existing CMOS technology the alternatives (ECL or
GaAs) were not very attractive. This portion of the circuit
would definitely have to be replaced. The data path was
considered optimized for a theoretical 60 MHz using a 75 MHz
FPGA. If the same ratio applied to the new design the data
path would need a part specified to 160 MHz, also not
available in CMOS at the start of this project. Only
preliminary data was available for parts approaching that
speed. If only we could make the data path run at the
105 MHz rate.

With Actel being the source of the original data path design
we decided to reevaluate the possibility of using Actel parts in
the new design. The highest speed grade of the size part
required was 1056 MHz. All we had to do was fit the existing
design into the new speed grade and be able to achieve better
than 95% of the manufacturers specified speed limit. Timing
measurements showed the original design would not run at
the rated speed and would have to be redesigned, or
replaced. The data sheets as well as some very helpful
application notes in the Actel data books indicated the design
could be made to operate at the rated speed of 105 MHz. We
decided to test the manufacturer’s specifications and see how
fast we could make the 75 MHz part operate. If we could get
the critical parts running at the maximum speed in the
standard parts we would gain the confidence needed to
pursue the design using the highest speed grade.
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There were many parts in the data path that required
tweaking for speed but three in particular needed a new
design approach; a 16 bit up counter, a 4 bit
counter/synchronizer and an 8 bit shift register. Functionally
each piece did not require a great deal of thought. It was the
speed requirement that made the design more difficult. The
two counters had to be capable of running at the limits of the
rated speed without fail even under a battery of stress tests.
The circuit would have to be subject to extreme variations in
both power supply rails, and operating temperatures and still
perform to the design specifications. With these limits in
mind we made or first attempt at optimizing the critical
functions.

We used the Viewlogic schematic capture package to enter
the design and through the combination of Actel's design
tools and Viewlogic's simulation we were able to simulate the
design timing, After a few attempts at simulation we felt we
had a design that would perform as required. System tests at
this point did not quite reach the limit of the device
specification but were far beyond the speed attained in the
original design. After a more detailed performance analysis
we determined there was still some room for improvement.
Logic levels where reduced further and routing delays where
trimmed using redundant logic. Being extremely thorough in
the analysis and maximizing the capabilities of all' the
available tools proved to be worth all of the effort. One more
simulation and we were back to system testing, This time we
were able to run the standard speed device right up to the
specified limit of 76 MHz. Under high temperature and low
power supply voltage the device performed reliably right up
to the maximum rating,

The counter is a 16 bit up counter with synchronous load, and
clear. It is primarily based on the application note
“Implementing Load Latency Fast Counters with ACT 2
FPGAs”, Actel FPGA Data Book and Design Guide, 1994,
page 9-43. The two LSB’s of the counter are the fastest part
of the design as they must toggle at the highest rate.
Therefore the choices for implementation are limited. Also if
the counter is more than four bits the lower two must be
duplicated to keep the routing delays at a minimum. The Q0

bit must have feedback from the Q output with zero levels of
logic to be able to toggle at the period of 1/Amax. The
feedback becomes a select line to a mux that puts the
inverted logic level at the D input to the flip-flop before the
next clock edge. Actel provides macros that implement this
type of function with effectively zero levels of logic needed for
the mux portion. The toggle rate is then defined as; the Tsu
(setup time of the flip-flop) plus the Tco (clock to output
delay of the flip flops pad to pad).

With a high speed data path design in place all that was left
was to fit the design into the higher speed grade part. It was
now time to design the clocking and synchronization circuit
for without a high speed clock we would not have a high
speed design no matter how fast the parts we used.

We came up with a method of synchronizing the system with
a 1x clock instead of the 2x or 200 MHz clock. For this we
chose a device that had faster pin to pin delays as we would
have to use feedback around the part for synchronization.
After prototyping the design we were ready to test the
performance of the 105 MHz design. System tests now proved
the performance of the design right up to the maximum 105
MHz. Timing simulation results closely matched the
manufacturer's specifications and the actual performance
matched the simulation. Current FPGA technology is capable
of performance levels that can satisfy almost any
requirement. A system design engineer need only be aware of
the products that are available and be able to determine
when and where to apply them.

Biography

Thomas A. Everett, Electronic Design Engineer, ECRM Trust,
Tewksbury, MA. I have been with the engineering group at
ECRM for nine years helping to develop imagesetters for the
newspaper and magazine industry. I have contributed at least
in some part to all aspects of design work at ECRM including,
optics, mechanics, digital and electronic design. I have most
recently been assigned the task of increasing the speed of
existing product lines to keep up with todays customers high
speed requirements.
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Design of a High Speed Communications Link
Using Field Programmable Gate Arrays

Amy Lovelace, Technical Staff Engineer
Alcatel Network Systems

Introduction

A communication mechanism has been developed using two
8000 gate Field Programmable Gate Arrays (FPGAs). This
mechanism was developed to provide high speed, serial
communication between shelf processing units in a
hierarchical control system. The mechanism provides the
higher level processing board with a virtual memory link to
the lower level processor boards. The link provides
memory-to-memory transfers between the two processing
tiers. The FPGAs are master/slave devices which provide the
physical link across the backplane and access to the local
memory on each unit. Multiple types of transactions can be
sent across the link from the master to one or all of the slave
devices on the bus. Each FPGA contains internal registers
used to configure the devices for the desired transaction, a
mechanism to do DMA transfers to and from the unit’s
memory, and a mechanism to transfer and receive serial data
over the link. This paper concentrates on the board where the
master FPGA resides, Satellite Processor (SPB).

System Description

SPB is a second tier module that provides the communication
interface between the top level Processing System and the
third tier Processor Elements for I/0 modules and for matrix
modules. The satellite processor is the second-level controller
that resides in each shelf of the SI48 end stage and center
stage shelf. It functionally provides the necessary Operation,
Administration, Maintenance, and Provisioning (OAM&P)
and protective switching. It distributes control to the third
level (smart circuit cards) and controls the functions
required of the dumb circuit packs, such as the Internal
Protection (IPB 101) board. Figure 1 is a typical 1631 SX
application system diagram.

Functional Overview

Figure 2 is a functional block diagram of the satellite
processor. Each component is briefly described in the
following paragraphs.

Central Processing Unit and Memory

The main processor is a 32-bit embedded microprocessor. A
multitask real-time operating system handles the primary
processing functions. The processor controls all functions
and supports memory read/write access, fault detection, and
interrupt control. The processor contains three types of
memory: EPROM, local RAM, and system parameter RAM.
The flash EPROM has asynchronous access via 16 bits of the
available 32-bit data bus. It is used for power-up operations.
Local RAM is addressed at 20 MHz over a 32-bit address bus,
and data is exchanged over a separate 32-bit data bus. Local
RAM includes real-time operating system, communications
driver, application program, application data, and exception
vector. The SPB has two Communication Controllers (CC)
with system and parameter RAM. The main processor
accesses both CCs via 16 bits of the available 32-bit data bus.
Each CC has an associated parameter RAM for internal use.

Communication Controllers

The Communications Controller each provide a redundant
HDLC interface (A and B) to the lower level processors and a
redundant ACL bus to the top level processor. This includes
fault recovery software that uses the other CC as a
communication path to check the database of a failed
satellite processor to reconfigure the new active partner
processor if a failure occurs. CC1 and CC2 are initialized in
the asynchronous mode to provide debug capability via a
front-panel connector. Also, an HDLC communications
link exists between the partner processors for data
synchronization.

A system Integration Block (SIB) is part of each CC. They are
called SIB-CC1 and SIB-CC2. SIBs control the following
functions:

e Parallel 1/0 ports

e Timer

e Watchdog timer

* DMA interrupt controller

¢ (Chip-select lines and wait-state generator logic
e On-chip clock generator with output signal

The SPB contains up to 12 general purpose inputs and 13
general purpose outputs, including the Card Presence
Indicator (CPI), which is used to control dumb boards and
provide alarm detection or activation of service control. The
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CP1I allows the top level processor to poll a missing satellite
processor. This allows the top level shelf to determine if any
satellite processors are not responding with an out-of-state
switch failure or fuse failure response.

Arbiter

The bus arbiter prioritizes CCls and CC2s Serial Direct
Memory Access (SDMA). The arbiter allows multiple SDMA
transfers to be multiplexed onto the common processor bus
to access local RAM and different system and parameter
RAM. It also allows Independent Direct Memory Access
(IDMA) from the CCs and from the master FPGA.

CPU-CC Bus Adapter

The CPU-CC bus adapter logic circuit ensures full local RAM
access for SDMA and IDMA of the CC controllers, It provides
a 16- to 32-bit-wide bus adaption. The master FPGA has a
32-bit-wide interface to the main processor.

Interrupt Request Handler

The interrupt request handler responds up to 48 service
request sources that are generated on the various user boards

within a twin shelf. Any interrupt request within a shelf group
of 24 board elements generates a fast board protection
switch,

Memory Transfer Controller

The Memory Transfer Controller uses two redundant buses
(copy 0 and copy 1) to access user boards and support
protection switching. The Memory Transfer interfaces bus
interfaces with third tier processors in the I/0 and matrix
shelves. This bus is a high-speed serial communication
interface between the satellite processor and transmission
circuits packs. The bus provides serial DMA transfers for a
data rate faster than the HDLC link. This bus is used
primarily for protection switching in the event of a system
failure.

11C Controller Section

The Remote Inventory link (called the RI-bus) provides
access onto the remote inventory data bank (256- by 8-bit
Electrically Erasable Programmable Read Only Memory
[EEPROM]) implemented on each circuit pack, such as
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power converters, back panels, and user boards (with or =~ Power Supply Circuit and Support Logic

without processors). Each SPB has one controller for each of
the six bus blocks on the module. The IIC controller has an
8-bit processor interface and provides the R-bus master and
slave function. It controls all

arbitration and timing.

sequencing, protocol,

The processor circuit pack is connected to two redundant 5V
power converters (copy 0 and copy 1). Each is C-sourced and
fused. A reset circuit monitors the voltage at the input. In the
event of low voltage, the ALM indicator lights and a power-on
reset is generated. A blown fuse on the processor does not
cause loss of service in the twin shelf.
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The support logic provides the functions to access memory,
level shifting to external interfaces and voltage supervision.

FPGA Implementation

Figure 3 is a block diagram of the circuitry implemented
within the master FPGA. This FPGA is an Actel A1280-1 in a
160 pin Plastic Quad Flat (160PQFP) package.

The A1280 is an 8000 gate device which provided the design
group with the capacity to fit a large amount of circuitry in a
single chip and a small board space. Also, the low power
consumption of the A1280-1 was an attractive feature. The
slave FPGA on the third tier processing card is another A1280
with similar functionality.

The FPGA implementation started with drawing the
schematic of the circuit using Viewlogic’s schematic capture
tool. Another tool used during FPGA implementation was
ACTgen. ACTgen is a computer-aided engineering (CAE) tool,
included with Actel's Designer software. With ACTgen’s
graphical user interface, we were able to build structured
macros (counters, adders, etc.) by simply clicking on a few

menu choices. ACTgen then creates functions that are
optimized for Actel architecture. The shift registers and the
24-bit counters in this design were generated with minimal
effort and no simulation effort using ACTgen.

Once all the blocks were generated and the top level
hierarchical schematic was drawn, a functional simulation
verified correct functionality of the design. The design was
then netlisted into Actel Design Language (ADL). The pin
assignment for this design was fixed before the FPGA design
was initiated. This meant that the Actel’s Automatic Place
and Route program was not allowed any flexibility to move
the pins around. Additionally, the A1280 was used to its near
maximum capacity at 98% utilization. Nevertheless, the
Automatic Place and Route program completed the FPGA
layout. Once the chip layout was finalized, the delays were
extracted and a post-layout simulation was performed. The
same test vectors used in functional simulation were used in
the post-layout simulation. The required system speed of
25 MHz was easily achieved and the FPGA was sent to be
programmed for production.

Registers
Clk_Out €—— > Control
Data_Out €—— Memory Master Status
Bus_Enable «—— Transfer |«
Interface Base Buffer
MTL_Clk_In ——» Address
Data_in ——» Y Word Count
3
Bonnie Revision
FIFOs
BR €4—]
Processor Processor
BGACK 4—1 Arpitration | Interface
BG ——»]

24-Bit Data Bus

GoU

32-Bit Data Bus

Figure 3 o FPGA Implementation Block Diagram
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Conclusion

The Memory Transfer link was designed to provide high speed
communication between processing units in a control system.
FPGA technology was used in this project which provided a
number of advantages. The density of the FPGA allowed
considerable savings in board area. Most importantly, the
FPGA provided tremendous flexibility for the design group.
The FPGA chip layout was not even completely defined when
the SPB board was layed out. A1280 allows this flexibility due
to its architecture and abundant routing resources. Even at
98% utilization and with locked pin assignments and a few
design change iterations, the FPGA was placed and routed
with no problems.
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A 256 Channel Control System

Using FPGAs and a PLD

Dave DeLauter, Consultant
DeltaT

This paper describes the development process and the latest
design iteration of a simple Pulse Width Modulation (PWM)
Digital to Analog Converter (DAC) system. From an original
micro based design to the high speed serial implementation
and the extensions described in this paper, the design seems
to continuously evolve with each step opening new
possibilities. The unique flexibility of PLDs and FPGAs allows
the design to have the capability of implementations from a
few 16 bit PWM DACs in an FPGA up to 256 DACs on a
printed circuit board. It also allows the use of more DACs of
less resolution per FPGA such as 8 bit or even smaller. Using
a fast PLD for the microwire-like interface and then
dispersing data to up to 256 DACs implemented in slower
FPGAs is the current level of evolution.

Background

Since we knew that PWMs would work in our application, our
original design called for using a micro and its PWM
capabilities to control few analog signals. As the design
continued we found more places where PWM control would
be adequate and would allow software control of sections of
the product that were not even considered earlier. This
additional level of control would allow software
customization of each implementation while increasing the
reliability of the system.

As the number of possible PWMs being considered grew, we
also decided that it would be useful to drop the micro from
certain implementations of the design and use a parallel PC
port interface with the PWMs in an FPGA. When we
approached our customer with this idea, he reacted with
more possible applications which would include as many as
256 PWM DACs.

Design

The design was then changed to have one “master” FPGA
controlling the parallel port and distributing data to as many
“slave” FPGAs for the PWM DACs as the implementation
required (Figure 1). In some previous designs we had used
PWM DACs in an Actel 1280. In this case we decided initially
to put as many 12 bit PWM DACs in an Actel 1020 as possible
and then clone that part several times on the board. This
structure was developed for the prototype. The actual design

for PWM DACs is well known as is the design of various
parallel port interfaces. The use of the multiple 1020s to add
as many DACs as needed for a particular customer
application allows us to use one printed circuit board for this
design. The Actel 1020s change to support specific
implementations.

Ce—

11020
P\C‘g\NN\

Ss\ave

=

Figure 1 * Parallel Port Diagram

PWM Design

As indicated earlier there is nothing unique about the PWM
structure we are using, Qur PWMs consist of a counter, a
latch, a comparator, and a flip flop. The latch data is
compared to the counter on each clock cycle and when they
are equal the flip flop is set (Figure 2). The flip flop gets reset
by the carry out of the counter and the cycle begins again. In
the Actel implementation, setting the flip flop drives the
enable of a tristate pin that has ground as its input. This pin
in the simplest case drives a resistor-capacitor combination
to convert the asymmetry of the waveform into a DC level
with a 50 percent duty cycle being the nominal midpoint. The
latches we use are reset to a 50 percent duty cycle for
convenience. With this structure, a zero in the latch will force
the output pin to always be ground, so that the external
resistor-capacitor combination (i.e., the DAC output) will
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Figure 2 ¢ PWM Structure

also be ground. As the latch increases in value, the output pin
stays high longer which causes a corresponding increase in
the DAC output voltage. The frequency of the counter sets the
basis of the ripple of the DAC and also the response time.

Only one counter is required to support as many comparators
and latches as the FPGA will hold. There are also tricks that
can be done such as in a mostly 16 bit FPGA adding a carryout
from the counter at 8 bits to have some faster frequency 8 bit
DACs. In our implementations, we have not used a loadable
counter since this changes the range of the DAC. There are
more minimal gate implementation, but the software for
them is more complicated as well. In this implementation, an
8 bit PWM requires 21 modules, a 12 bit, 30 modules, and a 16
bit 39 modules. The latch-comparator-flip flop combination is
replicated usually to a nice number or if only a few parts are
used to the maximum per FPGA. In some systems the input
musxes are added to allow reading the latch data and in some
cases the counter output by the software. No attempt has
been made yet to read in the microwire design.

Microwire

The latest evolution of the design is to allow this customer to
move his system or systems further from the computer by
using a high speed dedicated microwire interface to replace
the parallel port interface. The original idea was to have a
simple 8 bit microwire type port and then feed data to the
Actel 1020s for the PWM control.

When we designed the original microwire version we simply
converted the parallel port FPGA to microwire. This we
realized would have speed limitations which would slow down
the control rate. This paper is the result of rethinking that
portion of the design and using a high speed PLD to allow a
faster microwire for those situations. In this sense it also
reflects a design that is evolving. We could have used a shift
register for the very high speed section and then moved bytes
at the byte rate to the FPGA. Instead we are using a PLD
which will allow us to include more control and sync logic as
well as quickly changing the data path width without
changing our board.

When we were thinking about this paper, we realized that the
whole structure can be applied in more general applications
with each FPGA being different if that is required. Some
PWMs could be 8 bit which would allow more per part and/or
a higher frequency versus others at 16 bit for better
resolution. We have only begun to look at that structure, but
the inherent nature of the FPGA allows for that kind of
change without changing the pcb every time. Also, for this
paper we have looked at using a pinout for the ACT 1 PLCC84
that would also work for the Actel 1240 or even 1280 for some
more complex design changes by adding cuts and jumpers.
This has not been tested.

The initial high speed version of the board will use a PA7024
for the microwire. The pcb will also be set to allow jumpering
directly to the master control FPGA allowing for a slower
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speed minimal implementation with a master Actel 1020. The
microwire version of the design is completely new and has yet
to be tested outside the lab.

The initial microwire design is set up so that an ICT PA7024
receives data from the high speed serial bit link and then
transfers bytes to an ACT 1 FPGA that does chip select,
control, and buffering of the DAC data and address
(Figure 3). This data and address is then passed to one of the
individual slave PWM FPGA modules on the board. Each of
the FPGA slaves contains its own counter which is run from
the master clock on the board.

The PAT7024 fully buffers the high speed serial data. The
FPGAs run on a much slower independent clock. The speed of
the FPGA clock is a function of the desired frequency of the
PWMs. Higher frequencies will have less ripple and/or
quicker response. Since in our application most signals do not
change or do not change very often, we use a slower 8 Mhz
clock. There is a lot of flexibility here. At 24 Mhz with a 3 byte
per channel overhead the rate of change of one channel is 1
Usec so changing all channels is a 256 [isec minimum. In a
parallel port system with a nominal 30K byte per second
capacity, these numbers become 10K channels per second
max or 100 Usec per channel. In some applications we have
used block io software commands to output when all
channels have to be written, but for the most part very few
channels in our system change at once so that the actual data

rate to the channels is fine at 10K or even less. In one
instance where we needed more speed we reduced the data
width and number of channels so that the standard parallel
port worked. It is the ability to adapt the design that makes
the PLDs and the FPGAs of value here by extending generic
circuit designs without completely new boards for each
design.

While we have not needed to change yet, we anticipate using
fast parallel ports, speeding up the software, and using the
higher speed PLD design discussed here for future
implementations. In addition several remote microwire sites
could be controlled from the central control location. The
PLD speed also opens the possibility for future designs
involving interfaces to coax or fiber. At the moment it seems
more practical to let the PC handle this level of interface if it
is required.

Summary

What started as a limited scope application has evolved into a
larger structure which is being designed with the goal of
minimal board changes components and maximum flexibility
of implementation. The use of both PLDs and FPGAs
increases this flexibility. In addition each stage of the design
seems to open more possibilities for the customer as well as
the designers.

PA7024 ACT RSTN
UCLK PLCC28 1020 -~
UDATA S
ADDR
CLK . DATA
Serial | CONTROL
i e o
&l gl z[i# | gl z|& £l gl z||
<| o] allw z| a| al|lx <| al allw
al <| ol al <| ol al <| of|x
ACT ACT ACT
1010 1020 1240
CLK PWM PWM PWM
Slave Slave Slave
PWM PWM PWM
Channels Channeils Channels

Figure 3 * Microwire Diagram

6-13




)/

6-14



At/

Customer-Authored
Application Note

Using an FPGA on an S-Bus Card for
High Speed Serial Data Interface

Steve Eigsti, President
Western Engineering & Satellite Technology

Specialized high speed data processing requires custom
interface circuits to handle data rates which exceed
capabilities of standard discrete logic parts. Using an FPGA
realizes a savings of both power and circuit board space, and
gives additional flexibility to accommodate combinations of
serial or parallel interfaces with special handshaking signals.

Background

Processing image data from Earth observation satellites
requires the ability to receive continuous streams of high
speed serial data, Continuous data rates of 100 Mbps for 20
minutes are not uncommon. It is desired to store this
incoming data in a computer for processing at a later time,
Until recently, customized computer arrays or expensive data
recorders were required to capture the input data. With the
advent of inexpensive, high speed disk drives and powerful
workstations, an inexpensive data processing system can be
designed. An S-Bus adapter card which is a front end for such
a data processing system using Actel's FPGA technology will
be described.

System Description

A block diagram of the S-Bus adapter card is shown in
Figure 1. Requirements for the adapter card include low
power, small circuit board area and ability to receive
continuous high speed serial data. The adapter card consists
of an S-Bus controller to DMA received data to host computer
disk storage, an Actel FPGA which receives high speed serial
data and outputs 32 bit parallel data, and a 32 x 32 bit FIFO to
buffer the input data during DMA operation.

Serial Input Data Reception

The high speed serial input data is converted to 32 bit parallel
data using an Actel FPGA as shown in Figure 2. The design
consists of a 32 bit serial-in-parallel-out-register (SIPO), a 32
bit output buffer register and a high speed 5 bit counter
which counts the number of received bits and generates the
clock enable for the output register. The FPGA also contains

FIFO control logic and S-Bus control logic. The present
design is implemented with a single data input channel.
Additional data channels can be supported to increase the
data rate while using reasonable baud rates.

Data Bit Counter

The 5 bit counter is shown in Figure 3. To obtain the highest
possible performance, it is desirable to keep fanout on nets
low and to use “look ahead” schemes to reduce the number of
logic levels in the design. In the counter implementation, the
FC2 signal goes high on the clock edge which drives Q0 and
QI high. This technique reduces the width of the input logic
driving F3. A similar technique is used for the terminal count
indication (Ten) which goes high on the clock edge which
drives the counter output to 31. The terminal count is used to
enable the clock on the 32 bit output register. Duplication of
the terminal count signal allows the fanout on the clock
enable net to be kept low for minimal delay.

Glue Logic

Interface signals for the S-Bus controller and FIFO
(WR_FIFO, L_RDY, and L_HLDA) are generated in the Actel
FPGA to eliminate the need for external circuitry.

Implementation Results

The serial to parallel data conversion is implemented in an
Actel A1425 FPGA. This design used 28 percent of the
device, Performance of the FPGA measured by the Actel
Timer tool was 108 MHz using a standard speed device. The
low utilization of the Actel device allows additional features
to be added in future design revisions.

Conclusion

A high speed serial to parallel data converter was
implemented in an Actel FPGA achieving high performance,
low power and circuit board area savings. The flexibility of an
FPGA in this application allows for quick design
modifications to increase performance requirements or
change functionality.
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Application Note

Bus Translation Design

Using FPGAs

Venkata Ramana Kalapatapu, Design Engineer
Sand Microelectronics, Inc.

Abstract

This paper discusses the use of a 6K gate FPGA to implement
a design that controls and manages the communication
between a Motorola 68040 bus, two SUN S-BUS devices, and
two static RAMs at the rate of 25 MHz.

RAM
S-BUS #1
FPGA
Mototola
68040
S-BUS #2
RAM
Introduction

The above diagram describes the configuration of the board
with multi-processors and the role of the FPGA to control the
communication between all the devices.

Each processor can be a master or a slave in a particular
configuration while both RAMs have a slave role at all times.
When the Motorola 68040 is the master, either of the SBUS
devices or both can be a slave. When either of the SBUS
devices is the master, only the 68040 can be the slave and the
other SBUS device is idle.

The chip controlling the communication between the various
devices on the board must determine where an incoming
address has initiated, the destination device of choice,
perform bus translation, and detect and correct any parity
errors that occur during transmission.

Requirements
The choice of the device had to meet the following criteria:
¢ Data transfer rate of 25 MHz.

e High 1/0 count (157 1/0s) with a high degree of flexibility
for ease of board layout (pins had to be fixed early in the
design and cannot be restricted to be of one type or
another).

¢ Reliability and high level of signal integrity.
¢ [ast prototyping ability.

o Synthesizability (verilog code).

* Low cost.

e Fase of debugging, and ability to re-place and route
without changing pin assignments.

FPGA Details

The device of choice for this design was Actel’s A1460A-1 in a
208-pin PQFP package. The device had a core capacity of
6000 gates. The device has three high fanout clock networks
for the core and one for the I/Os. Two of the core clock
networks was used in this design. The HCLK hard wired high
speed internal clock ran at 40 MHz. It clocked the control
state machines, the address decoding, and the data
transmission. Another clock network (CLKA) ran at 25 MHz.
It controlled the parity error checking and correction. The
fine granularity of this FPGA was highly suitable for synthesis
and the closest in performance to a full ASIC.

The core of the chip was partitioned into two major blocks:
¢ Control logic and address decoding.
¢ Data Path.

The control logic section occupied the majority of the core. It
included the functions of detecting the Master device,
determining the slave device, controlling data transmission,
and checking and correcting any parity errors that occurred
during bus translation and transmission. The decoding logic
took care of address decoding and of translation.

The Data Path block consisted of the bus translation function
between the Motorola 68040 and the S-bus devices (both the
S-bus and the Motorola bus are 32 bits wide). Also, the Data
Path section included the Read/Write operations from any of
the master devices to the RAMs and visa versa.

The S-Bus operates in a burst transfer mode while the
Motorola bus is not capable of burst transfer mode operation.
Thus a data transfer from the S-Bus device to the Motorola
68040 is a single burst cycle operation.
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The RAMs are 16-bit wide. Thus a Read/Write operation
involving any of the master devices and a RAM is done in two
cycles, each cycle covering 16 bits of data.

Design Encoding and Simulation

The design was encoded using standard verilog VHDL. It was
then simulated using a zero-delay verilog behavioral model
simulator. The design was then synthesized using the
Synopsys standard compiler. The gate level netlist was then
simulated using Actel’s macrocells verilog models library
(unit delay models).

The design was then placed and routed using Actel's ALS
software. The ALS timer was used to check the post place and
route timing on the critical paths as well as overall chip
performance.

In the encoding process some specific flip-flops were directly
instantiated. All the 1/Os were also directly instantiated. Our
experience has been that the performance one gets from an
FPGA using synthesis is highly dependent on proper coding
that makes use of the particular architecture of that FPGA
(mux based in the case of the A1460).

Post layout delays were back annotated to the verilog gate
level netlist using Actel’s SDF interface. The back annotated
design was then simulated using the verilog-XL simulator. The
design was simulated by the same set of input vectors for both
the behavioral design and the back annotated gate level
design producing the same result.

Sample Code

module SRamCtrl ( SC_NIO_CLK,
SC_MEZZ_RESET, SC_ICE2SRAM,
SC_ISP2SRAM,
SC_SRAM_UB_L, SC_SRAM_LB_L );
input [1:0] SC_NIO_SIZE;
input [2:0] SC_SBUS_ACK_L;
input {2:0] SC_SBUS_SIZE;
input SC_NIO_CLK, SC_MEZZ_RESET,
SC_ICE2SRAM, SC_ISP2SRAM, SC_INT_TS,
SC_AS_L,

SC_NIO_RW, SC_SBUS_RW,
SC_NIC_ADR:
output SC_SRAMCYC_L, SC_CSDELAY,
SC_SRAM_CS_IL, SC_SRAM_OE_L,
SC_SRAM_WE_L,

SC_SRAM UB_L, SC_SRAM_LB_L;

wire n640, né64l, n642, n630, n631, ne632,
n633, n634, n635, n636, N637,
n638, né639, n627, n628, n629

IspSRamCyc, \*cell* 111/Z_0,
\*cell*106/CONTROLL;

DFP1 SC_SRAM_CS_L_reg (
.PRE (SC_MEZZ_RESET) ,
.CLK(SC_NIO_CLK), .D(n637),

.Q(SC_SRAM_CS_L) );

DFP1 SC_SRAM_WE_L_reg {
.PRE(SC_MEZZ_RESET) ,
.CLK(SC_NIO_CLK), .D(n640),

.Q(SC_SRAM_WE_L) );

DFP1 SC_SRAMCYC_L_reg (
.PRE (SC_MEZZ_RESET) ,
.CLK(SC_NIO_CLK), .D(n639),

.Q(SC_SRAMCYC_L) );
endmodule;

The design went through two iterations. In the first pass the
core utilization was 98 percent and the design included JTAG
testing. The results were satisfactory but a decision was made
to get rid of the JTAG. The design was modified in a major
manner to push the performance further. The pinout was
fixed from the first round. Re-placing and re-routing the
design went through without any problems at all. The final
core utilization was 70 percent. The final design was
backannotated and simulated at gate level. It was fully
functional at a data transfer rate of 30 MHz.

Although a “-2" speed grade was available for this part
allowing for another 10 percent speed improvement. The
design was finalized in a A1460-1 in a 208-pin PQFP package.

After the design was verified a fuse file was generated in the
ALS environment and Actel’s activator was used to program
prototypes.

Conclusions

Using FPGAs for bus translation applications proved to be
feasible, easy, and reliable. FPGAs provided high I/0 counts
needed for such an application. Also, sufficient core gates
were available for control and arbitration logic. /0
instantiation and writing code that makes use of the available
architecture is instrumental in obtaining optimal results.
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Design of an Active Noise Control System

Using Combinations of DSP and FPGAs

Reza Hashemian, Senior Member IEEE
Associate Professor, Northern Illinois University

Field Programmable Gate Arrays (FPGAs) offer a quick and
cost effective implementation for medium to large size digital
designs that traditionally have been carried out mainly by
ASIC and DSP implementation. However, there are still a
number of processing-intensive applications that no single
FPGA chip, developed today, can handle the entire design.

In this paper, an experimental design of an active noise
control system is introduced that combines both DSP and
FPGA in a task oriented structure. In this design, data
received by the local microphone and the output signals to
the secondary speakers in the noise field are handled by the
FPGA. This include I/O buffers, data paths, memory access,
FIFO, bit-wise manipulations (data shift and logical
operations), and the control block (FSM). Data crunching
such as high speed manipulations and additions for updating
the coefficients in the Signal Processing Block is handled by
the DSP. There are two major design criteria considered
here: 1) split the task between the FPGA and the DSP in
order to reduce the number of DSP instructions as much as
possible, and 2) make the devices to work simultaneously and
with minimum dependency.

Introduction

As an alternative to passive noise cancellation techniques
and often in combination with them, active noise
cancellation (ANC) offers an effective solution in certain
applications. Although still in the development stage, ANC is
receiving considerable attention for applications involving
industrial apparatus, dynamic systems, and domestic
appliances. In contrast to passive techniques, ANC systems
are small, portable, adjustable to different environments, and
less costly. An ANC system can be effective across the entire
noise spectrum, but it is particularly appropriate at low
frequencies of up to 300 Hz, where passive systems are less
effective.

The success of an ANC system depends mainly on fulfilling
two criteria: first, the anti-noise waveform must closely match
the shape and frequency of the noise waveform; and second,
the anti-noise wave must be precisely 180 degrees out of
phase with respect to the original noise waveform, when
reached to the target area.

Failure to fulfill one or both of these criteria may cause the
ANC system to generate a second acoustic noise rather than
cance] the original one. These criteria apparently impose
some restrictions on the canceling system and somewhat
limit its application. First, for a highly effective canceling
system the noise source must be nearly stationary in relation
to the speaker emitting the anti-noise waveform. Second, the
noise source should be located in close proximity to the ANC
system and, for the best results, the target noise must be
dominantly propagating in one direction. This suggests more
of an effective “zone silencing” rather than an open area
cancellation.

Acoustic delay is another important issue that must be dealt
with in a noise canceling system. Physically there are always
distances between the source, the anti-noise generator
(speaker) and the residue noise detector (microphone).
These physical distances provide noise propagation delays
which in turn cause different phase shifts, depending on the
relative location of objects. In a general case of a
non-periodic noise, prediction techniques and adaptive
systems are used to deal with the problem. In this case, an
ANC system is dependent on its ability to predict noise from
its memory of the past, or adapt the response to the incoming
signal as closely as possible. In a periodic noise system,
however, prediction is simply done by storing one or more
cycles of noise. This makes the periodic noise cancelers much
simpler and more effective. And, as a matter of fact, periodic
noise is one of the most common and dominated source of
noise in industrial and even domestic environment today.

Traditionally, two basic methods are used in ANC systems. In
the first method, known as adaptive cancellation, noise is
detected by one or more microphones. The system then
adapts itself to generate anti-noise waveform which
minimizes the residue (mic.) noise. Adaptive cancellation
can be used for both periodic and non-periodic noise.
However, when used with non-periodic noise the adaptive
method is limited because it usually involves a prediction or
an estimation process. Feed forwarding is often used to
predict the noise before it reaches the target. As for the
periodic noise, the adaptation and estimation is basically
reduced to utilizing the past noise cycle for the generation of
the present anti-noise waveform.

The second type of active noise cancellation system is based
on the synthesis method. This involves sampling and storing
one or more noise cycles and, based on this information
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received an actual anti-noise waveform is generated to
suppress the noise. This method assumes that the current
noise cycle will be close to, if not the same as, the past noise
cycle. In other words, this method is more appropriate to a
periodic noise environment, as mentioned earlier. Anti-noise
waveform, in this case, is generated by associating a digital
pulse train with the noise cycle and using this pulse train to
synchronize the anti-noise waveform with the emitted noise.
Typically, this pulse train can be derived from a non-acoustic
source, such as an engine's tachometer or odometer.

Active Periodic Noise Cancellation

Periodic noise such as that emitted by industrial equipment
and even domestic appliances is quite common in our highly
industrialized society. A number of techniques are used in
active periodic noise cancellation (APNC) systems. Some
APNC systems address the sound cancellation needs of
multi-dimensional environments such as a working factory.
Others are more limited in scope and function as zone
silencing systems. For example, a zone silencing system might
be used to cancel the noise around the head of a driver in a
vehicle.

Here, in this article, we use the synthesis method to generate
the anti-noise waveform, in an APNC system. Contrary to the
traditional approach, the signal processing is totally done in
the time domain. This not only adds to more real and physical
understanding of the processes it also saves time avoiding
unnecessary switching domains between time and frequency.
The second major change from the traditional approach is the
separation of signal processing and signal flows, used in this
method. We use both a DSP and a FPGA to share the
processes needed in an APNC system, as will be discussed
shortly.

In a shared processing environment where different
processing types are being used simultaneously it is important
to appropriately distinguish between different processes and
data flows in order to place them in the right type of
environment with the right timing, In our design case, the
process sharing between a DSP and a FPGA is aimed at: i)
reduction of both the memory requirement and the
programming instruction for the DSP; and ii) leaving all the
data flows and interfacing to be handled by the FPGA. One
may be facing with several problems in this kind of task
oriented environment. First, how the data is handled between
the two units (the DSP and the FPGA)? Apparently the
clocking for the two units can not be the same, because the
response times are different. Then, an asynchronous
communication link must be set up between the two units.
The second problem is to separate the tasks in such a manner
that optimization of both response time and hardware are
fulfilled. In other words, one must keep both units operational

in most of the time, and occupied with the most suitable
operations for that unit.

Figure 1 conceptually shows how the system is constructed. A
FPGA (TI's TPC12 Series) and a TMS320C2x DSP are the two
major units used in our Noise Control System. As shown, the
residue (error) noise is received by the FPGA after being
digitized. The data is pre-processed (logical shift, inversion,
and addition) by the FPGA and stored into a Data Buffer. The
DSP then picks up the data from the Buffer and goes into
further processing (multiplication, summation, and signal
adaptation) and delivers the data back to the FPGA. Finally,
the FPGA performs some post-processing (data shifting and
sequencing) on the data and generates the anti-noise
waveform in digital samples. As illustrated, the process
requires “interrupt request” by the FPGA to send the data to
the DSP, and “data ready” signal from the DSP to place it into
the Buffer. This communication is naturally asynchronous
because the clocking for the two units (CLK1 and CLK2) are
different.

| Error
Anti-) Noise|

Noise

I-Request FGPA

Data

<———pp-| Data

L Buffer

D-Ready

CLK2 — | FSM

CLK1

Figure 1 * Acoustic Noise Cancellation with DSP and
FPGA

Figure 2 shows the overall structure of the APNC system. It
consists of three basic parts: i) the noise channel, where the
source produces the noise, the anti-noise speaker generates
the opposing noise signal, and the microphone which picks up
the residue noise. ii) The second part is the data flow section.
This part consists of ADC and DAC (signal filtering is also
included), clocking (pulse train), and signal pre-processing
(coefficient p and subtraction) operations. iii) The third part
is the Anti-noise Generating Block producing the desired
waveform for the noise cancellation. First, we discuss the
noise channel. Consider x(t) and y(t) to be the noise and the
anti-noise waveforms at the target location (microphone, in
our case), respectively. The residue noise, e(t), picked up by
the microphone is expressed by

e(t) =x(t) + y(t) €Y
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Noi x(t)
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Train DAC ot
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Anti-Noise
Control - Generating
Block &)
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w(n
w(n+1) ®
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Figure 2 * APNC System with Noise Channel

This indicates that the residue noise is the algebraic sum of
the original noise, x(t), and the anti-noise waveform, y(t), in
the vicinity of the microphone. For the sake of simplicity, we
assume that both the noise and the anti-noise waves
propagate within a noise channel with limited number of
reflections and with negligible distortion along the channel.
After digitizing the signal and assuming that data conversions
are lossless (except for the processing delays) we may write
Eq. (1) in its digital form as

g(n) = x(n) +yj(n) @
Where, 1t is the noise cycle count and j stands for the position
of the sample within the cycle. No signal delay is assumed in
Eq. (2). However, with acoustic delays and multiple

reflections of the anti-noise waveform within the channel we
can substitute Eq. (2) by Eq. (3).

e(n) =x(n) + Zlaq *y(n-vy) ©)

Where, a; and v; are the attenuation factor and the acoustic
delay of the ith reflection of the anti-noise within the
channel, respectively. Note that the sampling indicator, j, is
dropped for simplicity.
The residue noise leaving the channel is multiplied by a
converging coefficient 0.0 < u < 1.0 and pee(n) is used to
update the anti-noise samples stored in the FIFO registers, as
shown in Eq. (4).

w(n+M) =w(n) —pee(n) O]
Where, M is an integer 1 or more. The multiplication pee(n)
is simply performed by an appropriate right shift applied to

¢(n). For values of u=l, 0.5, 0.25, or 0.125 we apply 0, 1, 2, or 3
right shifts, respectively. Shifted data (uee(n)) is then
subtracted from a previous noise sample stored in the FIFO,
inside the FPGA, and the result is directed back into the
FIFO which contains MeN registers in sequence; where, N
indicates the number of samples per noise cycle.

The next step is to synthesize the anti-noise waveform from
the samples stored in the FIFO. This is done by the Signal
Processing Block (SPB), shown in Figure 3. The operation
works as follows: A set of noise samples stored in the FIFO
are accessed by the SPB through a multi-bus line vy, vy, ....
Each of these samples, taken from different locations
(registers) within the FIFO, represents a sample of noise with
a particular delay (v;) attached to it. It is the SPB to use one
or more of the samples, scale and add them together to
produce a sample of the anti-noise waveform to best suppress
the noise. The performance is simply measured by residue
noise, e(n), which is also used to further adapt and modify
the anti-noise waveform, as given in Eq. (4). The anti-noise is
then generated using Eq. (5).

y() = Zbj * win +v) (®)

Where, b; is a multiplier constant assigned by the SPB. While
the FIFO resides in the FPGA the SPB is handled by the DSP
chip, as shown in Figure 1. To better understand the process
in the SPB we consider the following cases.

Delay Anti-
_l Control Noise
FIFO vo, vi, ... Signal
R Processor
M*N Block
\ [
Registers Address | (SPB)
+
- Residue
R @< Noise

Figure 3 * Anti-noise Generator Block

Case 1

We ignore any wall reflections in this case and assume a
direct acoustic path from the speaker to the microphone, as
shown in Figure 4. We assume an acoustic delay of v,
(including data processing delays, as well) in this case. Now,
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for ay = by = 1.0, and M=1 the noise equations (3), (4), and
(5) are reduced to:

e(n) =x(n) +y(n-vp)
w(n+l) =w (n) + pe e(n) 6)
y(0) =w(n+vp)

Noise X(t)
Source

Mic.
()
\T’Speaker

Pulse
Train

e(t)

Figure § * Channel Signal Path for Case 1

From Eq. (6) it is easy to calculate the next cycle residue

noise, e(n+1), which is given by expression
e(n+1)=(1-pee(n) M

It is evident from Eq. (7) that for any value of 0.0 < pL< 1.0 the
residue noise will progressively vanish as long as the
periodicity of the noise is not grossly violated.

Case 2

In this case we include all single reflections from the walls of
the noise channel, as shown in Figure5. We assume a
constant attenuation factor a; for the reflected anti-noise
signal. The modified noise equations for this case become as

e(n) =x(n) + y(n—vy) +a; * y(n-vy)
w(n+1) =w(n)-uee(n) ®
y(n) =w(n+vy) +b; ew(n+v)

Mic.
y(t)

\T’Speaker

x(t)

Noise
Source

e(t)

\/

Figure 5  Channel Reflection for Case 2

Where, v is the acoustic delay for the reflected waveform,
and v, is still is the acoustic delay for the direct path.
Assuming v = v; — v; as the “difference delay” between the

reflected path and the direct path, we can calculate the next
cycle residue noise as

e(n +1) = e(n) — (1 +a;by)e(n)
—tbie(n +v) +aje(n-v)] Q)

1t is evident from Eq. (9) that, with a right selection of the
convergence factor |, and the fact that a; and b; are much
smaller than 1.0, the residue noise e(n) theoretically
converges to zero. However, chanmnel distortion, higher
reflections, and other factors may prevent e(n) to vanish
completely.

Our analysis may further continue for multiple wall
reflections, although, in practical sense, this may only have
minor effect on the overall performance of the system.

Shared Processing with DSP and
FPGA Combined

In our design we limit our case to Case 2, i.e., direct acoustic
path between the anti-noise speaker and the target area
(microphone) with single hit wall reflections included, as
shown in Figure 5.

There are three parameters b, vg, and v; to take care of by
the SPB which basically resides in the DSP. Here is how it
works: the SPB searches for the best location in the FIFO to
pick up the sampled data. The location is specified by a 3-bit
control signal (or address) and a set of 8 to 1 MUXs deliver the
data to the SPB. The data is then multiplied by a coefficient
b; and is prepared for summation and generation of the
anti-noise sample waveform.

The search process is split into two steps. In the first step we
neglect any reflection and assume a; = b; =0.0, and then
search for v;. In this search the SPB tries for the best location
inside the FIFO, as discussed earlier, and receives w(n+vy)
from the FIFO. With this information the SPB can generate
the anti-noise waveform for Case 1, direct path, as given in
Eq. (6). In the second step, with v being fixed (unless the
“Delay Control” line is high indicating that the target has
relatively moved), the SPB looks for the best values for the
parameters by and v. This is done by measuring the residue
noise after the first step and trying to select and modify the
best values for b; and v; such that the residue noise is
minimized.

Hardware Implementation

We have used an ACT 2 (TI's TPC1240 84-Pin PLCC) FPGA for
the hardware implementation. This type of FPGA has the
advantage of providing a large degree of functionality in a
relatively small gate area, and being multiplexer based makes
it suitable for our proposed architecture. Some of the design
criteria of the chip are as follows:

¢ Data is represented by 8-bit words.
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e The number of samples per cycle isN = 12, and M = 1 and
expandable to 3.

* An external pulse train is used to generate the internal
clock.

e In addition to the input and output ports eight different
locations along the FIFO registers are also accessed for
signal delay purposes. The selection of the location is done
through multiplexing.

e For the noise fundamental frequency about 300 Hz the
system is capable of adjusting delays from zero to
10 mSecs.

e The system is built with a test mode feature. In its test
mode the actual noise is picked up by the microphone. The
anti-noise is then added to the noise internally, very much
similar to that happens in the noise channel, and the
residue noise in subsequently measured for the system
performance. While in this mode acoustic delays could
also be added to the operation.

¢ A control block (FSM) is included in the design to provide
clocking and all other control signals necessary for the
operation. This block also controls the communication
between the FPGA and the DSP.

Figure 6 shows a block diagram of the FPGA design in its
simplest form. The control signals and the communication
links to the DSP are not present. As mentioned earlier, the
design is using an ACT 2 (TI's TPC1240 84-Pin PLCC) chip
with 4,000 usable gate modules.

Conclusions

In recent years, governmental bodies, industrial concerns
and even increasing numbers of individual consumers have
realized that noise is a pollutant of our industrialized society
and that noise pollution can be just as harmful, if not more so,
to our psychological and physiological well being as other
pollutants that are commonly classified as toxic. Noise is just
as toxic as chemicals and other forms of pollution.

Both active and passive noise control methods will be used in
the years ahead to combat noise pollution. Several

automobile manufacturers have aiready implemented active
noise control systems in their products and manufacturers of
domestic appliances are studying the most cost effective way
of actively canceling the noise produced by motors in dish
and clothes washers, and other household appliances. Many
of the commercial airlines are asking the aerospace industry
to incorporate active noise cancellation systems to decrease
the noise created by jet engines, In the workplace,
enlightened manufacturing concerns are considering active
and passive noise control techniques to reduce the noise
levels in factories and in the operating enclosures of large
equipment such as bulldozers and heavy cranes.

Field Programmable Gate Arrays (FPGAs) in combine with
DSPs will play an important role in the further development
and implementation of active noise control systems. The ease
with which FPGAs can be used to prototype active noise
cancellation systems will facilitate more effective
experimentation which will bring actual active noise
cancellation products to market faster.
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Testing and Programming Actel Field
Programmable Gate Arrays (FPGAs)

Testing has long been a struggle for users of masked gate
arrays. To avoid board-level, system-level, or even possible
field failures, the system designer must expend great effort in
developing test vectors for gate array designs. Even after the
vectors are developed, fault coverage for typical designs may
be only about 70 percent, with about 95 percent coverage
being the best possible. With a 70 percent fault coverage,
typical masked gate array designs are likely to have 2 to 5
percent defective devices!.

In general, field programmable logic devices have allowed
users to avoid the need to develop test vectors, These devices
allow tests to be performed by the semiconductor vendor
prior to programming. However, most one-time
programmable logic devices have not yet achieved the
functional quality levels of other semiconductor devices,
because they don’t allow the chip manufacturer to access and
test all internal gates. Early one-time programmable devices
had poor test coverage, and users were often disappointed to
see functional failure rates of more than 10 percent on parts
that had passed programming Over time, on-chip test
circuits and testing techniques have greatly improved, and
now one-time programmable devices have functional defect
rates in the range of 0.1 to 1 percent2. Although this failure
rate is low for individual chips, putting 10 such chips on a
single board can still mean a board failure rate of 5 to
10 percent.

The Actel FPGA Product Family

There are five Actel FPGA product families. The ACT 1 family
offers 1200 (A1010) and 2000 (A1020) gate products. The ACT
2 family consists of three products—A1225A, A1240A, and
A1280A—with 2500, 4000, and 8000 gate array equivalent
gates, respectively. This family offers improved performance
and number of 1/0Os compared with ACT 1 products. The
1200XL products (A1225XL, A1240XL, and AI1280XL) are
functionally equivalent to the ACT 2 products but offer even
better performance. The 3200DX family currently consists of
two products with 6500 and 14,000 gates (3265DX and
32140DX) but will soon expand to include products up to
40,000 gates. The ACT 3 family contains five products
(Al415A, A1425A, A1440A, A1460A, and A14100A) with 1500,
2500, 4000, 6000, and 10,000 equivalent gates, respectively.
The ACT 3 products offer the highest performance of the five
families.

Testability of Actel FPGAs

Although Actel's FPGA families use a one-time programmable
technology, the device's unique architecture permits a degree
of testability comparable to reprogrammable devices. Special
test modes allow functional testing of unprogrammed devices
at essentially 100 percent fault coverage. This testability is
independent of the large number of equivalent gates in the
A1010 (1200 gates) through the 32140DX (14,000 gates). To
show how this is accomplished, we will first review the
architecture of the Actel FPGAs and describe how they are
programmed.

Architecture

The basic building block of all Actel FPGAs is the logic
module. Each logic module is programmable and capable of
implementing all two-input logic functions, most three-input
functions, and many other functions up to eight inputs. With
an architecture similar to a channeled gate array, logic
modules are organized in rows and columns across the chip
(Figure 1). Adjacent to each row of logic modules are routing
channels. Horizontal routing channels are shown in the
figure, but vertical channels also run through the logic
modules. These are used to configure a logic module and
connect inputs and outputs of logic modules to implement a
design. Surrounding the array of logic modules and routing
channels are I/0 buffers and test circuits.

Within the routing channels are programmable antifuse
(PLICE) elements. The antifuse is normally open and is
programmed to form an electrical connection between
routing elements. An antifuse that connects a horizontal
routing track to a vertical track is called a cross-antifuse. An
example of a logic module interconnection (or a net) is
shown in Figure 2. Here the output from Module 3 is
connected to a horizontal routing track by programming a
cross-antifuse. Another cross-antifuse is programmed to
connect an input to Module 4. In a similar manner, the output
of Module 3 is connected to the input of Module 2. Notice that
not all horizontal tracks are continuous across the chip.
Often, tracks are broken into a series of smaller tracks called
segments. Segments are useful because it is often desirable to
connect logic modules that are close to each other, and a full
horizontal track would waste routing resources and slow
down circuit performance. Sometimes, however, it is
necessary to connect two segments to form a longer segment.
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This can be done by programming a special type of antifuse
referred to as a horizontal antifuse. As an example, the
output of Module 3 is also connected to the input of Module 1
by programming two cross-antifuses and one horizontal
antifuse. Vertical antifuses are used to connect two vertical
segments (not shown).

A more detailed example of the Actel FPGA architecture is
shown in Figure 3. Six logic modules (two rows, three
columns) are shown. Between the two rows are six horizontal
tracks. Down each column are five vertical tracks. Note that
the products actually have 25 to 36 (or more) horizontal and
13 to 15 (or more) vertical tracks. The circles at the
intersections of vertical and horizontal tracks represent
cross-antifuses. There are also circles at certain points on the
horizontal tracks; these are horizontal antifuses. No vertical
antifuses are shown. Notice the transistors that connect both

horizontal and vertical tracks. By turning on selected
transistors, various horizontal or vertical tracks can be
connected even though an antifuse has not been
programmed. This ability to connect tracks in unprogrammed
devices is used extensively during antifuse programming and
is one of the key elements responsible for the excellent
testability of the Actel FPGAs.

Logic configuration of modules is interesting because there
are no dedicated antifuses in the module to accomplish this.
Instead, the inputs (and outputs) of logic modules extend
into the cross-antifuse array. Each logic module has eight to
ten inputs and one output. By programming appropriate
antifuses, an input can be connected to a dedicated
horizontal ground line, a Vce line, or a horizontal routing
track. The logic module implements a particular logic
function by tying appropriate unused inputs to ground or Vce.

Vertical LH LH L|| L|I LI| Lll
Control It =1 —I = = )
9 [ ] [ [ [ ] [ ]
Vertical
Track —+ ==
s e S 2 N F TN N2 s Y D-D-D D T
oo P O O—po——p P
P N N N, NI NI s S N N N
g \” PP P
Cross DD D T I W N 2 A 2 DM - m
Anm“se\\; O oo P~ PP ﬁ_
Vo oSS 2 o DD D Ao A A A A
O—p—p A" O—p oo
Vertical W N N Y a—D-D D P2 s N
Pass o \v% P O—p—P—<p
Transistor
1 1 | i 1 il
- =) =) = It my
® [ ] [ ] ® o ®
Logic
Module
SO0 09O O-O-O- T
Horizontal j L4 ¥ . j L
Track Pan) {‘\ DD SO o I T N N N 2 Y
Segment ’/ D P P— P 9: Y\w oo
Horizontal Horizontal Horizontal
Control Pass Transistor Antifuse

Figure 3 * Programmable Interconnect
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Programming applied to it on one side and ground on the other. This voltage

The following discussions about programming and testing ~ Preaks down the antifuse’s dielectric and creates an
modes are specific to the ACT 1 family of FPGAs. However, electrical connection between the horizontal and vertical
basic concepts also apply to all other antifuse FPGA families, ~ 'outing tracks.

An antifuse is programmed by applying a sufficiently high There is. one other impf)nant consideratior} whgn
voltage across it. This voltage is referred to as Vpp. To access ~ Programming an antifuse. Notice that the cross-antifuses in
an antifuse deep inside the chip, it is necessary to create  the same vertical track as the antifuse to be programmed also
electrical paths from Vpp and ground to the antifuse. Thisis ~ 1ave VPP applied to them on one side. This is true until the
done by turning on the appropriate horizontal and vertical track is broken by a vertical pas§ transistor, below. it, that is
pass transistors. (In normal chip operation, these transistors  twrned off. However, the potential on the other side of the
are always off.) The transistors are turned on by applying Vpp antifuses is not being dl‘lV(-‘s.[l. Should this pot'entlal be at
to their gates. In Figure 4, we see an example of programming ground, the.other cross-antifuses on the vertical segment
a typical cross-antifuse. Vpp is applied to a vertical track at  ¢ould be accidentally programmed.

the top of the chip, and ground is applied to a horizontal track ~ The same logic applies to other antifuses on the same
on the right side. The design of the A1010/A1020 actually  horizontal track. Here, one side of the antifuse is being driven
allows Vpp or ground to be applied from the top, bottom, left,  to ground, and if the other side were at Vpp, extra antifuses
or right, as is most appropriate to access a particular antifuse.  could be programmed. This problem is solved by first applying
Notice that Vpp is also applied to the gates of the horizontal ~ what is referred to as a precharge cycle. During the
and vertical pass transistors on the tracks accessing the  precharge cycle, all horizontal and vertical tracks are
cross-antifuse. The circled cross-antifuse now has Vpp  charged to Vpp/2. As a result, there is no voltage across the
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Figure 4 ¢ Programmable Interconnect
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antifuses. The appropriate vertical track is then driven to
Vpp, and a horizontal track to ground (Figure5). At this
point, other antifuses on the vertical track have a potential of
Vpp/2 across them (Vpp on one side and Vpp/2 on the other).
This Vpp/2 voltage is not sufficient to program the antifuses.
Other antifuses on the same horizontal track also have Vpp/2
across them (Vpp/2 on one side and ground on the other).
Most other antifuses in the chip still have Vpp/2 on both sides
and will not be programmed.

Programming Algorithm

In concept, the Actel FPGAs are programmed in a manner
very similar to many other programmable logic devices, and
similar to memories such as EPROMs. The programming
algorithm consists of the following steps:

1. An addressing sequence to select the antifuse to be
programmed
2. A programming sequence whereby Vpp is applied in

pulses until the antifuse is programmed

3. A soak or “overprogram” step to ensure uniform, low

antifuse resistance

4. A verify step to make sure the antifuse was properly
programmed

Unlike a memory in which an antifuse is addressed by
applying a parallel address, the FPGAs are addressed in a
serial manner by using the special DCLK (Data Clock) and
SDI (Serial Data In) pins. There is a large shift register that
travels around the periphery of the chip. Bits in this shift
register can be used to drive tracks to ground, Vce, Vpp, or
float. It is also possible to sense the level on the track (high or
low) and to load this information into the shift register. By
shifting in the correct address, any antifuse can be selected
for programming. The shift register also plays a key role in
testing the chip. This will be discussed later.

The programming sequence starts with the precharge pulse
whereby Vpp/2 is applied to the Vpp pin. This is followed by a
programming pulse that applies Vpp to the pin. Following the
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Figure 5 * Programmable Interconnect
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program pulse, the voltage on the Vpp pin is returned to a
nominal value (about 6 V). See Table 1 for a typical Vpp
waveform. The precharge/program pulse sequence is
repeated until either the selected antifuse programs or a
maximum number of pulses is exceeded (in which case the
antifuse is considered unprogrammable and the device is
rejected).

Confirmation that an antifuse has been programmed is
determined by monitoring the current on the Vpp pin. This
current is very low (typically < 10 pa) until an antifuse is
programmed. Once an antifuse is programmed, an electrical
connection is made between Vpp and ground, in which case
currents in the range of 3 to 15 mA may be observed on Vpp.
Once this current is observed, the antifuse is considered
programmed and enters the soak or “overprogram” cycle.
Here, extra pulses are applied to the antifuse to achieve
minimum antifuse resistance. Figure6 shows the Vpp
waveform for ACT 1 devices.

21v

150-300 s I

6V

Figure 6 * Vpp Waveform
Table 1 * Vpp Waveform

ACT 1
Programming
Algorithm Current Parameters
V Program =21V
V Precharge = 1235V
V Verify = 6.0V
t Program = 150-300 us
t Precharge = 25ps
| Threshold = —2.5mA

(to detect programmed antifuse)
I Max = 15 mA (clamp current)
# Soak = 30-800 pulses
Maxpulses = 60,000

Test Modes of Actel FPGASs

The unique architecture of Actel FPGAs allows outstanding
testability of unprogrammed devices at the factory. Details of
the various test modes are as follows:

¢ The shift register circling the periphery of the chip can be
both downloaded and uploaded. This allows the use of
various test patterns to ensure that the shift register is
fully functional.

e All vertical and horizontal tracks can be tested for
continuity and shorts. There are several ways to
implement these tests. One way of doing continuity testing
is to precharge the array, turn on all vertical or horizontal
pass transistors on a track, drive the track low from one
side of the chip, and read a low on the other side. Shorts
can be detected by driving every other track low after
precharge and reading back on the other side. Note that
these tests also confirm that the vertical and horizontal
pass transistors will turn on.

e [t is important for programming to make sure that all
tracks can hold the precharge level. By charging a track,
floating it, and waiting a predetermined amount of time,
the track can be read back and confirmed to be still high.

o Leakage of vertical and horizontal pass transistors can be
tested by driving one side of a track to a voltage via the
Vpp pin and grounding the other side. All pass transistors
except the one being tested are turned on. If excess
current is detected on the Vpp pin, the pass transistor is
considered defective.

e There are one or two dedicated clock buffers that travel
across all horizontal channels. These buffers can be tested
by driving with the clock pin and reading for the proper
levels at the sides of the array.

e There are two special pins referred to as Probe A and
Probe B (Actionprobes). By entering a test mode, the shift
register can be made to address the internal output of any
logic module. This output is then directed to one of two
dedicated vertical tracks, which in turn can be observed
externally on the Probe A or Probe B pin. This ability to
observe internal signals (even on unprogrammed parts)
allows Actel to perform a large number of functional tests.
The first such test is the input buffer test. Input buffers on
all /O pins can be tested for functionality by driving at the
input pad and reading the internal /O output node
through the probe pins.

e Test modes exist to drive all output buffers low, high, or
tristate. This allows testing of Vol, Voh, Iol, Ioh, and
leakage on all I/Os.
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* One of the key tests is the ability to test functionally all
internal logic modules. By turning on various vertical pass
transistors and driving from the top or bottom of the chip,
any of the eight to ten module inputs can be forced to a
high or low. The output of the module can then be read
through the Actionprobe pins. The logic module test
allows 100 percent fault coverage of each module. In
addition, the architecture allows modules to be tested in
parallel for reduced test time.

e Actel FPGAs have one or two dedicated columns on the
chip that are transparent to the user and used by the
factory for speed selection. These columns are referred to
as the Binning Circuit. Modules in the columns are
connected to each other by programming antifuses. The
speed of the completed test circuit can then be tested. The
Binning Circuit allows the separation of units into
different speed categories. It also allows the speed
distribution within each category to be minimized.

o There are several tests to confirm that the programming
circuitry is working. The first such test is a basic junction
stress/leakage test. The program mode is enabled and Vpp
voltage plus a guard band is applied to the Vpp pin. All
vertical and horizontal tracks are driven to Vpp; thus, no
voltage is applied across the antifuses. The Ipp current is
then measured. If it exceeds its normal value, the device is
rejected.

o There is a test to ensure that all antifuses are not
programmed. This is referred to as the antifuse shorts test
(or blank test). The array is precharged, and then the
vertical tracks are driven to ground. The horizontal tracks
are then read to confirm that they are still high. (A
programmed or leaky antifuse would drive a horizontal
track low.) The test is repeated by driving horizontal
tracks low and reading vertical tracks.

e The functionality of the programming circuitry can be
verified by programming various extra antifuses, on the
chip, that are transparent to the user. Some of these
antifuses were already described earlier when the Binning
Circuit was discussed. Actel FPGAs also have a Silicon
Signature. In the ACT 1 family, the Silicon Signature
consists of four words of data, each word 23 bits in length.
The first word is hardwired (no antifuses) and contains a
manufacturer ID number as well as a device ID number.
These numbers can be read by a programmer, and the
proper programming algorithm can be automatically
selected. The other words contain antifuses and are
programmable. Actel is currently using bits in these words
to store information such as the chip's run number and
wafer number. Thus, each Actel FPGA has traceability
down to the wafer level. By programming this information,
the functionality of the programming circuitry is also
tested. Actel software also allows the user to program a

design ID and check sum into the Silicon Signature. By
later reading this back, the user can verify that the chip is
correctly programmed to a given design.

o The most important antifuse test is the stress test. When
this test is enabled, a voltage applied to the Vpp pin can be
applied across all antifuses on the chip. (The other side is
grounded.) The voltage applied is the precharge voltage
plus a significant guard band. After the voltage is applied,
the antifuse shorts test is again used to make sure no
antifuses have been programmed. The antifuse stress test
is effective at catching antifuse defects. Because the
reliability of the antifuse is much more voltage dependent
than it is temperature dependent, this test is also an
effective antifuse infant mortality screen. See the “Actel
Device Reliability Report” for details.

Burn-In of Actel FPGAs

As mentioned earlier, Actel has found that antifuse infant
mortality failures can be effectively screened out during
electrical testing, and it is thus unnecessary to do any kind of
burn-in for standard commercial production units to screen
out antifuse infant mortality failures. However, burn-in is still
an effective screen for standard CMOS infant mortality
failure mechanisms, and it is required for all military 883D
products. MIL-883D Method 1005 allows several types of
burn-in screens. These can be divided into two categories:
steady state (static) and dynamic. Static burn-in applies DC
voltage levels to the pins of the device under test. The device
may or may not be powered up. Dynamic burn-in applies AC
signals to device inputs with the unit powered up. These
signals are selected so that the device receives internal and
external stresses similar to those it may see in a typical
application.

Static burn-in is by far the simplest to implement. By
choosing appropriate biasing conditions and load resistors, it
is possible to design a single burn-in circuit that can be used
for both unprogrammed and programmed devices. It would
not matter what pattern is programmed into the device.
Static burn-in can be an effective screen for some types of
failure modes, particularly those that may happen at device
inputs or outputs (such as screening for mobile ionic
contamination). It is not, however, very effective at stressing
internal device circuits. Many internal nodes may be biased
at ground without receiving any voltage or current stress.
Signal lines will not toggle, and it may not be possible to
screen failure modes such as metal electromigration.

A properly designed dynamic burn-in can effectively stress
inputs, outputs, and internal circuits. However, dynamic
burn-in of ASIC products can be very expensive because
customer-specific burn-in circuits and burn-in boards must
be designed and built to properly stress each design
implemented in the ASIC. This results in large NRE costs and
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long lead times to design and build these boards. From the
standpoint of burn-in, a programmed FPGA is essentially the
same as a mask-programmed ASIC, and it would require
similar custom burn-in circuits to do a dynamic burn-in.
However, Actel has been able to use the testability features of
its FPGA products to allow effective dynamic burn-in of
unprogrammed devices. This dynamic burn-in allows users to
stress circuits in a way that static burn-in would be unable to
duplicate.

During burn-in of unprogrammed units, test commands are
serially shifted into each device by using the SDI pin and
clocked by using the DCLK pin. There are three test modes
shifted into each device. The first test stresses each
cross-antifuse with a voltage of Vpp — 2V. (Vpp is normally
set at 7.5-11V so that each antifuse gets 5.5-9V across it.)
This voltage is applied to all vertical tracks while the
horizontal tracks are grounded. Once enabled, the stress
mode is held for 10 ms.

The second test mode is identical to the first except that the
horizontal tracks are driven to Vpp — 2V while the vertical
tracks are grounded. Note that both of these modes are
similar to the antifuse stress test described earlier (although
the stress voltage is lower during burn-in). Not only do these
tests stress the antifuses, but they also toggle all routing
tracks in the chip to Vpp — 2V and ground. All input and
output tracks to the logic modules are also toggled.

The third test drives several I/O pins on the chip to a low
state. Prior to this, they are at high impedance state and held
at Vec through pull-up resistors. This test confirms that the
burn-in is being properly implemented by looking at these I/0
pins to see if they display the proper waveform. It also passes
current through each I/0 as it toggles low.

Although the chip is unprogrammed, these tests allow users
to apply stresses to the inputs, outputs, and internal nodes
that are similar to what a programmed device may see in
normal operation. Once burn-in is completed, post-burn-in
testing, as specified by MIL-883D, is performed (including
PDA) to ensure that fully compliant devices are shipped to
the customers.

Conclusion

The description of the Actel FPGA architecture and the
numerous test modes attest to the outstanding testability of
these devices. All internal logic gates can be tested without
programming antifuses other than the few for the Binning
Circuit and Silicon Signature. Because Actel FPGAs are
one-time programmable, the only item that is not fully tested
at the factory is the programmability of all the individual
antifuses. However, this is done on the programmer while the
units are being programmed. Being able to test all internal
gates allows Actel to achieve functional yields superior to
other one-time programmable devices and equivalent to
reprogrammable parts.
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Actel Device
Reliability Report

Actel’s field programmable gate arrays (FPGAs) are currently
available in five product families—ACT 1, ACT 2, 1200XL,
3200DX, and ACT 3. The ACT 1 family consists of the A1010
and Al1020, which are 1200- and 2000-gate FPGAs,
respectively. The ACT 2 family includes the A1225, A1240,
and A1280 FPGAs, which offer 2500, 4000, and 8000 gates,
respectively. The 1200XL products (A1226XL, A1240XL, and
Al1280XL) are compatible with ACT 2 but offer greatly
improved performance. The A3265DX and A32140DX are the
first two products of the 3200DX family. They have 6500 and
14,000 gates, respectively, although the product family will
soon extend to 40,000 gates. The ACT 3 family consists of
products ranging from 1500 to 10,000 gates (A1415, A1425,
A1440, A1460, and A14100).

The programming element for all Actel FPGAs is an
Actel-invented PLICE (Programmable Low-Impedance
Circuit Element) antifuse. An antifuse is a device that is
normally open and in which an electrical connection is
established by applying programming voltage. Although Actel
FPGAs are one-time programmable devices, their unique
architecture includes complete functional testability.

With time, improvements in processing technology have
allowed all products to evolve to tighter design rules (reduced
line widths and spacing), smaller die size, improved
performance, and reduced cost. ACT 1 products were
originally manufactured using 2 pm design rules
(A1010/A1020) and are no longer in production. Later they
were linearly shrunk in size by 20 percent to 1.2 um
(A1010A/A1020A). Currently, the family is being
manufactured using aggressive 1.0 pm design rules
(A1010B/A1020B). ACT 2 products were first introduced with
1.2 um design rules (A1225/A1240/A1280) and, as a result of a
20 percent linear shrink, are now available in 1.0 um versions
(A1225A/A1240A/A1280A). The 1200XL and 3200DX families
offer 0.6 um design rules. ACT 3 products were originally
manufactured with a 0.8 um process and are now available
with 0.6 pum processing. In all cases, the technology is a
standard double-metal, twin-well, CMOS process in which
three additional masking steps have been added to
implement the PLICE antifuse. The main process parameters
are shown in Table 1. Because Actel FPGAs are manufactured
with a conventional CMOS process, normal CMOS failure
modes are observed. However, the addition of the antifuse
involves another structure that could affect the device's
reliability.

The PLICE Antifuse

The antifuse is a vertical, two-terminal structure. It consists
of a polysilicon layer on top, N+ doped silicon on the bottom,
and an ONO (oxide-nitride-oxide) dielectric layer in-between.
The size of the antifuse is 1.4 um2, 1.0 um2, 0.8 um2, and
0.6um2 for the 1.2 yum, 1.0 um, 0.8 pm, and 0.6 um processes,
respectively. This small size, along with a low programmed
on-resistance (typically 150-200 ohms in speed sensitive
paths) makes the PLICE antifuse an attractive alternative to
EPROM, EEPROM, or RAM as a programming element in a
large programmable gate array. In the unprogrammed state,
the resistance of the antifuse is more than 100 megohms.
Actel FPGAs may contain anywhere from 112,000 antifuses
(A1010) to 1,250,000 (82140DX). However, typical
applications that use 85 percent of the available gates require
you to program only 2 to 3 percent of the available antifuses.

To quantify the reliability of the antifuse, Actel has
completed numerous studies. These lead to the conclusion
that the time-to-failure of the antifuse is substantially more
than 40 years under normal operating conditions and that the
combined contribution of all antifuses to the gate array
product’s hard failure rate is less than 10 FITs
(failures-in-time, or 0.001% failures per 1000 hours). Detailed
reliability reports specifically addressing the antifuse can be
obtained from your local Actel sales representative.

Actel FPGA Product Reliability

To date, product reliability has been evaluated on 18 Actel
products (1.2 um process and smaller): 1200-gate FPGAs
(A1010A, A1010B); 2000-gate FPGAs (A1020A, A1020B);
2500-gate FPGAs (A1225, A1225A, A1225X1, A1425, A1425A);
4000-gate FPGAs (A1240, A1240A, A1440A); a 6000-gate
FPGA (A1460A); a 6500-gate FPGA (A3265DX); 8000-gate
FPGAs (A1280, A1280A, A1280XL); and a 10,000-gate FPGA
(A14100A). Reliability tests were conducted on units
assembled in many different package types, as listed in
Tables 4 through 9. Package characteristics for Actel FPGAs
are shown in Table 2.

High Temperature Operating Life
(HTOL)

The intent of an HTOL test is to operate a device dynamically
(device is powered up with I/0Os and internal nodes toggling
to simulate actual system use) at a high temperature (usually

April 1996
© 1996 Actel Corporation
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Table 1 * ACT 1 and ACT 2 Process Description

Dimensions 1.2 pm Process 1.0 um Process 0.8 um Process 0.6 um Process
Width Space Width Space Width Space Width Space
(um) (um) {(um) (um) {um) (um) (um) (um)
N+ 3.2 1.6 2.3 1.2 1.8 1.4 1.8 1.4
p+ 3.2 1.6 2.3 1.2 1.8 1.4 1.8 1.4
Cell PolySilicon 2.1 2.4 1.5 0.9 1.2 12 1.2 1.2
Gate PolySilicon 1.6 1.6 1.2 1.2 1.0 1.2 1.0 1.2
Metal | 3.2 1.6 2.2 1.2 1.6 1.2 1.6 1.2
Metal Il 3.8 1.8 2.1 1.6 16 1.4 1.6 14
Contact 12x1.2 1.8 1.0x1.0 1.0 1.0x1.0 1.2 1.0x1.0 1.2
Via 1.3x1.3 1.9 1.0x1.0 1.0 1.0x 1.0 1.2 1.0x1.0 1.2
Thickness 1.2 um Process 1.0 um Process 0.8 um Process 0.6 um Process
Normal Gate Oxide 25 nm 20 nm 18 nm 18 nm
High-Voltage Gate Oxide 40 nm 32.5nm 35 nm 35nm
Cell PolySilicon 450 nm 400 nm 400 nm 400 nm
Gate PolySilicon 450 nm 400 nm 400 nm 400 nm
Metal | 900 nm 720 nm 750 nm 750 nm
Metal Il 1000 nm 1050 nm 1050 nm 1050 nm
Passivation 1100 nm 1100 nm 1100 nm 1100 nm
Compositions
Metal | AI-SI (1%)-Cu (0.5%) | Ti/TiN/Ai-Si (1%)-Cu Ti/TIN/AI=Si (1%) Ti/TIN/AI-Si (1%)
(0.5%) —Cu (0.5%) —Cu (0.5%)
Metal Il Al-SI (1%)-Cu (0.5%) |  Ti/Al-Si (1%)—Cu Ti/AI-Si (1%)-Cu Ti/AI-Si (1%)—Cu
Passivation 300 nm SiO,, (0.5%) (0.5%) (0.5%)
800 nm SiN 300 nm SiO,, 300 nm SiO,, 300 nm SiO,,
800 nm SiN 800 nm SiN 800 nm SiN

Note:  Process parameters can vary. For more specific details, contact your local Actel sales representative.

125°C or 150°C) and extrapolate the failure rate to typical
operating conditions. This test is defined by Military
Standard-883 in the Group C Quality Conformance Tests. The
Arrhenius equation is used to do the extrapolation:

R = R0 * exp (Ea/kT)
where R is the failure rate, R0 is a constant for a particular
process, T is the absolute temperature in degrees Kelvin, k is

Boltzmann’s constant (8.62 X 107 eV/°K), and Ea is the
activation energy for the process in electron volts.

To determine the acceleration factor for a given failure mode
at temperature T2 as compared with temperature T1, we
derive from the Arrhenius equation:

A(T1, T2) = exp[(Ea/k) * {(VTD)—~(1/T2)}]
To use the Arrhenius equation, we need to know the

activation energy of the failure mode. Table 3 gives the
activation energies of general semiconductor failure modes.

For evaluating the Actel FPGA products, we program an
actual design application into most devices (some units are
burned in unprogrammed) and perform a dynamic burn-in by
toggling the clock pins at 1 MHz or higher. The designs
selected use 85 to 97 percent of the available logic modules
and 86 to 94 percent of the I/0s. Outputs are loaded with
1.2-2.8K ohm resistors to Vee, which results in up to 4 mA of

sink current as each 1/0 toggles low. Under these conditions,
each unit typically draws a minimum of 100 mA during
dynamic burn-in. Most of this current comes from the output
loading, and about 5 mA is from the device supply current.
For a 125°C burn-in, this results in junction temperatures of
at least 160°C for plastic packages and 145°C for ceramic
packages (depending on package type). Because junction
temperatures can vary a great deal due to package, product,
frequency, design, voltage, and other factors, we use ambient
temperature to calculate failure rates. This is worst case,
because ambient temperature is always lower than junction
temperature, and there is thus less acceleration when
extrapolating device hours at lower temperatures. Most
burn-in was done at 5.75 V or 6.0 V (for voltage acceleration of
the antifuse) and 125°C or 150°C.

As mentioned previously, some units are burned in
unprogrammed. To accomplish this, we use a special burn-in
circuit that allows us to take advantage of the product’s test
features to shift serially in commands to the chip during
burn-in. All internal routing tracks are toggled between Vss
and Vcec. When vertical tracks are at Vee, horizontal tracks
are held at Vss, and vice versa. Thus, all antifuses that can
connect vertical and horizontal tracks receive a full Vce
stress in both directions. These toggling vertical tracks
connect to logic module inputs and outputs when a part is
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Table 2 o Actel FPGA Package Characteristics

Lead Frame Material
Lead Plating Composition

Characteristics PLCC PQFP
Molding Compound Sumitomo 6300 H Sumitomo 6300 H
Filler Material Fused silicon 70% by weight Fused silicon 70% by weight

Copper (Olin 150 or equiv.)
Solder, 300-800 micro inches (uin)

Copper (Olin 150 or equiv.)
Solder, 300-800 micro inches (uin)

Die Attach Material Silver loaded glass

Die Attach Material Silver Epoxy Sifver Epoxy

Flame Retardance UL-94, V-0 UL-94, V-0

Bond Wire Gold, 1.3 mil diameter Gold, 1.3 mil diameter
Bond Attach Method Thermosonic Thermosonic
Characteristics Jacc PGA/CQFP

Body Material Ceramic Alumina

Lid Material Ceramic Kovar, 50 pin gold plated
Sealant Glass Au/Sn Soider

Lead Frame Material Alloy 42 (40% Nickel, 60% Iron) N/A

Bond Wire 99% Aluminum, 1% Si, 1.25 mil diameter 99% Aluminum, 1% Si, 1.25 mil dia
Bond Attach Method Ultrasonic Ultrasonic

Lead Finish Solder dip, 200 pin min A42 or Kovar

Silver loaded glass

Thermal Resistance (°C/Watt)

Package  44PLCC 44JQCC 68PLCC 68JQCC 80VQFP 84PLCC 84JQCC 84 PGA 84 CQFP
6,0 15 8 13 8 12 12 8 8 5
0, (stillaiy 52 38 45 35 68 44 34 33 40
Package 100 PQFP 100 PGA 132PGA 144 PQFP 160 PQFP 172CQFP 176 PGA 207 PGA 208 PQFP
010 13 5 5 15 15 8 8 8 15
0, (still i) 55 35 30 35 33 25 23 22 33

Table 3 » CMOS Failure Modes

Failure Mechanism Activation Energy
lonic Contamination 1.0eV
Oxide Defects 0.3eV

Hot Carrier Trapping in Oxide .

(Short Channels) 0.06 eV
Silicon Defects 0.5eVv
Alumlnurp-Sllfcon-Copper 0.6 eV
Electromigration

Contact Electromigration 09eV
Electrolytic Corrosion 0.54 eV

programmed. Finally, a command is sent to the chip to toggle
some external I/O pins between Vss and Vce. This special
dynamic burn-in circuit is the same one used by Actel to
screen  unprogrammed products to  MIL-STD-883
requirements. Since virtually all antifuses receive a full Vce
stress, this screen is much more effective at catching
unprogrammed antifuse infant mortality failures than is
burning in programmed devices in which only a fraction of
the antifuses are stressed.

A summary of the HTOL data collected by Actel is shown in
Table 4. A failure is defined as any device that shows a
functional failure, exceeds data sheet DC limits, or exhibits
AC speed drift. Among the parts tested, no speed drift, faster
or slower, was observed within the accuracy of the test setup.
Failure rates at 55°C, 70°C, and 90°C were extrapolated by
using the Arrhenius equation, and general activation energies
of 0.6 eV and 0.9 eV. Poisson statistics were used to derive a
calculated failure rate with a 60 percent confidence level.
Using Poisson statistics is valid for a failure rate that is low
and a failure mode that occurs randomly with time. At 55°C,
the calculated failure rate with 60 percent confidence level
(0.6 eV) was found to be 19 FITs, or 0.0019 percent failures
per 1000 hours. This number was derived from nearly nine
million device hours (125°C) of data. There were seven total
failures out of 7704 tested units representing 134 different
wafer lots. There were no infant mortality failures, which
would normally occur in the first 80 hours of burn-in. Six of
the seven failures observed were due to common CMOS
failure modes (gate oxide failure, silicon defects, or open via).
Only one unit failed due to the antifuse. This unit was
burned-in in the unprogrammed state to stress all antifuses.
It was stressed at 6 V, 150°C. It passed at 168 hours and failed
at 650 hours because an antifuse became programmed. By
passing at 168 hours, the unit received a total stress well in
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excess of 100 years of operation at 5.5 V, 125°C. With only one
antifuse-related failure in nine million device hours at 125°C,
we can derive that this represents a product antifuse failure
rate of significantly less than 10 FITs at 55 V.

Unbiased Pressure Pot Test

This test is used to qualify products in plastic packages. Units
are placed into an autoclave (pressure pot) and exposed to a

saturated steam atmosphere at 121°C and 15 psi. Problems
with bonding, molding compounds, or wafer passivation can
cause metal corrosion to occur in this atmosphere. The
existence of metal corrosion is detected during a full
electrical test of the device following exposure in the
autoclave.

Table 4 * High Temperature Operating Life (HTOL) Summary

Device Equiv. Equiv. Equiv.
Total Hours at Dev.Hrs. Dev.Hrs. Dev. Hrs.
Total Wafer 125°C Total at 55°C at 55°C at 55°C
Product Process Units Runs (0.6eV) Failures (0.6eV) (0.6eV) (0.6eV) Packages used for HTOL
1010A 12um 618 13 8.20E+05 1 3.43E+07 1.36E+07 4.43E+06 68 PLCC
1010B  1.0um 612 6 5.84E+05 1 2.44E+07 9.65E+06 3.15E+06 68 PLCC, 100 PQFP
84 PLCC, 100 PQFP, 84
1020A 1.2um 1720 29 2.61E+06 3 1.09E+08 4.32E+07 1.41E+075 JLCC, 84 PGA
10208 1.0um 1128 19 1.07E+06 1 4.46E+07 1.76E+07 0.76E+06 84 PLCC, 100 PQFP, 80
VQFP, 84 PGA
1225 12um 208 1 2.07E+05 0 8.66E+06 3.42E+06 1.12E+06 100 PQFP, 100 PGA
1225A 1.0um 80 1 8.00E+04 0 3.35E+06 1.32E+06 4.32E+05 100 PQFP
1225XL 06um 26 1 2.60E+04 0 1.09E+06 4.30E+05 1.40E+05 100 PQFP
1240 1.2um 485 7 6.11E+05 0 2.55E+07 1.01E+07 3.30E+06 ;,i%gGA 144 PQOFF, 84
1240A 1.0um 210 4 2.40E+05 ] 1.00E+07 3.97E+06 1.30E+06 144 PQFP 84 PLCC
1240XL 0.6um 52 2 5.20E+04 0 2.18E+06 8.60E+05 2.81E+05 ;
144 PQFP
1280 12um 586 13 7.03E+05 1 2.94E+07 1.16E+07 3.80E+06 :gg ng_.\;? ?;;Jg : 84
1280A 1.0um 639 13 5.21E+05 0 2.18E+07 8.62E+06 2.82E+06 PLCC ’ ’
1280XL 0.6um 127 5 2.03E+05 0 8.49E+06 3.36E+06 1.10E+06
160 PQFP
3265DX 0.6um 78 1 7.80E+04 0 3.26E+06 1.29E+06 4.21E+05 160 PQFP
1425 0.8um 275 3 2.75E+05 0 1.15E+07 4.55E+06 1.49E+06 133 PGA, 84 PLCC
1425A 0.8um 260 6 2.60E+05 0 1.09E+07 4.30E+06 1.40E+06 133 PGA
1440A 08um 158 2 1.58E+05 0 6.61E+06 2.61E+06 8.54E+05 100 VQFP
1460A 0.8um 367 6 3.98E+05 0 1.67E+07 6.59E+06 2.15E+06 207 PGA, 208 PQFP
14100A 0.8um 76 2 7.60E+04 0 3.18E+06 1.26E+06 4.11E+05 208 RQFP
Totals: 7704 134 8.97E+06 7 3.75E+08 1.48E+-8 4.85E+07
Overall FITs:
Ambient Temperature Activation Energy Observed 60% Confidence
55°C 0.6 eV 19 22
70°C 0.6 eV 47 57
90°C 0.6 eV 144 173
55°C 0.9 eV 3 3
70°C 0.9eV 1 13
90°C 09eV 57 68
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A total of 1453 units from 39 wafer runs were evaluated. Read
points were taken at 96, 168, 240, and 336 hours. There were a

total of two failures (Table 5). Both units were A1010As from units had passed at 168 hours.
Table 5 » 121°C, 15 PSI Steam Pressure Pot (Unbiased Autoclave)

the same wafer lot and assembly lot. The units failed at 336
hours because of metal corrosion at the bond pads, but both

Number of Failures (Hours)

Number of
Product Run Number Package Units 96 168 240 336
1010A TH5 68 PLCC 77 0 0 — 0
1010A Ti24 68 PLCC 129 0 0 — 0
1010A TIH104 68 PLCC 77 0 — 0 0
Ti1243
TI11263
TH297
1010A EO1-1 68 PLCC 30 0 0 —_ 0
1010A E02-1 68 PLCC 30 0 0 _ 0
1010A E03-1 68 PLCC 30 0 0 — 2
1010B TI12072857 68 PLCC 45 0 0 0
TI2072858
T12072860
1010B U1G-01 68 PLCC 40 — 0 — —
1020A T11800 84 PLCC 77 0 — 0 —
TI1859
TI2156
1020A E-01 84-PLCC 26 [4} 0 — 0
E-02 84-PLCC 28 0 0 — [}
E-03 84-PLCC 26 0 0 — 0
1020A ADK29 84-PLCC 27 — 0 —
ADC21X 84-PLCC 27 — 0 —
ADA72X 84-PLCC 27 — 0 —
1020A JF-207 100 PQFP 80 — 0 — —
1020A S-1702A 84-PLCC 25 _ 0 —_ 0
S-1702B 26 — 0 —_ 0
S-1702C 25 — 0 — 0
1020B JJ14-17 84-PLCC 81 — 0 —
10208 U1P-01 84-PLCC 40 — 0 —
1225 UdJ-01 100 PQFP 80 —_ 0 — 0
1240 TI10301 144 PQFP 79 —_ 0 —_ (¢}
1240 uI-03 84-PLCC 79 — 0 — 0
1240A E-02 144 PQFP 25 — 0 —
1240A E-03 144 PQFP 30 . 0 —
1240A E-04 84 PLCC 25 — 0 —
1280 JH-14 160 PQFP 80 — 0 — 0
1280 ADC18X 160 PQFP 82 — 0 —
FAILURE ANALYSIS (AUTOCLAVE):
Product Run Number Hours Cause
1010A E03-1 336 Continuity due to corroded pads
1010A E03-1 336 Continuity due to corroded pads
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Biased Moisture Life Test (85/85)

In this test, the units are placed into a chamber at a
temperature of 85°C and a relative humidity of 85 percent. A
voltage of 5.5 V is applied to every other device pin while
other pins are grounded. The same voltage is applied to Vce

while Vss is grounded. This test effectively detects die-related
and plastic-package-related problems.

As shown in Table 6, a total of 906 units have been stressed.
There have been no failures.

Table 6 « 85°C/85% Humidity with DC Alternate Pin Bias of 0Vio 5.5V

Number of Failures (Hours)
Number of
Product Run Number Package Units 168 500 1000 2000
1010A EO1-1 68 PLCC 79 — 0
1010A E02-2 68 PLCC — 0
1010A E03-1 68 PLCC —_— 0
1010A Ti1104 68 PLCC 80 0 0 0 —
Ti1243
TI1263
TH297
1010B 2072857 68 PLCC 201 0 [¢] 0 —_
2072858
2072860 —
1020A E-01 84 PLCC 64 — 0 0
E-02 84 PLCC
E-03 84 PLCC
1020A ADK29 84 PLCC 27 — 0 0
ADC21X 84 PLCC 27 — 0 0
ADA72X 84 PLCC 27 — 0 0
1020A E14 84 PLCC 24 —_ 0 0
E15 84 PLCC 29 — 0 0
E17 84 PLCC 32 — 0 0
1020A UP-06 100 PQFP 77 — 0 0
1020B JJ-14 84 PLCC 27 — — 0
JJ-15 84 PLCC 27 — — 0
JJ-17 84 PLCC 27 — — 0
1240 TI3256 144 PQFP 78 — 0 [
1280 UH-04 160 PQFP 80 —_ 0 0

Highly Accelerated Stress Test
(HAST) at 131°C/85% Humidity

As in the 85/85 test, units receive an alternate pin bias (55 V
and 0 V) but are exposed to a higher pressure and a higher
temperature environment. Fifty hours of HAST is generally
considered to be equivalent to 1000 hours of 85/85. HAST
testing has gained wide industry acceptance, and Actel is
currently using HAST testing in place of both 856/85 and
autoclave in most qualifications. As summarized in Table 7,
1899 units from 51 wafer runs have been tested with only one
failure, which occurred at 100 hours.

Temperature Cycling/Thermal Shock

These tests check for package integrity by cycling units
through temperature extremes. Data was taken for cycles of
0°C to 125°C, —40°C to 125°C, and —65°C to 150°C. Both
programmed and unprogrammed units were placed on
temperature cycle. As shown in Table 8, of 4760 units tested
to date, there has been only one failure. We have also
performed —65°C to 150°C thermal shock tests on 272 units
(Table 9) and have seen no failures.
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Table 7 » Biased Humidity (HAST) 131°C/85% Humidity

Number of Failures (Hours)
Number of
Product Run Number Package Units 50 100 200 240 300 400
1020A TI1130 84 PLCC 77 — 0 0 0 —
TI1139
TI1210
1020A U1P05 100 PQFP 45 — 0
1020A U1P41HM 100 PQFP 81 — 0
1020A U1P-209B 84-PLCC 15 — 0
1020B EBFJ001 84-PLCC 44 — 0
EBFI004 84-PLCC 36 —_ 0
1020B U9PO1 84-PLCC 29 —_ 0
U9P021A 84-PLCC 50 — 0
1225 UJ-03 100 PQFP 80 0 0
1225XL ACP02187.1 100 PQFP 17 — 0
1240 UlI-03 84-PLCC 80 0 0
1240A E-04 84-PLCC 77 0 —
1240A E-02,03 144 PQFP 53 0 —_
1240A U126 144 PQFP 80 — 0
1240XL ACP01117.1 144 PQFP 31 — 0
ACN51939.1
1280 ADC20X 160 PQFP 80 o]
1280A U1H-01 160 PQFP 40 0 —
1280A UtH-02 160 PQFP 40 4] —
‘280A EBFJ002 160 PQFP 30 0 —
1280A EBFJ003 160 PQFP 30 0 —
1280A EBFJ004 160 PQFP 20 0 —
1280A U1H-18 160 PQFP 80 — 0
1280A EWAJ003,4 160 PQFP 79 — 0
1280A UIH235/6 160 PQFP 65 — 1
1280XL 24381610 160 PQFP 11 — 0
24464430 160 PQFP 18 — 0
24442620 160 PQFP 17 — 0
1280XL ACP19329.1 160 PQFP 26 — 0
ACP212072.2 160 PQFP 25 — 0
3265DX ACP163684 160 PQFP 40 — 0
1425 JK8,9,10 84-PLCC 81 — 0
1425A ACN32804 100 PQFP 80 —_ 0
ACN30805
ACN33807
1425A UCJ01,2,3 100 PQFP 80 — 0
1440A JNO5 100 VQFP 45 — 0
1460A JLO4A 208 PQFP 80 — 0
1460A WB24279010 208 PQFP 47 — 0
14100A 24239130 208 RQFP 14 — 0
UCLO1 208 RQFP 31 — 0
Failure Analysis (HAST):
Product Run Number Hours Cause
1280A UIH235/6 100 Unabie to perform failure analysis; unit damaged during
decapsulation
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Table 8 * Temperature Cycle

Number of Failures (Cycles)

Number of
Product Run Number Package  Units 100 500 1000 2000
0°C to 125°C Cycles
1010A TH5 68 PLCC 125 0 —_ 0 —
1010A TI24 68 PLCC 176 0 — 0 —_
1010A TI1104 68 PLCC 129 0 0 0 0
TI1243
TI1263
T1297
1020A TI1800 84 PLCC 129 0 0 0 0
TI1859
TI2156
-40°C to 125°C Cycles
1010A TH104 68 PLCC 129 0 0 0 0
Ti1243
TI1263
T297
1020A TI1800 84 PLCC 129 0 0 0 0
Ti1859
TI2156
~65°C to 150°C Cycles
1010A TI1104 68 PLCC 129 0 0 0 0
TI1243
TI1263
TI1297
10108 TI2072857 68 PLCC 201 0 ] o]
TI2072858
TI2072860
1010B U1G-01,02 68 PLCC 40 — — 0
1020A TI1800 84 PLCC 129 0 0 0 0
TI11859
TI2156
1020A JF-71 100 PQFP 129 — - 0
1020A EO1 84-PLCC 85 — - 0
E02
E03
1020A S-1702A,B,C 84-PLCC 144 0 — 0
1020B JJ14-17 84-PLCC 81 — — 0
10208 U1P-01,02 84-PLCC 40 — — 0
1020B EBFJ001 84-PLCC 80 — - 0
10208 U1P41HM 100 PQFP 80 — — 0
1020B EWAI003 84-PLCC 80 — — 0
10208 U1P-209B 84-PLCC 15 — — 0
10208 U1P05 100 PQFP 80 - - 0
10208 U9PO21A 84-PLCC 55 —_ _ 0
U9rPo1 23 — — 0
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Table 8 » Temperature Cycle (continued)

Number of Failures (Cycles)

Number of
Product Run Number Package Units 100 500 1000 2000
—65°C to 150°C Cycles
1225 UJ-01 100 PGA 80 0 — 0
1225 uJ-o1 100 PQFP 80 — —_ 0
1225XL ACP02187.1 100 PQFP 18 — 0 0
1240 T11053932 132 PGA 15 0 0 0
TI1045571 20
TI1053933 42
1240 Tl 3256 144 PQFP 80 — 0 0
1240 UlI-01 132 PGA 50 0 — 0
1240 ul-02 132 PGA 50 0 — 0
1240 Ul-03 84 PLCC 80 — — 0
1240A E-02 144 PQFP 25 — — 0
1240A E-03 144 PQFP 28 — — 0
1240A E-04 84 PLCC 77 — —_ 0
1240A U1l-26 144 PQFP 80 — — 0
1240XL ACP01117.1 144 PQFP 30 — 0 0
ACN51939.1
1280 TI1136307 176 PGA 71 0 — 0
TI11143650 176 PGA 5 0 . 0
TI1143649 176 PGA 1 0 — 0
1280 UH-01 176 PGA 25 0 — 0
1280 UH-02 176 PGA 26 0 — 0
1280 UH-04 160 PQFP 34 0 —_— 0
1280 JH-14 160 PQFP 48 0 — 0
1280 ADE16X 160 PQFP 27 — — 0
1280 ADC18X 160 PQFP 30 — — 0
1280 ADC20X 160 PQFP 27 — — 0
1280A U1H-01 160 PQFP 40 — — 0
1280A U1H-02 160 PQFP 40 — — 0
1280A U1H-18 160 PQFP 80 — —_ 0
1280A EWAF003 160 PQFP 75 — — 0
1280A EWAJ03,4 160 PQFP 80 — — 0
1280A U1H-235/6 160 PQFP 30 — — 0
1280A U1H262 176 TQFP 79 — 0 0
1280XL 25026540 176 TQFP 17 — 0 0
1280XL 24484820 160 PQFP 31 — 1 1
24464430
1280XL 24485920 84 PLCC 24 0
24484810 84 PLCC 24 0
1280XL 24524350 160 PQFP 24 0
25026550 160 PQFP 24 0
1280XL 24381610 160 PQFP 25 0
24464430
24442620
1280XL ACP19329.1 160 PQFP 26 0 0 0
ACP212072.2 160 PQFP 25 0 0 0
3265DX ACP163684 160 PQFP 45 — — 0
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Table 8 » Temperature Cycle (continued)

Number of Failures (Cycles)

Number of
Product Run Number Package  Units 100 500 1000 2000
—65°C to 150°C Cycles
1425 JK8,9,10 133 PGA 81 — — 0
1425 JK8,9,10 84 PLCC 83 — — 0
1425A UCJ01,2,3 100 PQFP 80 — — 0
1425A ACN32804 100 PQFP 80 — — 0
ACN30805
ACN33807
1440A JN-02 160 PQFP 80 — —_ 0
1440A JN-05 100 VQFP 80 — — 1
1440A 51940.1 100 VQFP 45 - — 0
1460A JL-01 208 PQFP 80 — — 0
1460A JL-01 207 PGA 80 —_ — 0
1460A PC435091 207 PGA 80 — — o]
1460A PC435092 207 PGA
1460A PC435093 207 PGA
14100A 24239130 208 RQFP 14 —_ — 0
UCLOf1 208 RQFP 31 — — 0
Failure Analysis (Temperature Cycle):
Product Run Number Cycles Cause
1440A JN-05 1000 In failure analysis
Table 9 » Thermal Shock —65°C to 150°C
Number of Number of Failures (Cycles)
Product Run Number Package  Units 100 200 500 1000 2000
1010A TH104 68 PLCC 77 0 — — 0 0
TH243
TH263
Ti297
1010B TI2072857 68 PLCC 45 0 0 —_ 0
TI2072858
TI2072860
1020A TH800 84 PLCC 77 0 — — 0 0
Ti1859
Ti2156
1240 TI1149935 43 —_ 0
1280 UH-01,02 176PGA 30 0 —
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Other Tests

A variety of other tests are performed on Actel devices. These
include electrostatic discharge, latch-up, and radiation
hardness tests.

Electrostatic Discharge (ESD)

All Actel products contain static electricity protection
circuitry and are tested for sensitivity to static electricity by
using the human body model as described in MIL-STD-883D
(100 pf discharged through 1.5 Kohms). Three positive and
three negative pulses are discharged into each pin tested at
each voltage level. For inputs and [/Os, these six pulses are
applied with three different grounding conditions: Vss only
grounded, Vec only grounded, and all other I/0s grounded.
Thus, each pin receives a total of 18 pulses for each test
voltage. After pulsing, the units are then tested on a VLSI
tester. Leakage currents are measured at 0 V and 5.5 V. Any
pin showing more than 1 uA of leakage is considered to be a
failure. To date, all Actel products pass ESD testing at 1500 V
or higher. Newer 1.0um and 0.8um products exceed 2000V on
all I/Os. For further information about specific products and
packages, please contact Actel.

Latch-Up

Latch-up is a well known cause of failure in CMOS circuits.
Parasitic bipolar transistors are created by the P-channel
transistors, the N-channel transistors, the N-well, and the
P-substrate. These transistors are connected in a manner
that effectively creates an SCR. If a voltage on an external pin
forwards bias to the substrate, the parasitic SCR can be
latched to the on state, thereby creating a low-impedance
path between Vce and ground. A large amount of current then
flows through this path. This current can, at best, temporarily
make the device nonfunctional and, at worst, cause
permanent damage.

There are several techniques used by CMOS designers to
reduce the chance of latch-up. One of the most common
techniques is to use guard rings to isolate P-channel and
N-channel transistors. The disadvantage of this method is
that it requires additional silicon die area. Another method is
to use a substrate bias generator. Creating a negative
substrate bias means that an input must go even more
negative to cause latch-up. A third technique is to use EPI
wafers to achieve low substrate resistance, which lowers the
chance of triggering latch-up. Actel uses both guard ring and
EPI wafer techniques for all FPGA devices.

The latch-up test method is defined by JEDEC Standard
No. 7. Each 1/0 pin on a tested device is forward biased in
both directions (to Vss and Vec) by forcing negative and
positive currents ranging from +50 mA to £400 mA in 50 mA

increments. Following each stress, the device Icc current is
measured. If the current exceeds the data sheet limit of 10
mA, the unit is rejected. The device is also functionally
tested.

Six units from three different wafer lots are tested to qualify
each Actel product. Testing is done at room temperature as
well as at a worst-case temperature of 125°C. All device I/0s
and power supplies are tested. To date, all products pass a
minimum of 250 mA.

Radiation Hardness

A programmed antifuse makes a connection between an
upper layer of polysilicon and an N+ diffusion on the bottom.
This connection is very similar to a buried contact used in
some MOS processes. Many other programmable logic
products rely on a stored charge to make their connections
(for example, RAM, EPROM, or EEPROM). This stored charge
can be susceptible to degradation from radiation exposure.
The Actel antifuse makes a hard contact and does not rely on
a stored charge. As a result, one would expect the Actel
products to have superior radiation tolerance compared with
products that use a stored charge.

Actel does not perform any radiation testing on devices,
however, several customers and independent contractors
have performed tests and shared their data. Although the
results depend on device type and process technology, Actel
devices have shown the capability to withstand total dose and
single event upset effects. For detailed information on
radiation results, please contact your local Actel sales
representative.

Summary

The data presented in this report establishes the excellent
reliability of Actel FPGAs. Both Actel models and actual
device testing show that the antifuse is highly reliable and
that the combined contribution of all antifuses to the gate
array product's hard failure rate is less than 10 FITs, or
0.001 percent failures per 1000 hours.

References:

1. E.Hamdy, et al., “Dielectric Based Antifuse for Logic and
Memory ICs,” IEDM paper, pp. 786—789, 1988.

2. 8. Chiang, et al, “Oxide-Nitride-Oxide Antifuse
Reliability,” Proc. Int. Rel. Phys. Symp., 1990.

3. J. Lee, 1. Chen, and C. Hu, “Modeling and
Characterization of Gate Oxide Reliability,” IEEE Trans.
of Elec. Dev., December 1988.
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Technical Support Services

Actel Technical Support

Actel's application engineers have developed many ways to
meet your needs. Qur services provide technical assistance to
all of our customers worldwide. Customers can obtain
technical assistance by means of the Technical Support
Hotline, the Bulletin- Board Service (BBS), Customer
Training, International e-mail, and our recently improved
fax-back system, Action Facts and Fax Broadcast.

Customer Applications Center

The Technical Support Hotline
provides technical information on
Actel hardware and software
products.  Questions regarding
software authorization, availability,
and pricing are handled through
Actel's customer service. All calls are answered by our
Technical Message Center. The center retrieves information
such as the caller’s name, the company name, the phone
number, and the caller’s question, and then issues a case
number. The center then forwards the information to a queue
where the application engineers receive the data and return
the customer call. Our goal is to return all customer inquiries
within one hour. The hotline’s phone hours are from 7:00 a.m.
to 5:00 p.m. PST. In addition to answering the Customer
Applications Center calls, our applications engineers develop
other ways of assisting our customers such as writing
application notes and user guides, creating design examples,
and evaluating software.

The Technical Support Hotline number is 800-262-1060.

Electronic Bulletin Board Service (BBS)

Actel currently offers information
access and transfer via a 24-hour
worldwide bulletin board. Customers
can download information such as

{ mmse]  new soft macros and software bug
fixes. In addition, our applications engineers use the BBS to
help solve design problems. Sometimes a customer’s issue
cannot be solved by the technical hotline. In these cases, our
applications engineers may request the customer upload
their design to the BBS. All files uploaded to the Actel BBS
are automatically stored in a private directory. This way the
applications engineers can examine the design first hand and
make the appropriate diagnosis.

The telephone numbers for the BBS is 408-739-6397
and 408-738-5717 with a baud rate of 9600 and 14400
respectively. To connect to the BBS by modem, the following
equipment and configuration are required:

¢ Baud rate of 9600 or 14400

¢ Data format: 8 data bits, 1 stop bit, no parity
The following file transfer protocols are supported:
¢ Xmodem

¢ Ymodem

® Zmodem

e ASCII

First-time callers need to establish an account. Once
connected to the BBS, the caller is then prompted for his/her
name, company, phone number and so on. After the account
is established, the customer calls the Technical Support
Hotline at 800-262-1060 and requests file transfer class. Our
Technical Message Center verifies the name and company
and then upgrades the account’s security level.

Customer Training

Actel offers an  introductory
two-part, three-day course covering
all aspects of designing an Actel
FPGA.

The first day and a half starts with

the architecture similarities and

differences of Actel's FPGA device

families: ACT 1, ACT 2, 1200XL,
ACT 3, and 3200DX. It then walks the student through
the entire FPGA design process, starting with a hierarchical
Viewlogic schematic (including ACTgen blocks) and ending
with a programmed Actel FPGA.

The second day and a half is an introduction to VHDL and the
ACTmap VHDL synthesis tool.

The course offers extensive hands-on labs, supported by
lecture notes and a full set of Actel documentation.

Classes are offered monthly with a minimum of three people
per session. Customers can register by calling the Customer
Application Center and requesting training class registration
information or via the Actel web page.

April 1996

N AOOL A sl Do rnarabinen




Action Facts

The Action Facts system is a 24-hour
fax-back service. Customers can
obtain a list of current software bugs
and workarounds, application notes,
/ design hints, package pinouts, and
much more information. Simply call
the toll free number and request that
a catalogue be faxed to your office.
Review the document and call the number again to request up
to four documents per call. The Action Facts Catalogue is
frequently updated.

The Action Facts phone number is 800-262-1062.

A

Fax Broadcast

Actel has a new support mechanism that allows our
customers to receive automatic information regarding latest
software bugs and workarounds, new application notes, new
products, and much more. This information, if you choose to
participate, will be automatically faxed to your fax machine
when it comes available. When you call the Technical Support
Hotline, be sure to tell them you want to be a member of Fax
Broadcast.

International E-mail Address

Actel has recently introduced a
new method for customers to
communicate with our applications
engineers. Customers can e-mail
their technical questions to our
e-mail address and receive answers back either by e-mail,
fax, or phone call. In addition, customers can quickly e-mail
their design files to receive assistance. The e-mail account is
monitored several times throughout the day, and our goal for
responding is two working days after receiving the message.

Technical support’s e-mail address is tech@actel.com.

The Actel Homepage

Actel has one of the most innovative
web sites in the industry located at
http://www.actel.com. With constant
additions and enhancements, the
Actel Homepage is the best place to
find the latest information to evaluate
and use Actel products. Here is some
of the information available on our Homepage:

e All current device data sheets
¢ Device selector guides

¢ Application examples and design techniques (including
design files)

o Links to Actel CAE partners’ Homepages

o Software product release notes

o Actel training schedule and registration

o Current Actel representative and distributor contacts
¢ Actel employment opportunities

* Designer Digests containing the latest software issues
¢ Numerous software User's Guides

¢ Technology backgrounders

o The latest reliability reports

® Access to the technical support hotline

o Actel press releases

* Frequently asked questions

e The Actel corporate directory

¢ Literature and multimedia demo request form

¢ University program

¢ High-level design resource page

Many new features are certain to have been added since the
printing of this Data Book, so if you are currently designing
with Actel or just browsing, come visit the Actel Homepage at
http://www.actel.com. And while you're there, be sure to sign
our guestbook!
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Glossary of Terms

ACTgen Function-generation tool that automatically
builds configurable structured macros including counters,
shift registers, arithmetics, decoders, and large multiplexers.
The user can configure size and optional controls for each
macro. The ACTgen macros are usable in both schematic and
synthesis environments.

Actionprobes A combination hardware and software
function whereby internal nodes in the device can be
connected to external I/0 pins (PRA and PRB) during normal
device operation. The nodes of interest are selected by a
serial address scanned into the device using the SDI and
DCLK pins.

Activator Actel nomenclature for a programmer.

ACTmap Synthesis and optimization utility available
with all Actel development systems. ACTmap can synthesize
VHDL or PALASM source files into Actel specific netlists,
which can then be mapped into a device.

Antifuse A programmable element consisting of a
two-terminal device that exhibits high impedance in the
unprogrammed state and low impedance in the programmed
state. Programming is accomplished by applying a high
voltage across the antifuse’s terminals, causing a dielectric
breakdown.

BGA Abbreviation for a ball grid array package.

Block compiler A software tool that can be used to
estimate cost and performance on complete or partial
designs.

C-Module A module containing only a combinatorial
function. It is characteristic of the Integrator and Accelerator
families.

CQFP Abbreviation for ceramic quad flat pack package.

Debugger Software tool providing an interface to the
Actionprobes and control for the Activator in a dynamic test
mode.

Designer Series Actel design environment that can
import netlists from third-party CAE tools and convert the
information to silicon. Supporting functions in Designer
Series include pin and performance definition capability,
timing verification, and program file generation.

DirectTime Layout Timing-driven layout function
within Designer Series. An editor in Designer Series supports

delay constraint definition, which drives the DirectTime
Layout engine.

Global clock A global network that can drive all
flip-flops in a device. This network can alternatively be used
for other functions such as power on reset in some devices.

Hard array clock (HCLK) A global clock that is
hardwired to the clock inputs of all array flip-flops. HCLKs
exhibit higher performance and lower skew capabilities than
do other available global resources.

Hard macro Macro that maps directly into a single or
dual logic module and whose timing is fixed.

Logic module The basic logic building block in Actel
device architectures.

MPGA Abbreviation for masked programmable gate
array. For high volumes, MPGAs can provide lower device
cost.

ONO High-impedance dielectric layer of the antifuse
(oxide-nitride-oxide). The dielectric normally exhibits very
high impedance but can be broken down by applying high
voltages to its terminals.

PGA Abbreviation for pin grid array package.

PLCC Abbreviation for plastic leaded chip carrier
package.

PLICE Abbreviation for Actel's ONO
(programmable low-impedance circuit element).

antifuse

PQFP Abbreviation for plastic quad flat pack package.

Probe pins Four pins on all Actel devices (SDI, DCLK,
PRA, and PRB). These pins are used to control the
Actionprobe function of the device.

Quadrant clock A high-drive and low-skew resource
that provides access only to a portion of the device. As a
result, special restrictions limit the number of flip-flops that
can be attached to these clocks. Although referred to as a
clock, these resources can also be used to drive high-fanout
combinatorial functions.

Routed clock (RCLK) A flexible, medium-performance,
medium-skew global resource.

S-module A module in the Accelerator and Integrator
families that contains a C-module element and a flip-flop.
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Segmentation A patented capability in Actel devices
providing wires of varying lengths to interconnect logic
modules. The advantage of segmentation is that fewer
programmable elements need to be used, thus reducing
overall circuit impedance and improving predictability.

Soft macro A function composed of many hard macros.
The function is considered soft because performance can vary
from one instance to the next.

System speed A measure of the potential performance
of a device, using complex functions.

Toggle rate The frequency at which an internal flip-flop
can toggle, given no output loading, This parameter typically
implies nothing about the actual achievable performance of a
device.

TQFP Abbreviation for thin quad flat pack package.
Usable gates A measure of the amount of function
achievable in a device when related to two-input NAND gates.
For FPGAs, the number of usable gates is a function of
programmable logic block efficiency and the percentage of
usable logic blocks.

VQFP Abbreviation for very thin quad flat pack package.
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