




































































































































































































































































































































































































































































































































































































WAPRESS Cache Memory Design 
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CACHE UNE 1 

H 11 
CACHE UNE m l """" 

MAIN MEMORY 

Figure 2. Direct Mapping 

tic direct mapped cache implementation is shown in 
Figure 3. A direct-mapped cache consists of a data 
memory, a tag memory, ·and a comparator. The size of 
the data memory (which contains the cached data and 
instructions) is defined as the cache size. The tag 
memory is used to determine if the line being addressed 
by the processor is actually in the cache (via use of the 
comparator). The address is split into three fields: a tag 
field, an index 'field, and a word-offset field. The tag 
field consists of the higher-order bits of the address. 
The Index field is used to address the tag memory in 
order to see if the line being accessed is indeed the line 
that the processor desires. This mechanism ensures 
that, for example, data from (desired) cache location 
2m + 4 is retrieved instead of data from cache location 

'--________ ---' DATA OUT 

Figure 3. A Direct-Mapped Cache 

4m+4 (which would reside in the same location in the 
cache). The line size is defined as the basic �~�t� of 
transfer between the cache and main memory .'and is 
typically 16, 32, 64, 128, etc bytes. The number of bits in 
each field can be deciphered as follows: 

i=logz(# cache tag entries) 

w=logz(line size) 

i+w=logz(cache size) 

t=(# address bits)-i-w 

The cache functions in the following way: When an ad­
dress is presented to the cache, the bits of the index 
field are used to address the tag store. The tag is ac­
cessed, and the tag contained in the location addressed 
by the index field is presented at its outputs. This tag is 
compared with the reference tag, while also checking to 
see that the status bits (i.e., VAUD, DIRTY, etc.) are 
all right. In parallel with the tag access· and status 
check, i + w bits are used to address the data memory, 
with the accessed word being placed in the DATA 
OUT buffer. If the tags match and if the status bits 
check out all right, MATCH OUT is asserted, indicat­
ing that the information retrieved from the data 
memory is correct (a cache hit). If' the tags do not 
match or if the status bits do not check out all right, 
MATCH OUT is deasserted (indicating that the data in 
DATA OUT is invalid and, therefore, a cache miss) 
and the correct data is retrieved from main memory. 
Consequently, a direct-mapped cache has two critical 
timing paths: 

1. Read-data: accessing the data memory & pass­
ing the word to the DATA OUT register. 

2. Asserting the MATCH OUT signal if the status 
bits are all right and the retrieved tag matches 
the reference tag. , 

Accordingly, cache access time for a direct-mapped 
cache is limited by the slower of paths 1 and 2. 

Set Associative Cache Mapping 
Figure 4 illustrates how set associative mapping works 
for the 2-way set associative case. The cache consists of 
2 sets or banks of memory cells, each containing m 
lines. Location 1 in main memory maps to cache line 1 
of either set. Location 2 in main memory maps to cache 
line 2 of either set. Location m in main memory maps to 
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Figure 4. Set Associative Mapping 

cache line m of either set. Location m + 1 in main 
memory maps to cache line 1 of either set. Location 
m + 2 in main memory maps to cache line 2 of either 
set, and so on. In this manner, each location in main 
memory has 2 chances of being in the cache. This 
scheme allows, for. example, main memory locations 
m+z and 5m+z (where z is any integer) to coexist in 
the cache. This is an advantage in that it supports the 
principle of temporal locality of reference very efficient­
ly for small cache sizes. This advantage goes away, how­
ever, when the cache becomes sufficiently large. FigUre 
5 shows an implementation of an noway set associative 
cache where n = 2. Each of the sets, which are enclosed 
by a dashed block, contain the same logic that is inside 
the dashed block in Figure 3 (direct-mapped cache). 
Additionally, an OR function is included to assert 
MATCH OUT if either set contains a match. The 
decode function selects data from the bank containing 
the match, and asserts a control line to the mux, thereby 
allowing the matched data to propagate to DATA 
OUT. Two comments: First, extension of this topology 
to noway set associativity simply means having n sets of 
memory, and n-input OR function, an n-to-l decoder, 
and an n-to-l mux. Second, this is only one of several 
topologies. Another way of implementing the mux func­
tion would be to assert RAM output enables based on 
the outcome of the matching function. Yet another way 
would be to combine the OR and DECODE functions 
into one package (which could easily fit into a PLD). 
Obviously, there are more logic levels in a multi-way set 
associative cache than in a direct-mapped cache. A 
multiway set associative cache contains three critical 
timing paths: 

Figure S. A 2-Way Set Associative Cache 

1. Read-data: accessing the cache data memory in 
each of the sets. 

2. Asserting the MATCH OUT signal in one of 
the sets if the tag is matched and valid. 

3. Select-data: selecting the cached data from the 
set that matches (if there is a match). 

Intuitively, multiway set associative caches are slower 
than a direct-mapped cache because of the added logic 
delay associated with the select-data path. Therefore, a 
direct-mapped cache will exhibit a faster cache hit time 
at a lower system cost. 

Fully Associative Mapping 
Figure 6 illustrates fully associative mapping. With a 
fully associative scheme, any location in main memory 
can be mapped to any location in the cache. This 
scheme theoretically produces the highest hit rate be­
cause there is no possibility of "thrashing." Thrashing 
occurs when two or more blocks of data that map to the 
same location in the cache start replacing each other 
frequently. The end result is a drastic increase in terr 
due to increased miss rate. Thrashing becomes statisti­
cally unlikely, however, as cache size increases. Figure 7 

. illustrates a simplistic fully associative cache. As shown, 
the address accesses a CAM (Content Addressable 
Memory) bank that simultaneously searches all loca­
tions for a match. If a valid match is found, the cache 
data RAM places the requested information in DATA 
OUT. If a match is not found, main memory must be 
accessed for the correct data. Fully associative caches 
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Figure 7. A Fully Associative Cache 

are very expensive to build due to the fact that CAM 
cells are not readily available. Consequently, most 
caches are designed with direct or set-associative map­
ping, which can be realized with SRAM technology. 

Design Trade-offs: Direct vs. Set Associative Mapping 
The trend in cache design is toward larger caches. In 
the past, cache sizes of 8 KB to 16 KB were fairly com­
mon. Today, 64 KB is probably the average with many 
processors capable of supporting much larger cache 
sizes. As an example, consider the 80386. (a low-end 
processor) used in combination with the 82385 cache 
controller. The i82385 directly supports 32 KB cache 
size, and will indirectly support 64 KB and 128 KB 

cache. The '385 supports both direct mapped and 2-way 
set associative cache. When coupled with the Cypress 
CY7C184 Cache Data RAM (which was designed 
specifically for this application) a 32 KB cache can be 
realized with three chips - one 82385 and two 
CY7Cl84's. As another example, consider the Cypress 
CY7C600 SPARC family (a high-end processor family). 
This family supports direct-mapped cache in 64 kB 
"clusters," each consisting of one CY7C604 Cache 
Tag/Cache Controller/Memory Management Unit 
(CMU) and two CY7C157 16K x 16 Cache Data 
RAM's. Up to four clusters can be included per proces­
sor, effecting up to a 256 KB direct-mapped cache. 
Clearly, the industry trend is toward larger cache size. 

There are two basic reasons for this: First, semiconduc­
tor technology is now capable of easily supporting 64 
KB cache size with reasonable chip count and speed. 
Second, the emergence of multiple RISC (Reduced In­
struction Set Computer) architectures demand higher 
cache hit rate and faster cache hit time; in other words 
a large, simply designed (i.e., fewer logic delays) cache. 
These trends, larger cache size and faster hit time, tend 
to favor easier-to-design direct mapped cache. The 
basic trade-off is that as associativity (which is defined 
as the number of cache lines in which a given block of 
data may reside) is reduced, fewer lines are searched-on 
a memory reference. This provides a potential im­
plementation advantage in that as fewer lines are sear­
ched, logic delay paths disappear and the cache gets 
faster. The downside to this is that as associativity 
decreases, the number of lines which have identical tags 
that can be simultaneously resident in the cache also 
decreases. 

Valid arguments can be presented that support using 
set-associative mapping over direct mapping and vice 
versa. However, most researchers agree that the trend is 
toward direct mapping. There are two basic arguments 
against direct mapping: First, direct-mapped cache has a 
lower hit rate than a set-associative .cache of the same 
size. This is a true statement, but .is rapidly becoming a 
"don't care." CO!l,sider Figure 8.1 For small cache size, 
direct mappip,g exhibits a considerably higher miss rate 
than either 2-way or 4-way set associative mapping. But 
fodarge cache size (64 KB) the miss ratio difference 
between direct mapping and set-associative mapping 
becomes a fraction of 1%. Research presented in [Hill] 

1 Transcribed from the ACM Tranuction. po Computer ~m. 11/88, Vol. 6, No.4, "Cache Performance of Operating Systems and 
Multiprogramming Workloads", (Agrawal, Hennesy, Horowitz) 
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shows that, for an 8 KB unified instruction/data cache, 
the difference in miss rate for 2-way set-associative vs. 
direct-mapped cache is around 1.3%. That figure drops 
to around 0.5% for 32 KB cache. The end result is that 
for large cache size, the reduced logic delay inherent in 
direct mapping (specifically, elimination of the Select­
Data path) produces a cache that is faster and displays 
essentially the same hit rate as a similarly sized set as­
sociative cache. Thus, recent research supports the use 
of direct mapping. 

~f~=···~R=.=W~(~2)--------------~==========;-l 
-+- 4-W'q Set. "'-Oil 

20 -6- Z"''I'q Selt -.00. 

...... Direct Kapped 

°1~--~--~--8~--1~6--~3~2--~6~4--~12~8--~25~6--~512 

Cache Size (kB) 

Figure 8. Cache Miss Rate as a Function of 
Associativity 

The second argument against direct-mapped cache is 
that a direct-mapped cache is more prone to "thrashing.» 
On the surface, this makes a good deal of sense. But for 
larger cache size, the statistical likelihood of this occur­
ring is so low that it becomes negligible. Additionally, 
for real-time applications where deterministic response 
time (to a memory reference) is critical, the possibility 
of thrashing can be completely eliminate<,i if cache 
entries can be "locked." 

Four sound arguments can be presented in support of 
direct mapping: First, direct-mapped cache is less ex­
pensive than set-associative cache due to elimination of 
the logic associated with the Select-Data function. 
Second, the cache access time for a direct-mapped 
cache is faster than for a set associative cache due to 
elimination of logic delays associated with the Select­
Data function. Third, terr is generally lower for a direct 
mapped cache than for a set associative cache for suffi­
ciently large (generally 32 KB) cache. size because tcache 

is reduced and delta-m is negligible. Finally, there is no 
need for implementation of a cache line replacement 
policy for a direct-mapped cache since direct mapping 
is a one-to-one relationship (cache replacement policies 
will be discussed later). 

Cache size 

Cache size is perhaps the single largest influence on 
miss ratio, and also the most difficult to quantify in 
terms of miss ratio impact since the size of cache 
needed is so closely related to the principle of locality 
of reference and therefore the software workload. In 
general, however, a larger cache has a lower miss ratio. 
But large cache is also significantly more expensive to 
build given ·the relatively higher cost of fast SRAMs. In 
addition, mindlessly increasing the size of the cache can 
actually result in a performance drop. This performance 
drop may be the result of an increase in output loading 
due to fan-in/fan-out limitations or the increase in cache 
hit processing time due to added logic delays necessary 
to manage a larger cache. Given the current state of 
semiconductor technology, cache sizes of 64KB are easy 
to achieve, which is generally large enough to allow a 
cache to be designed with a 96% hit rate. 

For multilevel cache hierarchies, a level 2 cache must, 
in general, be very much larger than the level 1 cache in 
order to be effective. Research results presented in 
[Short, Levy] indicate that addition of a second level of 
cache can provide a worthwhile performance increase 
given the proper combination of small-fIrst-level cache 
and slow main memory. 

Cache Line Size 

Cache line size, which is defIned as the basic unit of 
information transfer between the cache and main 
memory, ranks second, right behind cache size, as the 
parameter that most affects cache performance. Proper 
choice of line size is important because it impacts both 
miss rate and tmain. Figure 9 presents data that has been 
transposed from [Smith]. Note that for a given cache 
size, increasing the line size reduces miss rate. But 
eventually miss rate begins to increase with larger line 
size (see the 2 KB curve in Figure 9). Cache line size 
also has an impact on tmain. Line sizes that are too 
large have long transfer times (thereby increasing tmain) 
and create, difficulties in multiprocessing systems by 
generating excessive bus traffic. This is particularly true 
for primitive buses that do not support single-address, 
multiple-data cycle burst transfers. Newer bus 
protocols, such as Futurebus and Cypress's Mbus 
(Module bus), allow larger line sizes with less impact on 
tmain due to their burst transfer capabilities. Additional­
ly, larger line sizes tend to effect a degree of "memory 
pollution." Memory pollution occurs when information 
is loaded into the cache, but is never referenced by the 
processor. 
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Figure 9. Cache Miss Rate as a Function of Line Size 

For multicache organizations, having a level 2 cache line 
size that is greater than the level 1 cache line size has 
other advantages as well (that are not discussed in 
[Short, Levy)). Specifically, increased performance (due 
to the pre-fetch nature of the line-si7.e difference) arid 
lower cache tag cost. If the level 2 cache line size is 
greater than the level 1 cache line size, provision must 
be included to account for this. Generally, the ratio of 
level 2 cache line size to level 1 cache line size is set to 
be a power of 2. Recall that line size is defined as the 
basic size of information transfer between the cache and 
main memory (or between the level 1 cache and the 
level 2 cache). If the line size of the level 2 cache is not 
equal to the line size of the level 1 cache, the level 2 
cache controller must be able to communicate in two 
different sizes of "data chunks." Using this type of sec­
tor-oriented cache, coherency is maintained in sizes 
equal to.the level 1 cache line size (a "sub-block" of a 
level 2 cacht: line), meaning that the level 2 cache tag 
entries must include bits to track VALID, DIRTY, and 
INCLUSION (which indicates that the sub-block is 
present in the level 1 cache) for each sub-block. To il­
lustrate this, consider a 16 KB direct-mapped level 1 
cache with a 16 byte line size that is backed up by a 256 
l<B direct-mapped level 2 cache. If the level 2 cache 
line size is equal to the level 1 cache line size (e.g., 16 
bytes), the level 2 cache will have (256K/16) or 16K 
cache tag entries. The tag size in bits (if a 32 bit address 
is assumed) is then 32 - 10g2(16K) - 10g2(16) or 14 bits 
plus 3 bits (for VALID, DIRTY, and INCLUSION) for 
a total of 17 bits long. This equates to a cache tag size 

of 16K x 17 or 272 Kbits tag size. If, on the other hand, 
the level 2 cache line size is set at 64 bytes, the level 2 
cache will have 4K tag entries. The tag size would then 
be 14 bits plus the 3 status bits needed for each of the 4 
sub-blocks in the level 2 cache line for a total of 26 bits 
of tag. The total tag size would then be 4K x 26 or 104 
Kbits, meaning that the tag for the sector-based level 2 
cache would cost 40% as much as the tag for the non­
sector-based cache tag on a costJbit basis. Therefore, in 
addition to the possible performance benefit associated 
with having a level 2 line size that is greater than the 
level 1 line size, the cache will be less expensive as well. 

In summary, three factors influence cache line size 
choice: 

1. The type of bus protocol that is used. Use of a 
protocol that is capable of burst transfers (such 
as Futurebus or Mbus) will permit a larger line 
size with a potential increase in performance. 

2. The structure of main memory. In other words, 
make sure that the chosen line size will not cre~ 
ate a bottleneck at the main memory interface. 

3. Bus bandwidth/data contention considerations, 
especially in a multiprocessing environment. 

The design task 'boils down to choosing a line size that 
is big enough to effect a good miss ratio, but small 
enough to minimize tmain. Typically, cache line size is 
16, 32, 64, or 128 bytes. 

Split vs. C()mbined Cache 
In the past, computers have generally utilized a single 
cache for both instructions and data. It is possible, how­
ever, to design a system that has separate caches for 
instructions and data. Generally, as shown in Figure 10,2 
a unified instruction/data cache results in slightly higher 
performance through a lower miss ratio. The ad­
vantages of splitting the cache are: 

1. It makes design of the instruction cache easier 
since it's contents do not generally need to be 
modified. 

2. It may eliminate conflict between data and in­
struction accesses in a pipelined architecture 
(this would depend, of course, on the overall 
processor architecture). 

2 Transcribed from "CPU Cache Memories", 1984 (Smith, UniVersity of California, Bcrkcly) 
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There are also advantages to using a unified cache: 

1. Cache design is simpler for a unified cache be­
cause: (a) cache-to-main memory communica­
tions are one-to-one and (b )cache-to-processor 
communications are one-to-one. 

2. A unified instruction/data cache tends to make 
more efficient use of the cache, which is a 
limited resource. 

Cache Management 
Cache management, in this context, refers to the 
policies that are used to move information into and out 
of the cache. These policies are not directly related to 
cache organization, but they do have an impact on the 
complexity of the cache controller. Specifically, cache 
management refers to the policies that: 

1. Keep main memory coherent relative to cached 
information. 

2. Determine when new information should be 
loaded into the cache from main memory. 

3. Determine (if there is a choice available) which 
line in the cache should be replaced with the 
new information that is being loaded into the 
cache. 

Miss Rate 
30%I----------~=======;:_1 

25% 

O%~~~=~. 1 8 16 32 64 128 256 512 

Cache Size (kB) 

Figure 10. Miss Rate for Split Cache v.s. Combined 
Cache 

Main Memory Coherence Schemes 

When the CPU modifies data that is cached, main 
memory needs to be notified of the change at some 
point in time. Whether this happens "sooner" or "later" 
depends on the coherency scheme that is used. There 
are two mainstream coherency schemes: write-through 
and copy-back. Each policy has advantages and disad­
vantages, and each impacts both the complexity of the 
cache controller and terr. Using write-through, all writes 
to cached locations are immediately written through to 
main memory. This policy is the simpler of the two to 
implement, resulting in a less complex cache controller 
design. It can, however, result in a performance 
decrease since the CPU usually must be held pending 
completion of the write. Write-through can also cause 
problems due to increased bus traffic. The copy-back 
policy only updates the cache on CPU store cycles, up­
dating main memory only when it becomes necessary to 
replace a modified (or "dirty") line in the cache. This 
policy requires an extra bit in the cache tag array to 
keep track of whether a line is "clean" or "dirty." The 
main advantage of copy-back is that it generates less 
memory bus traffic, resulting in higher performance. 
The main disadvantage of copy-back is increased com­
plexity of the cache controller. Table 1 outlines the 
major advantages/disadvantages of both policies. Addi­
tionally, a system can implement "write allocation". 
Write allocation means that on a write miss, the data 
addressed by the write miss is loaded into the cache and 
then modified. With no write allocate, the data is writ­
ten to main memory only, and the cache is not updated. 

For multilevel cache systems, reducing the overhead re­
quired to maintain consistency between the level 1 
cache, the level 2 cache, and main memory is a critical 
design factor. The trade-off is one of cache controller 
complexity and the amount of bus bandwidth vs. cost. 
According to [Short, Levy], the level 1Ilevel 2 cache 
coherency strategy could result in a 15% cache system 
performance differential. In a 2-level cache, choice of 
write strategy can generally be made independently of 
the level, the choice of strategies (from highest perfor­
mance to lowest performance) being: 
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Level 1 

Copy-back 

Copy-back 

Write-through 

Write-through 

Level 2 

Copy-back 

Write-through 

Copy-back 

Write-through 



Table 1. Enlrlneerinl! Trade-offs: Write-throul!b vs. CODv-back 

+/- Write-througT, Copy-back 

+ Main memory always has the most up-to-date Produces a lower miss rate than write-through 
version of data - minimizing cache coherency for some applications 
problems for multicache confil!Ufations. 

+ Easy to implement in the cache controller. Frees up bandwidth on the main memory bus 
due to less freauent memorv undates. 

- Without buffering (eg, posted writes), CPU must Difficult to realize in multiprocessing systems 
wait for write to complete. 

- If write buffers are present, extra logic must be 
included to ensure that data will not be refer-
enced from main memory until it has been 
stored there. 

- Generates increased bus traffic, which is par-
ticularly bad for multiprocessing systems. 

Line Replacement Algorithms 
The function of the line replacement algorithm is to 
decide which entry in the cache will be replaced when a 
new line must be loaded into the cache. For a direct 
mapped cache this task is very straightforward, since 
each main memory location maps to a unique line in the 
cache. For set-associative cache (fully associative will 
not be discussed), there is some latitude as to which set 
will have a line replaced. The most common methods of 
replacing cache lines are Least Recently Used (LRU) 
and First In/First Out (FIFO). The LRU algorithm 
keeps track of which set contains the line that has gone 
the longest without being used, and replaces that line. 
The FIFO algorithm keeps track of which set contains 
the oldest line, and replaces that line. It is also possible 
to use a random cache line replacement algorithm, 
where the set containing the line to be replaced is 
chosen at random. Curiously, research presented in 
[Smith, Goodman] shows that random replacement 
generally produces higher hit ratios than either the 
LR U or FIFO algorithms. Figure 11 was created using 
data from [Smith, Goodman] and shows relative hit 
ratios for 4-way set associative LRU and random, 2-way 
set associative LRU and random, and direct replace­
ment (for direct-mapped cache). Two notes of caution: 
First, this data is fairly old (1983) and therefore does 
not show data for reasonable cache size (by today's 
standards). Second, this data was obtained by averaging 
trace data from three different C programs running 
under UNIX on a VAX-11/780, .so depending on this 
data absolutely would be inappropriate (especially for 
RISe machines). Rather, relative comparison of each 
policy and cache organization is most appropriate. 

due to cache coherency issues. 

Extra logic needed for DIRTY bit. 

Results in a more complex controller design, 
since it caches writes in addition to reads. 

Some interesting conclusions can be drawn from the 
data that is presented in Figure 11. First, the random 
replacement algorithm appears to provide nearly the 
same or better hit rates than LRU. This is significant 
because a random replacement algorithm is very much 
easier to design into a cache controller and requires less 
hardware. The second conclusion is that for 8 KB (and 
presumably larger) cache size, direct mapped cache of­
fers nearly the same hit ratio performance as 2-way and 
4-way set associative cache. This supports the con­
clusions drawn in the section on cache mapping techni­
ques. 

Normalized Hit Ratio 
1.01 ;::..::.:==-=::...="-------------~ 
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-*"" 2-Wa,y SA/lUN 
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16 Byte line size, 
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Figure 11. Cache Hit Rate as a Function of 
Replacement Algorithm 
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Fetching Algorithms 

Most caches use demand fetching, where a new line is 
requested from main memory only when a CPU refer­
ence results in a cache miss. This method results in a 
less complex cache controller design. An alternate 
method, which can produce higher hit rates in some ap­
plications, is pre-fetching. Pre-fetching makes use of 
idle memory cycles to move data into the cache. Static 
pre-fetch is implemented at compile time, while 
dynamic pre-fetch occurs at run time. Sequential 
dynamic pre-fetching can cut miss rate in half according 
to [Smith]. [Kabakibo, et all] estimate a reduction in 
miss rate of as much as 75%-80%. This points to a sig­
nificant performance advantage, but it requires a large 
cache size to be effective. The reason for this is that 
dynamic pre-fetch can result in increased memory pol­
lution, and the statistical likelihood of this happening 
increases dramatically for decreasing cache size. There­
fore, if cache size is large and cache controller com­
plexity is not a major issue, inclusion of a dynamic pre­
fetch mechanism can result in a significant performance 
increase. In a multilevel cache hierarchy, one way to in­
crease the hit rate of the level 2 cache would be to im­
plement a pre-fetch mechanism. Since the level 2 cache 
hit rate is usually fairly low anyway (generally 50% to 
90%), memory pollution introduced by pre-fetch tends 
to be a don't care. This pre-fetch could be implemented 
with minimal hardware overhead by making the line size 
of level 2 greater than the line size of levell. 

Pulling it all together 
This section will provide a simplistic method of calculat­
ing terr and the performance improvement of cache vs. 
no cache given various assumptions and design choices. 
Note that this methodology only provides ''ballpark'' 
figures. More accurate figures could be obtained by 
simulating an actual design either directly or via a 
software model. 

As presented earlier, the goal of cache design is to 
reduce the effective memory aCcess time (terr) as seen 
by the CPU. Effective access time is defined as 

telf = tcache + m X tmain 

The following methodology does not take into account 
the effects of design choices on tcadle or tmain - ie, 
these numbers are either already known or will be es­
timated. This methodology does, however, take into ac­
count the following factors via their effect on miss rate: 

• Cache size 
• Cache line size 
• Cache mapping scheme 
• Main memory coherency algorithm 

This is accomplished by modeling the miss rate as 

m=MxMRM+CF 

where: 

m 
M 
MRM 
CF 

Cache miss rate 
"Raw" miss rate 
Miss Rate Multiplier 

Coherency Factor 

The raw miss rate is miss rate strictly as a function of 
cache size and cache line size, and is looked up in Table 
z3 (which assumes direct mapped cache). The Miss 
Rate Multiplier is essentially a "fudge factor" that ac­
counts for variations in miss rate between direct 
mapped and set associative cache organizations, and is 
looked up in Table 3. The Coherency Factor is included 
to account for variations in miss rate due to the choice 
of main memory coherency algorithm. Recall that the 
write-through policy does not cache CPU writes. Write­
through forces all CPU writes to inunediately pass 
through to main memory. Thus, CPU writes to a write­
through cache can be regarded as cache misses, mean­
ing that CF > O. If the cache uses write-through with 
posted write capability or uses the copy-back algorithm, 
CPU writes can be considered as cache hits, meaning 
CF = O. CF is obtained by determining (or assuming) 
the percentage of cache references that are writes, and 
then derating the miss rate by that factor. 

As an example, consider a single cycle 64 KB direct 
mapped cache with 32 byte line size that uses write­
through and with 30% of cache references being writes. 

3 Derived from" A Case for Direct Mapped Caches," IEEE Computer, 1988 (Hill) and "Une (Block) Size Choice for CPU Memories' IEEE 
Transactions on Computers, 1987 (Smith). ' 
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Table 2. Miss Rate as a Function of Cache Size and Cache Line Size 

Cache Size (kB) Cache Line Size (Bytes) 

8 16 32 64 128 256 

2 0.154 0.116 0.092 0.080 0.084 0.088 

4 0.116 0.086 0.074 0.064 0.061 0.065 

8 0.096 0.073 0.060 0.053 0.050 0.045 

16 0.086 0.064 0.054 0.047 0.044 0.039 

32 0.081 0.060 0.051 0.044 0.041 0.036 

64 0.079 0.057 0.050 0.043 0.040 0.035 
.> 

128 0.077 0.056 0.049 0.042 0.039 0.034 

256 0.076 0.055 0.048 0.041 0.038 0.033 

512 0.075 0.054 0.047 0.040 0.037 0.032 

Table 3. Cache Miss Rate as a Function of Cache Size and Mapping Method 

Mapping Method Cache Size (kB) 

2 4 8 

Direct MaDDed 1.000 1.000 1.000 

2-Wav Set Assoc. 0.975 0.980 0.986 

4-Way Set Assoc. 0.925 0.940 0.958 

Assume a IS-cycle main memory access. time. From 
Table 2, M = 0.050. From Table 3, MRM = 1.000. CF 
= 0.300 (given). Then . 

and 

m=MxMRM+CF 
= (0.050) (1.000) + 0300 
= 0.350 

terr = tcache + m x tmain 
= 1 + (0.350) (15) 
= 6.25 cycles 

meaning that this system will ac4ieve it 2.4x perfor­
mance increase if the cache as described is used. Note 
that the same system with a copy-back cache would 
achieve a terr of 1.75 cycles, meaning an 8.57x perfor­
mance improvement.. Finally, consider a 2-way set as­
sociative cache using copy-back. Now terr = 1.746 cycles 
and a performance improvement of 8.59 (which is less 

16 

1.000 

0.990 

0.970 

32 64 '128 256 512 

1.000 1.000 1.000 1.000 1.000 

.0.994 0~995 0.996 0.996 0.996 

0.982 0.985 0.988 0.989 0.989 
. 

than 0.2% better than a direct mapped cache). 

Multilevel Cache 

Recent advances in silicon technology have forced a 
new focus in cache design methodology. Increased gate 
densities in integrated circuits have helped Create the 
situation where it is now possible to include a small­
to-medium-sized cache on the CPU chip itself. Ex­
amples of this include the Motorola 68030/040, the Intel 
80486, and Intel's i860. Also, recent advances in silicon 
technology have permitted the introduction of ICs that 
support multiprocessing in a straightforward manner, 
meaning that multiprocessing systems will become more 
common. Examples of this include the Intel 80486 and 
the Cypress CY7C600 RISC family. Both of these issues 
tend to support a multilevel cache hierarchy. There are 
basically four factors that support a move to a multilevel 
cache hierarchy: 

6-22 



1. The actual implementation of the on-chip 
cache can force a cache partition. Specifically, 
a small or insufficiently large on-chip cache 
(with unacceptable or marginally acceptable hit 
rates) may force the addition of a second level 
of cache off-chip to achieve the performance 
objectives of a design. However, if the on-chip 
cache is designed improperly, a multilevel 
cache may be impossible or impractical. The 
on-chip cache must have the necessary "hooks" 
to permit communication between the flrst­
level and second-level caches. If these "hooks" 
are not present, the user will be forced to ac­
cept lower performance in return for higher in­
tegration. An example of this is the Intel i860. 

2. Detailed study of lerr supports the statement 
that a multilevel cache hierarchy can offer 
higher performance than a single level cache 
hierarchy, particularly if the difference between 
processor speed and memory speed is very 
high. This speed difference may not be created 
solely from increases in CPU speed, but could 
also be the result of larger (and therefore 
slower) main memory. 

3. Creating mUltiple cache levels also creates the 
possibility of functionally tuning each cache 
level for highest performance. For example, the 
first level cache .could be optimized to minimize 
lett, and the second level cache could be op­
timized for high hit ratio, reduced cost, or 
reduced interconnect traffic. 

4. Increased usage of multiprocessing may force a 
multilevel cache hierarchy. Generally, each 
processor needs it's own cache (especially if it 
is a RISC engine) to increase performance and 
decrease bus traffic (bus bandwidth being an 
especially valuable resource in multiprocessing 
systems). Addition of a second level cache can 
be used to further reduce lett, particularly if the 
level! cache does not meet performance objec­
tives. 

The issue that must be resolved is the cost vs. perfor­
mance tradeoff of multilevel vs. single level cache. This 
tradeoff is a function of the processor architecture, the 
on-board cache (if there is one), the structure of main 
memory, and the type of connection between the cache 
and main memory. Consequently, there are no set rules 
to justify inclusion of a multilevel cache hierarchy. How­
ever, recall that cache memory was created in the '60s 

PROlC£S'aR CHIP .7 ~----------------: 

CPU : 

L----,,-----' : 

Figure 12. Multilevel Cache Hierarchy for Single 
Processor Systems 

as an engineering solution to performance problems 
stemming from extremely fast CPU speeds relative to 
main memory access times. [Kabakibo, et al] state that 
this gap needs to be a "factor of 10" before inclusion of 
a cache is justified and extend this to a "factor of 40" 
before a multilevel cache is justified. The actual ratio 
that justifies inclusion of a multilevel cache hierarchy is 
a personal decision (generally as much a marketing 
decision as an engineering decision) and making con­
crete statements regarding justification is not valid. 

The balance of this paper will focus on multilevel cache 
hierarchies for uniprocessor and multiprocessor sys­
tems. In both cases, however, the hierarchy will be 
limited to two levels. 

Multilevel Cache in Single-Processor Systems 
The cache hierarchy that will be discussed in this sec­
tion is presented in Figure 12. In this scheme, the level! 
cache services processor references and obtains data on 
a miss from the level 2 cache. The level 2 cache services 
references from the level ! cache and obtains data on a 
cache miss from main memory. The level! cache can be 
inside or outside the processor chip. The design goal 
and methods of achieving that goal have not changed, 
there are simply more variables in the equations. The 
effective memory access time can be expressed as: 

where: 

ILl 

tu 
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Icff = ILl + mLl (IU + mu x Imain) 

Level! cache access time. 
Level 2 cache access time (penalty 
beyond ILl). 



mLl Levell cache miss rate. 
mu Level 2 cache miss rate. 
tmaln Main memory access time (penalty 

beyondtu). 

Minimizing the delay caused by overhead associated 
with maintaining cache consistency is much more com­
plex for multilevel cache hierarchies than for a single 
level cache hierarchy. When beginning a multilevel 
cache design, all of the previously discussed design fac­
tors must be carefully considered, but all of these design 
factors are now multidimensional problems. 

The miss rate approximation presented earlier can be 
extended for two levels of cache. As an example, con­
sider a system with a single cycle 2-way set associative 
level 1 cache that is 8 KB with a 32 byte line size and 
uses copy-back and a single cycle direct mapped level 2 
cache that is 128 KB with a 128 byte line size and uses 
write-through with 30% writes. Main memory access re­
quires 20 cycles. The effective memory access time for 
both levelland level 2 cache will be compared with 
access time for level 1 cache alone. 

First, mLl can be calculated from data in Tables 2 and 3 
to be: 

mu=Mu xMRMu +CFu 
= (0.060 )(0.986) + 0 
= 0.059 

Then 

teIT IUonly = tu + mu X tmain 
= 1 + (0.059) (20) 
= 2.18 cycles 

Next, mu can be calculated as: 

mu = Mu x MRMu + CFu 
= (0.039 )(1.000) + 0.300 
= 0.339 

Then 

teff I u & u = tu + mu (tu + mu X tmain) 
= 1 + 0.059 [1 + 0.339 (20)] 
= 1.46 cycles 

So, the percent performance improvement over using 
only the level 1 cache is 33%. Also, note that our model 
produces a telf of 1.459 cycles for a 2-way set associative 
level 2 cache, which results in trading a more complex, 
more expensive cache controller design for essentially 
IUl performance improvement over a direct mapped im­
plementation. Also, if the level 2 cache is direct­
mapped and uses copy-back, telf is 1.11 cycles, resulting 
in nearly a 50% improvement over using only the level 1 
cache. 

Multil~el Cache in Multiprocessing Systems 
Multiprocessing systems are becoming more and more 
prevalent in the industry. The obvious reason for this is 
to allow the rate of growth of computer system technol­
ogy to be higher than the rate of growth of processor 
technology. The single most performance-limitil)g factor 
in mUltiprocessing systems. is maintaining consistency 
between a global main memory (a global main memory 
being desireable to programmers) and multiple proces­
sors each having its own cache. Adding a second level 
of cache may aggravate this consistency problem, and in 
fact may cause a degradation in performance. However, 
a multilevel cache hierarchy can increase performance 
if implemented properly. 

Multicache Consistency in Multiprocessing Systems 

In multiprocessing systems, it is generally preferable for 
each processor to have a private cache to minimize bus 
traffic· and a common global main memory to support 
ease of programming. Since a cache system works by 
providing a (small) local window into a (larger) main 
memory, and since a multiprocessing environment 
generally consists of more than one of these local win­
dows, there is a possibility (in fact a definite prob­
ability) that more than one cache can contain the same 
data. Furthermore, if more than one cache shares a 
piece of data, and one of them should happen to change 
that piece of data, one or more of the caches will con­
tain incoherent data. Therefore, a set of rules (e.g., a 
multicache consistency protocol) must be created to 
manage the task of maintaining consistency. As 
described earlier, maintaining coherence in a uniproces­
sor system with a single level of cache is fairly simple 
because coherence only needs to be maintained be­
tween one cache and main memory, and can be realized 
by implementing the copy-back or the write-through 
protocol. The consistency problem is more complex in 
multiprocessing systems where each processor has a 
private cache because consistency must be maintained 
between a cache, its "sibling" caches, and main 
memory. The consistency problem in this case (while 
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more complex) is well dermed and has well-known solu­
tions. Typically, for a multiprOcessing system with a 
large number of processing elements, a software consis-" 
tency protocol is implemented. For systems with a 
small-to-medium number of processing elements, a bus­
based protocol is usually implemented. Addition of a 
second level of cache tends to aggravate the consistency 
problem by introducing another level at which consis­
tency must be maintained. Since multicache, multi­
processor topologies have some combination of multiple 
level 1 caches interfacing to a single level 2 cache 
and/or multiple level 2 caches interfacing to a co=on 
global main memory, there must be a component in the 
effective memory access time equation to account for 
time wasted while attempting to gain access to a 
"parent memory." Therefore, the effective memory ac­
cess time equation for mUltiprocessing systems with 
multilevel cache hierarchies contain an additional term 
to account for "consistency management traffic." The 
position at which this time delay enters the equation 
depends on the topology used. Minimization of this 
contention delay as well as minimization of the delays 
caused by consistency management is critical to cache 
design in multiprocessing systems with a multilevel 
cache hierarchy. The rest of this section will consist of a 
discussion of how this extra level of coherence manage­
ment impacts system performance. 

TOPOLOGY A 

Three different mUltiprocessing topologies are 
presented in Figure 13. Most authors agree that the level 
2 caches should be supersets of their children caches. In 
this manner, the coherence management protocol can 
be moved as far away from the processing element as 
possible, thus allowing the level 2 caches to shield the 
level 1 caches from unnecessary blind checks and in­
validations that may propagate up from main memory. 
The Multilevel Inclusion (MLI) Principle is stated for 
set associative caches in [Baer, Wang]. As stated, MLI 
can be achieved if the degree of set associativity of a 
parent (level 2) cache is greater than or equal to the 
product of the number of its children (level 1) caches, 
their degree of set associativity, and the ratio of their 
block sizes. Expressed mathematically: 

AlILls 
Set Associativityu = L [ Set AssociativitYLl 

Line Sizeu 
x Line SizeLl ] 

Note that MLI is not a requirement in multicache 
designs, and furthermore, the scheme proposed in 
[Baer, Wang] is only one of several ways to achieve 
MLI. As will be shown, MLI as stated in [Baer, Wang] 
is very restrictive and results in an extremely complex 
and expensive level 2 cache design. As an example of 
this, consider that to enforce MLI according to the 

TOPOLOGY B 

TOPOLOGY C 

Figure 13. Multiprocessing Topologies with Multilevel Cache Hierarchies 
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scheme presented in [Baer, Wang], the example given in 
the section on Multilevel Cache in Single Processor sys­
tems would dictate an 8-way set associative level 2 
cache. This may be an unrealistic goal from a cost 
standpoint, since an 8-way set-associative 128 KB cache 
would be very expensive to implement. However, for 
Topology A in Figure 13, MLI can be effected under the 
scheme presented in [Baer,Wang] if, for example, the 
level 1 cache is a direct mapped 16 KB cache with 16 
byte line size, and if the level 2 cache is a 4-way set-as­
sociative 256 KB sector-based cache with 64 byte line 
size. Additionally, using Topology A a simple cache 
coherence protocol such as copy-back or write-through 
can be implemented at the level 1 cache (which is 
generally small). Cost effectiveness may dictate a fairly 
large sector-based level 2 cache. Consistency among the 
level 2 caches is maintained on a level 1 cache line-size 
basis. All level 1 cache misses are serviced by a private 
level 2 cache. Only when a sub-block in a level 2 cache 
(that has its INCLUSION bit set) needs to be replaced 
does the level 1 cache need to be disturbed. Perfor­
mance can be increased dramatically if the bus can sup­
port direct data intervention (more on this later) and if 
the level 2 cache controller has a bus snooping 
mechanism that allows it to monitor bus activity and 
perform invalidations based on observed bus traffic. 
The effective memory access time for this topology is: 

teff = tLl + mLl [t1.2 + m1.2 (tmain + tbus,1.2-main)] 

where !bus, Ll-maln is defined as the time required for a 
given level 2 cache to acquire the bus. The advantage of 
this topology is that it is simple and fairly straightfor­
ward to implement. The main disadvantage of this 
topology is that the level 2 cache is not shared by 
several level 1 caches. 

Topology B, which depicts a multiport level 2 cache 
connected to multiple other level 2 caches via a bus, is 
probably the least desireable of the three topologies 
shown for several reasons. First, note that this topology 
contains two points at which contention may be ex­
perienced, resulting in an effective memory access time 
equation of: 

teff = ILl + mLl [(t1.2 + Icontention, Ll-1.2) 

+ m1.2 (tmain + tbus, l.2-main)] 

where tcontention, Ll-Ll denotes the arbitratiOn/conten­
tion penalty for a level 1 cache to be serviced by a level 
2 cache. Thus, this cache will be slower than topology 
A. Additionally, the logic required for arbitration at 

level 2 among the several level 1 caches will be expen­
sive; Finally, note that MLI is very difficult to obtain for 
this type of system. Consider a system with four 16 KB 
direct mapped level 1 caches that have a 16 byte line 
size co,nnected to a 256 KB level 2 cache that has a 64 
byte line size. Given these parameters, the scheme 
proposed by [Baer, Wang] would dictate that the level 2 
cache be 16-way set associative. 

Topology 3, which is a bus-based hierarchy, is probably 
the most attractive topology for systems with a small-to­
medium number of processing elements. Using this 
scheme, MLI is guaranteed through the use of broadcast 
invalidations. The effective memory access time for this 
topology is given by: 

teff = tLl + mLl [(t1.2 + tbus, Ll-1.2) 

+ m1.2 (tmain + tbus,1.2-main)] 

where !bus, Ll-Ll is defined as the time required for a 
given level 1 cache to acquire the bus between the level 
1 caches and the level 2 cache. If the buses shown are 
architected properly (like Futurenet or MBus), bus traf­
fic can be reduced to a minimum. The disadvantages of 
this topology are that it introduces greater hardware 
complexity, and that it really needs VLSI chips to be 
manageable (VLSI solutions such as this are available in 
the Cypress CY1C600 family). With a good bus 
protocol, the amount of bus traffic will still limit the 
number of resources that can share the bus. Even with 
these disadvantages, a bus-based multilevel cache 
hierarchy appears to be the most promising in terms of 
cost and performance considerations. 

Multilevel Cache in SPARC Multiprocessing System 
The Cypress CY1C600 RISC microprocessor family 
contains full support for multiprocessing, including an 
excellent bus-based multicache consistency mechanism. 
This section will cover the CY1C600 family members 
that comprise an "MP Cluster"; specifically, the 
CY1C601 Integer Unit (IU), the CY1C602 Floating 
Point Unit (FPU), the CY1C605 Cache Tag-Cache 
Controller-Memory Management Unit for Multi­
processing (CMU-MP), and the CY1C151 16K x 16 
Cache RAM. In particular, the features of the CY1C605 
CMU-MP that support multicache consistency will be 
highlighted. Additionally, a section is included on Mbus. 
Finally, a SP ARC multiprocessing system will be ex­
tended to a multilevel; cache hierarchy (demonstrated in 
two topologies). These topologies will then be ex­
amined, with a focus placed on implementation and 
performance advantages/disadvantages. 
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The SPARC Multiprocessing Cluster 

As presented in Figure 14, the basic SPARC Multi­
processing (MP) cluster consists of a CY7C601 IU, a + 
CY7C602 FPU, a CY7C605 CMU-MP, and two 
CY7C157 Cache RAMs. The cache size can· be in­
creased by adding up to three more CY7C605s and 6 
more CY7C157s as shown in Figure 15, thereby allowing 
cache sizes from 64 KB to 256 KB in 64 KB increments. 
Also, several MP clusters can be connected over the M­
bus (Module-bus) to form a multiprocessing system as 
shown in Figure 16. 

The CY7C601 Integer Unit. The CY7C601 IU is fully 
compliant with the SP ARC reference Instruction Set 
Architecture, contains full support for eight register 
windows, full IEEE. floating point co-processor inter­
face in addition to a second generic (user-defined) co­
processor interface. The device is available at 25 33 
and 40 MHz and is implemented in a 0.8 micron 'duai 
layer metal CMOS process. 

The CY7C602 Floating Point Unit. The CY7C602 FPU is 
a single chip SP ARC floating point processor with full 
IEEE double precision support, a dedicated register 
file, 64 bit data paths, and is available at up to 40 MHZ. 

The CY7CI57 Cache Data RAM. The CY7C157 Cache 
RAM is a custom design for CY7C604 and CY7C605 
ca~he systems (but is still a fairly generic cache RAM). 
It IS a fully synchronous (eg, self-timed) device that is 
organized as 16kx16, which is much better suited to 
cache design than "industry standard" asynchronous 
RAM's. The '157 is designed such that it will scale in 

CY7C601 
INTEGER UNIT 

(IU) 

MAIN MEMORY 

CY7C602 
flOATING POINT 

UNrT (FPU) 

Figure 14. The SPARC Multiprocessing Cluster 

speed, matching the clock rate of the IU and CMU. It 
is also implemented in 0.8 micron dual layer metal 
CMOS technology. 

The CY7C605 Cache and Memory Management Unit for 
Multiprocessing. The CY7C605 CMU-MP includes all of 
the features of the CY7C604 CMU (uniprocessing ver­
sion) plus extra provisions for mUltiprocessing. It is fully 
compliant with the SPARC Reference MMU Architec­
ture Standard. It has a 32-bit (4 GB) virtual address 
space and a 36-bit (64 GB) physical address space. Its 
memory management features include support for 4k 
multiple contexts, a 4 KB page size, an on-board 64 
entry fully associative Translation Lookaside Buffer 
(TLB), support for memory address protection check­
ing, support for hardware table walking, and support for 
sparse address spaces with a 3-level page table map. 
For cache control, the CMU contains 2K direct mapped 
virtual cache tag entries and support for 32 byte line 
size, meaning that it can manage a 64 KB direct 
mapped cache. It also has support for either write­
through with no write allocate or copy-back with write 
allocate. Copy-back with write allocate poses no perfor­
mance degradations since the CMU has a full 32 byte 
cache read buffer. The CMU is also capable of posted 
writes via an on-chip 32-byte write buffer, which sup­
port fully buffered STORE DOUBLEs. The advantage 
of this, of course, is that it increases the performance of 
the cache when a write miss is encountered by allowing 
the main memory update to occur in the background. 
The CMU also contains a cache lock mechanism, which 
allows entries to be locked in the cache thereby ena­
bling deterministic response time for real-time applica­
tions. The CMU also provides for five levels of cache 
flushing. It has a 64 bit multiplexed address/data bus 
that provides the interface to Mbus. The CY7C605 
CMU-MP provides full alias detection and correction 
through use of both a virtual and physical cache tag 
array. The addition of physical tags, which are not 
present in the CY7C604 CMU-UP, serves two pur­
poses. First, thi$ second bank of cache tags acts as a 
reverse translation unit, allowing on-chip detection and 
correction of aliasing. Second, the physical tag array 
permits bus snooping to occur completely independent 
of the processor, which interfaces to the virtual cache 
through the virtual cache tag array. Bus snooping is a 
mechanism whereby the CMU monitors all activity on 
the Mhus, watching for invalidation broadcasts or re­
quests. for data from other caches in the system, and 
responds to them. The key advantage of this second set 
of tag entries is that it enables the bus snooping logic to 
be decoupled from processor traffic, resulting in a sub­
stantial performance increase. The CMU-MP contains 
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Figure 15. Fully Extended SPARC Cache 

• • • 

Figure 16. A SPARC Multiprocessing System 

full support for the Futurebus MOBSI cache consisten­
cy model. The MOESI (Modified, Owned, Exclusive, 
Shared, Invalid) model enables multiple caches to c0-

exist on a single bus and share a global main memory 
while guaranteeing multicache consistency. Using this 
methodology, each entry in a cache can be in one of five 
states: PRIVATE CLEAN, PRIVATE DIRTY, 
SHARED CLEAN, SHARED DIRTY, or INVALID. 
If an entry is located in only one cache in the system, it 
will be either PRIVATE CLEAN or PRIVATE 
DIRTY. If more than one cache shares unmodified 
data, they will all be in the SHARED CLEAN state. 
Once a cache modifies shared data, it marks the data 
SHARED DIRTY, broadcasts a invalidation message 
informing all other caches that have that particular 
piece of data to mark their entries INVALID, and im­
mediately becomes responsible for responding to any 

further requests for that particular piece of data. Note 
that any time a processor is in one of the DIRTY states, 
it becomes the "owner" of the data, and is responsible 
for servicing any requests for that data. F'mally, the 
CMU-MP supports direct data intervention and reflec­
tive main memory. Direct data intervention provides a 
significant performance increase over indirect data in­
tervention. To illustrate. the difference between direct 
and indirect data intervention, consider a MP system 
with a common main memory and, for simplicity, two 
caches. Cache A retrieves a . line of information from 
main memory and modifies it, thus becoming the owner 
of the data. At some point in the future, Cache B re­
quests the same piece of information. In a system using 
indirect data intervention, Cache A would inform Cache 
B that it had a miss and to attempt to gain access to the 
bus at some later point. Cache A would then seize the 
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bus and update main memory. Meanwhile, Cache B is 
spinning on the bus, trying to gain access while it's 
processor is on hold, awaiting the new data. When 
Cache A is finished updating main memory, it releases 
the bus. Cache B gains access, and begins to retrieve 
the data from main memory. Eventually, after a consid­
erable number of cycles, processor B is released from 
hold and permitted to continue. In a system using direct 
data intervention, the data requested by Cache B would 
be supplied directly by cache A, resulting in consider­
ably fewer hold cycles for processor B. Additionally, 
with a reflective main memory system, main memory 
would observe the transfer of information and update 
itself at the same time. With a non-reflective main 
memory, main memory would contain stale data relative 
to the cache's. 

MBus. This a fully synchronous 64-bit multiplexed ad­
dress/data bus that supports multiple bus masters and 
has a peak transfer rate of 320 MB/s at 40 MHz. All 
signals are sampled on rising clock edges. All signals 
are driven active and inactive. Mbus includes support 
for single address/multiple data cycle bursts in 16, 32, 
64, and 128 byte sizes with full retry support. Finally, 
central arbitration is separate from the master and 
slave. The type of arbitration scheme that is used is 
completely up to the user. The cache consistency model 
for the Mbus is based on the Futurebus MOESI model. 

Adding a Cache Hierarchy to SPARC MP Systems 

In this section, two possible multilevel cache implemen­
tations are presented for SPARC multiprocessing sys­
tems. For highest performance, both topologies require 
a level 2 cache controller that is more complex than the 
cache controller in the CY7C605. Specifically, the level 
2 cache needs to be capable of fully concurrent bus 
snooping and direct data intervention. In addition, it 
would generally be preferable that the level 2 cache 
have a larger line size than the level 1 cache. This 
means that the level 2 cache controller needs to be sec­
tor-based, thus adding to the complexity of the level 2 
cache controller. 

Figure 17 shows a single level cache extension topology. 
This topology forces the level 2 cache to manage cache 
consistency, which can be a performance benefit be­
cause consistency management is moved to the furthest 
possible point away from the processor, which tends to 
cause fewer hold cycles for the processor, thus increas­
ing performance. This topology would permit smaller 
level 2 caches. Accordingly, if speed of the level 2 cache 
is critical, this topology has a definite advantage be-

cause small caches are easier to optimize for speed. The 
main disadvantage of this topology is that the level 2 
cache is not shared by several level 1 caches, thus 
resulting in higher total system cost since each level 2 
cache will require its own controller. 

Topology 2, which is presented in Figure 18, is a multi­
layer bus-based hierarchy. This topology permits a com­
mon level 2 cache, resulting in lower cost than. topology 
1 since it does not contain multiple level 2 cache con­
trollers. However, a level 2 cache size of 2 MB or more 
will probably be required to achieve high system-level 
performance. As a result of this large cache size, this 
topology would probably result in a slower (perhaps 
multicycle) level 2 cache. If cost of the level 2 cache is 
critical, this topology is probably the best choice. 

To summarize, for performance-critical applications, a 
multicache hierarchy like topology 1 produces a faster 
second level cache but at a higher cost. For cost-sensi­
tive applications, topology 2 is best because it results in 
a lower device cost, particularly for a multi cycle level 2 
cache. 

Summary 
Cache design is becoming a very common design 
methodology, having become commonplace even in the 
design of personal computers. Basic cache design 
parameters and techniques have been extended to mul­
tilevel hierarchies in both single-processor and multi­
processor systems, both of which introduce an addition­
allevel of complexity to traditional cache design factors. 
Additionally, multilevel cache hierarchies tend to make 
cache coherence and consistency management more 
complex, especially in multiprocessor systems. Cypress 
is taking a leading role position toward solving these 
problems, as evidenced by the multicache consistency 
features that have been designed into our SPARC fami­
ly of products. The goal of Cypress Semiconductor is to 
allow our customers to leverage this high level of in­
tegration, making multiprocessing and multilevel cache 
systems realizable with the least amount of design effort 
possible. 

Glossary of Cache Memory Terms 
Arbitration time 
The time taken to determine which of simultaneous 
contenders for a service takes priority. 
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TOPOLOGY 1 
Figure 17. SPARC Single-Level Cache Extension Multilevel Cache Topology 

• • • 

L2 CACHE 

TOPOLOGY 2 
Figure 18. SPARC Bus-Based Multilevel Cache Topology 
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Associativity 

The number of information elements per set in a cache. 

Consistency (coherency) 

Agreement between shared contents of members of the 
memory system. 

Effective access time 

A cache performance metric giving the average time re­
quired to service a reference. 

Ljne (block) 

The basic unit of information exchange between a cache 
and main memory or between a parent cache and it's 
child(ren) cache(s). 

Miss rate 

A cache performance metric giving the probability that 
a reference will produce a miss. 

Page table 
A set of tables, which are stored in main memory, that 
translate virtual addresses to physical addresses. 

Physical address 

The actual hardware address of a piece of information 
in main memory. 

Placement algorithm 

The method used to determine where a block may 
reside in a cache; often selects the set of a reference. 

Reference 

A request by the processor to read or write a memory 
location. 

Set 
A collection of cache locations in which a line may 
reside. 

Virtual address 
An address generated by a program and later translated 
into a real address for main memory. 
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CYPRESS 
SEMICONDUCTOR 

SPARC as a Real-Time Controller 

Overview of Real-Time Computing 

A real-time system is one in which it is mandatory to 
react to external events as they happen. These systems 
are, by nature, event driven as they respond to external, 
asynchronous stimuli and must do so in a timely man­
ner. If logical correctness, as well as timing correctness 
are not satisfied severe consequences will result. While 
the need for logical correctness is obvious, the need for 
timing correctness arises due to the possible physical 
impact of the controlling system's activities. If a com­
puter controlling a satellite does not respond to an ex­
ternal event in time, the satellite may collide with a 
foreign object and be knocked out of its orbit. 

At the highest level, a real-time system can be viewed as 
one which acquires data and detects the occurrence of 
events by means of hardware inputs. These inputs are 
then processed with the results being transmitted to 
hardware outputs. The processing of this data is the job 
of the embedded computer. The control of the em­
bedded computer is the job of the real-time operating 
system. 

When defining a real-time system it is essential to parti­
tion the functions to be performed into individual units. 
These units are called tasks and are implemented as 
software modules that can be invoked to perform a par­
ticular function. Although there are usujilly many tasks 
associated with a real-time system, there generally are a 
limited number of processors to execute these tasks. 
This paper will concentrate on the simplest case where 
a single processor is involved. 

Since multiple tasks are competing for use of a limited 
resource, the processor, it is crucial that tasks be 
prioritized. The highest priority task that is ready to 

run at any given time, must actually be running. This 
will often lead to a case where a higher priority task 
becomes ready while a lower priority task is executing. 
In this case, the lower priority task must immediately 
be pre-empted and the higher priority task must take 
control of the processor. This is the concept of pre­
emptive scheduling and is essential in all real time sys­
tems. 

The real-time systems design considerations described 
in the previous paragraphs are the general behavior of 
a real-time system. In order to put this into perspective 
the following paragraphs will deal with specific ex­
amples. 

In this particular example, the following tasks are 
defined in prioritized order (task 1 through task 6). In­
cluded in this system is a real time clock that will 
generate an interrupt to the processor every 500 
microseconds. Refer to Table 1 for the CPU require­
ments of this example. 

Tasks 1-5 all have specific jobs that require a fixed 
amount of time. Task 6, in this case, will check for user 
commands and vary in the amount of time needed 
based on whether or not a user command is present. 

Table 1. CPU Requirements 

Task Duration 0 Seed 

1 35 uS 2000 Hz 

2 100 uS 1000 Hz 

3 1mS 333Hz 

4 200 uS 200Hz 

5 1mS 200Hz 
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Table 2. CPU Time Per Second 

Task Time! Invocations Total Time 
Invocation 

1 35 uS 2000 70mS 

2 100 uS 1000 lOOmS 

3 1mS 333 333mS 

4 200 uS 200 40mS 

5 1mS . 200 200mS 

Background 10ms Display 

Background 200ms Command 

By examining the above data, the following require­
ments of CPU time per second, for the individual tasks, 
are noted in Table 2: In this case tasks 1-5 are using 
743 mS, which leaves 257 m:S for the background task 
to execute. This means that the background task will 
execute at a worst case rate of 1.3 times: a: second. In the 
best case, frequency of the background task would be 
25 times a second, which means the display can be up­
dated 25 times a second, while user commands can only 
be processed at the rate of 1.3 per second. 

In this example, the overhead associated with switching 
processor contexts between tasks has not been taken 
into account. The state of the processor at the time of 
pre-emption is saved with each context switch. Then, 
the scheduler determines the next task to run. Finally, 
the state of the new task is loaded into the processor. 
In commercially availabie real-time operating systems 
the time required for a task switch generally ranges 
from 25 microseconds to. over 100 microseconds for 
some processors. 

Context Switch Overhead 

If, in the above example, a 25 microsecond task switch 
overhead is included, the following system behavior 
occur. Table 3 shows how one second of CPU time 
breaks down. 

In this case, over 14 percent of the total CPU time was 
spent on nothing but overhead; no useful work was 
done. 

The frequency of the background task in this case will 
only run at a best case frequency of 11 times a second, 
while the worst case frequency will only be once every 
other second. 

Table 3. 2S uS Co~text Switch OVerhead 

Tasks 1-5 

Switch Overhead 

Number of Switches 

Overhead 

Background Task 

743mS 

25 uS 

5733 

143mS 

114mS 

If the context switch overhead is increased to 35 
microseconds, another interesting thing associated with 
real-tinie systems occurs, as shown iriTable 4. 

Table 4. 3S us Context Switch Overhead 

Tasks 1-5 

Switch Overhead 

Number of Switches 

Overhead 

Background Task 

743mS 

35 uS 

5733 

200mS 

57mS 

Although it seems as if everything will work, critical 
timing parameters have been violated. In this particular 
case, task 5 will be scheduled to run its second time 
when it hasn't been allocated enough CPU time to 
complete its fIrst run. An.example C program to com­
pute context switch overhead is iri Appendix A. Context 
switching is only one of the many factors to take irito 
account when designing a real-time system. Another 
critical factor is interrupt latency. 

Interrupt Latency 

The requirement to meet externally imposed deadlines 
is at the heart of what is termed a real-time system. 
Real-time computing is that type of computirig where 
the correctness of the system depends not only on the 
logical resnlt of the computation, but also on the time 
at which the results are produced. A system must be 
fast as well as predictable. 

The term used to specify the predictability of the system 
is the worst case iriterrupt latericy . This is defIned as 
the maximum amount of time a system will take before 
respondirig to an external event. This parameter is 
usually a good indication of the worthiriess of a par­
ticular processor as a real-time controller. 

The iriterrupt latency directly effects two key factors of 
system performance, the guaranteed response time to 
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an event, and the guaranteed response time of any in­
dividual task. The response time to an event can be 
thought of as the maximum amount of time that will 
elapse before the system can identify that an event has 
occurred and respond with. the necessary action. An 
example would be detection of meltdown on a nuclear 
power plant. In this case, the processor would do the 
critical actions necessary to shut the reactor down from 
the interrupt handler without paying the time penalty 
of a context switch. The response time of a task is the 
maximum amount of time it takes to pass control from 
a lower priority task to a pre-empting higher priority 
task. Table 5 shows the system characteristics of the ef­
fect of interrupt latency in a real-time system. Many fac-

Table S. Effect of Interrupt Latency 

Event 

Task Switch 

Interrupt latency 

Res onse to event 

To pre-empting task 

Worst Case Time 

35 uS 

25 uS 

25 uS 

60 uS 

tors contribute to interrupt latency. The processor itself 
has a worst case interrupt response time. The memory 
subsystem may also contribute to interrupt latency. The 
operating system may be required to disable interrupts 
during critical sections of code, thus adding to interrupt 
latency. 

Interrupt response time varies between processors. 
Some processors are designed such that when an inter­
rupt occurs, the entire state of the machine is saved. In 
this case, the interrupt handler simply starts executing 
without having to worry about the context of the inter­
rupted task. While this may be convenient for the per­
son writing the interrupt handler, it introduces sufficient 
overhead and slows interrupt response time. Other 
processors simply vector to the interrupt handler and 
make the interrupt routine responsible for saving any 
part of the state of the interrupt task that it might use. 
This state must then be restored upon exit from the in­
terrupt handler. This is a good approach as no unneces­
sary overhead is introduced. The best approach in mini­
mizing interrupt latency at the processor level is one 
where the hardware has a dedicated set of registers 
reserved for interrupt handlers. With this approach, the 
interrupt handler need not be concerned with saving 
and restoring the interrupted tasks working registers. 
Another factor that must be taken into account is the 
latency of the memory system. In a design using 
dynamic memory, included in the interrupt latency is 

the worst case memory cycle timing for fetching of in­
terrupt handler instructions. In a cache system, the 
worst case timing would include the case of a cache 
miss. With the speed of processors in the 25 Mhz to 40 
Mhz ranges, failure to take these things into considera­
tion could have drastic effects. 

Just as important as the time it takes to switch tasks or 
respond to interrupts, is the window of time during 
which the operating system is unable to do these things. 
The ability for an operating system to do a context 
switch in 10 microseconds isn't useful if that operating 
system disables context switching for periods of 50 
microseconds or more. while doing something else. 
Some of the reasons an operating system might disable 
interrupts would be for placing a task in a ready queue, 
or when accessing a critical region while doing inter­
task communication, resource allocation, or task 
synchronization. 

When accessing a critical region, there must be some 
way of getting uninterrupted access to a shared variable. 
Although some processors have support for this in 
hardware, this is not always the case. The following is 
an example of the overhead involved when hardware 
support for uninterruptable access to shared variables is 
not present. The two tasks are arranged as shown in 
Table 6. 

In this example, two tasks are defmed. Task 1 will count 
the number of input pulses from an input stream. Task 
2 will read the total number of pulses every second, 
clear the count variable, and perform a series of opera-

Table 6. Format of Tasks 

Task 1 

count - > register 

register + 1- > register 

register- > count 

Task 2 

count - > register 

0-> count 

process based on count 

tions based on the total number of pulses. into the sys­
tem . If special care is not taken in the critical region of 
accessing the shared count variable, the following may 
occur: 

1. Task 1 has control J* count is at 200 * / 
count- > register 
register + 1- > register 
interrupt occurs 
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2. Task 2 gets c.ontr.ol (One second has elapsed) 

count- > register 
O->count 
execute based .on count 

3. Task 1 resumes 
register- > count 

It is .obvi.ous that a seri.ous pr.oblem has .occurred, the 
variable count contains a value .of 201 when it sh.ould 
be 1. This is a comm.on pr.oblem that must be .overcome 
in. a . mul~tasking envir.onment. The key t.o eliminating 
this IS umnterruptable updating .of shared variables. In 
process.ors with.out hardware supp.ort f.or this, the .only 
way t~ update a shared variable with.out the p.ossibility 
.of bemg pre-empted is by disabling interrupts. Table 7 
sh.ows m.odificati.ons. 

Table 7. Modified Format of Tasks 

Task 1 

disable interrupts 

count- > register 

register + 1- > register 

register- > c.ount 

enable interrupts 

Task 2 

disable interrupts 

c.ount - > register 

O->count 

enable interrupts 

execute based .on c.ount 

While this s.oluti.on will w.ork, and the maximum am.ount 
.of time in which interrupts are disabled is minimal 
~verything is n.ot as it seems. The maj.or pr.oblem is tha~ 
mterrupts can .only be disabled in supervis.or m.ode. 
This means that a s.oftware trap must be executed, the 
pr.o~ss.or must branch t.o a trap vect.or, change int.o su­
~efV1s.or m.ode, execute the few uninterruptable instruc­
tI.ons, then g.o back t.o where it .originally came fr.om. 
All this time that the pr.ocess.or is uninterruptable must 
~e taken into consideration when calculating w.orst case 
mt~rrupt l~tency. The above pr.oposed soluti.on is .only 
valid for smgle pr.ocessor systems. In a multiprocess.or 
system, s.ome f.orm of hardware l.ockout is essential. 

SPi\RC as a Real-time Controller 

~s real-time systems vary widely in requirements, it is 
Imp.ort~n~ .that a particular process.or chipset pr.ovide 
the fleXibility t.o meet the needs .of specific applicati.ons. 
It d.oes n.ot make sense to pay for a process.or which has 
a built in floating p.oint unit to do strictly integer .opera-

ti.ons.The same holds true when paying for a processor 
with a built in MMU when .only a,physical memory sys­
tem is used. The Cypress SP ARC chip set is specificallY 
designed t.o meet the needs . 
of individual applications with6tit f.orcing the designer 
t.o buy s.omething he d.oes n.ot need. Table 8 shows the 
SPARC family.of chips. These parts can be used in any 
combinati.on to make up a system t.ofit the desired ap­
plicati.on. 

Table 8. RlSC 600 Family· of SPARC Chips 

Device 

CY7C601 

CY7C602 

CY7C604 

CY7C157 

Descri tion 

Intege~ Unit 

Fl.oating P.oint Pr.ocess.or 

Cache Tag-C.ontr.oller! 
MMU 

Cache RAM 

Worst Case Processor Interrupt Response 
Time 
The CY7C601 has been designed to minimize interrupt 
latency at the pr.ocess.or level. The process.or dedicates 
eight .of its .one hundred and thirty-six registers strictly 
f.or use by interrupt handlers. When an interrupt .occurs, 
the interrupt routine aut.omatically gets a new set of 
eight registers with which t.o w.ork. On an interrupt, the 
process.or switches t.o supervisor m.ode, gets the new set 
of registers, and completes executi.on of the first instruc­
tion in the interrupt r.outine in a worst case time .of 14 
clock cycles. At 4OMHz' that is 350 nanoseconds. The 
pr.ogram counter and next program counter of the inter­
rupted task, are saved automatically in tw.o of these 
registers, with the remaining six registers at the disp.osal 
of the interrupt r.outine. Up.on return from the inter­
rupt, the state .of the interrupted task is automatically 
restored by the pr.ocess.or, this is done in tw.o clock 
cycles or 50 nan.oseconds at 4OMHz. 

Achieving Deterministic Response Time 

The CY7C604 CMU has tw.o special features, which 
helps t.o guarantee deterministic resp.onse for systems 
using either virtual .or physical addressing with or 
without cache memory. The MMU allows selected 
pages to be l.ocked into the Translation Lookahead 
Buffer (TLB). This ensures that critical pages of 
memory are always in main memory and the delay as-. 
sociated with a table walk is not incurred. In systems 
using cache memory, the CY7C604 provides a feature 
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allowing the cache to be locked. A user can load the 
cache with time critical code, such as interrupt hand­
lers and time critical tasks, and be sure that these 
routines will always be present in the cache. With these 
features, memory latency is no longer a problem and 
predictability is guaranteed. 

Semaphore Support in Hardware 

Included in the instruction set of the CY7C601 are two 
instructions that provide uninterruptable access to an 
external memory location. The SWAP instruction ex­
changes the contents of a selected register with the 
contents of the addressed memory location. The atomic 
load-store instruction moves a byte from memory into 
the selected register and then rewrites the same byte in 
memory to all ones. Both of the instructions are ex­
ecuted without allowing intervening asynchronous 
traps. Either of the two instructions can be used to cre­
ate a semaphore for accessing a critical region without 
the need to enter supervisor mode and disable inter­
rupts. The SWAP instruction would be used for count­
ing semaphores and the atomic load-store is ap­
propriate for a simple semaphore for critical regions. 

Alternate Register Models For Sparc 

The Cypress CY7C601 has a total of 136, thirty two bit 
registers. These are divided into a set of 128 local 
registers and eight globals. The way these registers are 
used is configurable by accessing a processor register 
called the Current Window Pointer (CWP). Two com­
mon models supported by commercially available com­
pilers and operating systems are the standard register 
windowing model optimized to minimize procedure call 
overhead, and an alternate model used to significantly 
reduce the time required for a context switch. 

Register Windowing Model 

In this mode of operation, the register file is divided up 
into a set of eight overlapping register windows. Each 
window contains a set of twenty-four local registers. The 
registers in each window are divided into three sets of 
eight registers referred to as INS, LOCALS, and 
OUTS. At any given time, only one window and the 
eight globals are accessible to the processor. The win­
dows are joined together in a circular stack with each 
window sharing its INS and OUTS with adjacent win-

dows. Two instructions are provided for rotating the 
windows between procedures. 

A "save" instruction is used with a procedure call to al­
locate the next window for the called procedure. Before 
executing the save instruction, the calling procedure 
would store the parameters to be passed in its OUT 
registers. Upon execution of the save instruction, the 
register set would be rotated such that the called proce­
dure would have access to the passed parameters in its 
IN registers. 

A "restore" instruction is used with a return from proce­
dure to restore the register set of the calling procedure. 
Before executing the restore instruction, the called pro­
cedure would store the parameters to be returned to 
the calling procedure in its IN registers. Upon execu­
tion of the restore instruction, the register set will be 
rotated back to its previous position with the returned 
parameters in the callers OUT registers. 

Because the processor logically provides new LOCALS 
and OUTS with each procedure call, local register 
values need not be saved and restored across calls. The 
overlapping registers also minimize the overhead of 
passing and returning procedure parameters as they are 
passed in registers as opposed to the main memory 
stack. 

Fast Task Switch Register Model 

In this mode of· operation, the register set is divided 
into four non-overlapping sets of twenty four registers. 
Three of the four register sets are dedicated to the 
three highest priority or time dependent tasks. The last 
set of registers is shared between all remaining tasks. 
Associated with each set of registers are a set of eight 
independent registers to be used by interrupt handlers. 
These registers are also used to store the state of the 
processor on a task switch. 

Using this register model, a task switch to any of the 
three highest priority tasks can be done in under a 
microsecond. A task switch to one of the other tasks 
can be done in less than three microseconds. 

When an interrupt occurs, the processor automatically 
switches register sets to access the interrupt registers 
corresponding to that particular task. If the interrupt in­
itiates a task switch, the state of the processor is saved 
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in the interrupt registers. IT the new. task is one of the 
three high priority tasks, its state is loaded from its 
dedicated interrupt registers and execution begins im­
mediately. In this case, the state of the machine is 
merely the PSR, PC, NPC and possibly a few other con­
trol registers. The general purpose registers have not 
been affected as they are dedicated to this task. 

If the new task is one which shares a set of registers, the 
state of the task previously using that register set is 
saved to memory and the state of the new task is loaded 
into the processor. In this case the state includes the 
minimal processor state as well as the twenty-four 
general purpose registers. 

Example 1 --- Switching to a higher priority task 

1)Interrupt occurs 
Automatically switches to interrupt registers 
PC and NPC saved in interrupt registers 

2) Save PSR and any other control register to interrupt registers 
3) Load the pointer to the new tasks interrupt registers into the C:WP 
4) Restore new tasks PSR and any other control registers 
5) Execute RETf (return from trap) 

Example 2 -- Switching to a lower priority task 

1) Interrupt occurs 
Automatically switches to interrupt registers 
PC and NPC saved in interrupt registers 

2) Save PSR and any other control registers to interrupt registers 
3) Load pointer to the shared set of working registers into the cw.p 
4) Save the registers to memory 

(these are the registers of the previous task using the window) 
5) Restore the working registers of the new task from memory 
6) Update the cw.p to point to the shared tasks interrupt registers 
7) Save the eight interrupt registers containing the state of the pre­
vious ta~k running out of these registers to memory 
8) Restore the state of the new task 
9) RETf (return from trap) 

As can be seen, each register model has certain ad­
vantages. Using register windowing significantly reduces 
both procedure call overhead and data bus traffic as 
parameters are passed in registers. This also has the af­
fect of caching local variables as each procedure get a 
new set of local registers. The price paid for this is in 
the context • switch overhead. In this case, all of the 
used registers, i.e. up' to 136, as determined by the Win­
dow Invalid Mask (WIM), a processor status register, 
must' be saved and restored on a context switch. 
When using the fast context switch register model, one 
does not get the benefit of register windowing i.e., ultra­
fast prOCedure calls. But, in return, gets the benefit of 

four separate register files and very fast context switch­
ing. In this mode, parameters are simply passed on the 
stack as is done on most other architectures. Each task 
is allocated twenty-four general purpose local registers 
and eight global registers which is the same as the total 
number of registers in most other architectures. 

Since the usage of the registers on the CY7C601 are 
configurable by software, these modes can also be 
mixed, allowing the benefits of both models. The 
SP ARC register set as well as the entire Cypress chip 
set has been designed to cover a wide range of applica-
tions efficiently. ' 

6-38 



Appendix A. Sample C Program to Computer Context Switch Overhead 

/* '" '" '" *****,..,.,,.,.. **** ****** .*.,..,..,.,,..,.. ** ***,..,..,..,.,..,... '" '" '" *.*"'* ** •• ** •• '" '" '" '" '" '" '" '" '" '" '" '" '" "' .. '" **.* *.* '" '" '" '" '" '" '" '" '" '" '" '" '" ** '" '" '" '" '" '" '" '" '" "',., '" '" '" / 
1* 0, 
'* This program is used for determining the overhead of context switching in a real-time system. This simulation does not take into 0, 
1* account interrupt latency, memory latency, or any of the other many possible forms of overhead associated with a realtime 0, 
1* system, but these can easily be added. The current version should be sufficient to give a good idea of how much time the kernel 0, 
1* is spending on context switching. 0, ,*.* '" '" '" .*.* '" *"'* '" '" '" '" '" '" ••••••••••• '" '" '" ••• ** •• '" '" '" '" '" '" **** .**** '" *.* '" '" '" '" '" '" "' ....... '" '" '" ••••••••••••• '" .* ... "' .. '" "':(I *.*. '" '" '" '" * .. "'; 
#include \c\ms\include\math.h 
#include \c\ms\include\stdio.h 
#define BCKGRND 100 
FILE °fp; int openfile; char fname[35); int numtasks; 
main (argc, argv) 
int argc; 
char *argv[); 

{ 
int iJ; 
int iterations; 
int curr_task; 
int time[I(0); 

int duration[I00); 
int frequency[I(0); 

int total; 
float background; 
int swtime; 
int switchh; 
int temp; 
int temp!; 
int sampfreq; 
float tempflt; 
float cs_time; 

create _fileO; 
temp = 0; 

1* get number of simulation points per second 0, 
while (temp = =0) 

{ 
place (7,4, "Enter the sampling rate in Hz (100 - 100(0) : "); 
locate (7,58); 
ceolO; 
iterations = 0; 

temp = getchar(); 
while (temp < >Oxa) 

{ 
if «temp> = 0x30) && (temp < = 009» 

{ 
temp = temp - 000; 
iterations = iterations 0 10; 
iterations = iterations + temp; 

} 
temp = getcharO; 

}. 
temp = 1; 
locate (22,5); 
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Appendix A. Sample C Program to Computer Context Switch Overhead (continued) 

ceolO: 
if «(iterations % 100) 1= 0) II (iterations = 100) II (iterations = 10000» 

{ 
temp = 0; 
place (22,5, "Error must be = 100 or 10,000 and a mult of 100"): 
} 

}, 

,. time in microseconds of one clock tick *' 
sampfreq = 10000' (iterations' 100): 

place (S,4,"Enter the context switch overhead in mi~nds : "); 
locate (S,5S); 
swtime = 0; 
temp = getchar(); 

while (temp < >Oxa) 

{ 
if «temp> = 0x30) && (temp < = Ox39» 

{ 
temp = temp - 0x30: 
swtime = swtime • 10: 

swtime = swtime + temp; 
} 

temp = getchar(); 

}, 

temp = 0; 
while (temp = =0) 

{ 
place (9,4," Enter the number of tasks (100 max) : "); 
locate (9,58); 
ceol(); 

numtasks = 0; 
temp = getchar(); 

while (temp <> Oxa) 

{ 
if «temp > =. 0x30) && (temp < = Ox39»; 

{ 
temp = temp - 0x30; 
numtasks = numtasks * 10; 

numtasks = numtasks + temp: 

} 
temp = getchar(); 

} 
temp = 1; 
locate (20,5); 

ceol(); if (numtasks > 100) 

{ 
temp = 0; 
place (20,5 ,"Maximum number of tasks is 100"); 
} 

}, '* tasks numbered 0 to n *' 
numtasks = numtasks - 1; 
for (i = 0; i = numtasks; i + + ) 
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temp = 0; 
while (temp = =0) 

{, 
locate (i + 11,4); 
printf("Enter the frequency of task 0/0<1 in Hz",i); 
locate (i + 11,60); 
ceolO; 
frequency[i] = 0; 
temp = getchar(); 
while (tem< >Oxa) 

{ 
if «temp> = Ox30) && (temp < =0x39» 

{ 
temp = temp - 0x30; 
frequency[i] = frequency[i] * 10; 
frequency[i] = frequency[i] + temp; 
} 

temp = getchar(); 
} 

locate (20,5); 

ceolO; 
locate (21,5); 
ceol(); 
if (frequency[i] 0) 

{ 
if «iterations % frequency[iJ) ! = 0) 

else 

{ 
locate (20,5); 

printf (" Warning: %d and the simulator frequency: 0/0<1 are not multiples',frequency[i],iterations); 
place (21,5," Would you like to re-enter the value (not mandatory) (yIn) : H);, 
locate (21,70); 
temp = getchar(); 

tempI = getcharO; 

1* CR *1 
if «temp = ='Y') II (temp = =Y» 

temp = 0; 
else 

temp = 1; 

place (20,5," Frequency must be greater than zero H); 
temp = 0; 

} 

1* frequency[i] will be used with modulo operator to see when task ready *1 
frequency[i] = iterations I frequency[i]; 

1* integer divide *1 
} 

locate (20,5); 
ceolO; 
locate (21,5); 
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Appendix A. Sample C Program to Computer Context Switch Overhead (continued) 

ceolO; 
for (i = 0; i = numtasks; i + + ) 

{ 
locate (i + numtasks + 14,4); 

printf("Enter the duration of task %d in microseconds",i); 

locate (i+numtasks+14, 60); 
duration[i) = 0; 
temp = getchar(); 
while (temp< >Oxa) 

{ 
if «temp > = 0x30) && (temp < = (09» 

{ 
temp = temp - 0x30; 
duration[i) = duration[i) * 10; 
duration[i) = duration[i) + temp; 

} 
temp = getchar(); 

} 

'" init ialize current task "' 
curr_task = BCKGRND; 

1* init current task, task switch needed for 1st task background task time of execution *' 
background = 0; 

'* number of context switches "' 
switchh = 0; 

'" init total time left in this time s lice "' 
total = 0; 

1* check to see whether a disk file is to be opened *' 
if (openfile= = 1) 

iniUileO; 
c1s0; 
1* init time spent in individual tasks *' 
for (i = 0; i = numtasks; i + + ) 

time[i) = 0;, 

1* iterations start at 0 "' 
iterations = iterations - 1; 

1* ntain simulation loop *' 
for G = 0; j = iterations; j + + ) 

'" number of samples *' 
{ 

'" screen oup ut to show system didn't die *' 
if(G % 100)= =0) 
{ 
locate (10,6); 

printf (" Doing simulation loop 0/011 of 0/011 ", j,iterations + 1); 

}, 
total = total + sampfreq; 

'" increment clock time for each time slice scheduling of tasks *' 
for (i=O; i=numtasks; i+ +) 

{ 
1* check if task is scheduled to execute *' 
if (G % frequency[i)) = = 0) 

1* modu 10 operator "' 
if (time[i) = = 0) 

6-42 



Appendix A. Sample C Program to Computer Context Switch Overhead (continued) 

else 

'* has it completed from last time *' 
{ 
time[i) = duration[i); 

1* init time slice required *' 
if (openfile = = 1) 

fprintf(fp,"task%d is ready \n",i); 

'* hasn't completed previous scheduled time *' 
{ 
clsO; 
locate (10,6); 
printf (" Need a faster processor, check simulation file"); 

if (openfilc= =1) 
fprintf (fp," task %d has been scheduled again but has not completed",i); 

gato p1; '* abort simulation *' 
} 

I" print which clock tick in file *' 
if (openfile= =1) 

fprintf(fp, "%d:" J);, 

1* executing of tasks *' 
for (i = 0; i = numtasks; i + +) '* check for tasks 0 to n being ready *' 

{, 
if (total > 0) '* check if there is time to run the task *' 

if (time[i) > 0) 

1* is this particular task ready to run *' 
{ 
1* does a context switch actually take place or was *' 
if (i ! = curr_task) 

{ 
total = total. swtime; 

'* context switch time *' 
switchh = switchh + 1; '* II of context switches *' 

1* can task time slice be completed *' 
if (total = time[i)) 

{ 
if (openfile= =1) 

fprintf(fp,"%d",time[i); 
total = total· time[i]; 

'* time left in slice *' 
time[i) = 0; 

'* update ready list *' 
curr _task = i; 

'* mark as last task to run *' 
} 

'* can run portion of task *' 
else 
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Appendix A. Sample C Program to Computer Context Switch Overhead (continued) 

else 

1* use remaining time available in simulation slice "' 
if (total 0) 

total = 0; 

'* time still required by the iask *' 
time[i) = time[i) - total; 

'* time slice has expired *' 
} 

'" mark in sim me that a context switch has started for *' 
'" one task but a higher priority task has become ready *' '* and will has pre-empted the scheduled task *' 
else 

if (openfile= =1) 
fprintf(fp,"X"); 

1* mark state of processor *' 
curr_t ask = i; 
} 

if (opcnfile = = 1) 
fprintf(fp, "_H); 

if(opcnfile= =1) 
fprintf(fp,"-"); 

'* background *' '* if time left after all scheduled tasks have run, let bac kground task run *' 
if (total 0) 

{ 
1* check to see if background was last to use the processor *' 
if (curr_task 1= BCKGRND) 

{ 
switchh = switchh + 1; 
total = total· swtime; 
} 

curr_task = BCKGRND; 

'* set curr _task to background *' 
if (total 0) 

{ 
if (opcnfile= = 1) '-

fprintf(fp, "o/od" ,total); '* add to background task exec ution time "' 
background = background + total; 
total = 0; '* background takes all remaining time *' 
} 

else 
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AppendixA. Sample C Program to Computer Context Switch Overhead (continued) 

else 

if (openfile= = 1) 

fprintf(fp,"X"); 

if (openfile= = 1) 
fprintf(fp,"-"); 

if (open file = = 1) 
fprintf(fp, "\n"); 

/* screen output ./ 
cls(); 
for (i = 0; i = numtasks; i + + ) 

{ 
temp!lt = «(!loat)iterations + 1) / (!loat)frequency[iJ) * (!loat)duration[ij; 
temp!lt = temp!lt/l000; 
locate (i + 4,6); 
printf (" Total execution time for task o/oci : %6.2f ms",i,tempflt); 
} 

locate (numtasks + 6,6); 
printf (" There were %d context switc hes" ,switchh);, 

cs_time = «!loat) swtime * (!loat) switchh) /1000; 
locate (numtasks + 8,6); 

printf (" Context switch ave rhead : %6.2f ",cs_time); 
locate (numtasks + 10,6); 
printf ("Time available for background tasks : %6.2f ",background /1 000); 
pI: locate (numtasks + 15,6); 

printf ("Por more info look at simulation file H); 
locate (22,1); 
if (openfile = =1) 

fclose(fp ); 

/* screen utilities supported with ansi.sys clear screen utility */ 
cis () 

{ 
printf ("%c[ 2J" ,27); 
} 
ceol() 
{ 
printf ( "%c[K" ,27); 
} 
locate (row,col) 
int row,col; 
{ 
printf("%c[o/oci;o/ociH":n, row,col); 
} 
place (row,col,text) 
int row,col; char textO; 
{ 
locate (row,col); 

puts (text); 
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Appendix A. Sample C Program to Computer Context Switch Overhead.(continued) 

create_fileO 
{ 
inttemp,i; 
openfile' = 0; 
for (i=O;i#;i+ +) 

fname[i) = 0; 
c1s0; 
place (5,4,"Enter file to be created (Retu m for no file): "); 
locate (5,51); 
i = 0; 

temp = getchar(); 
if (temp=Oxa) 

{ 
temp = getchar(); 
while (temp < >Oxa) 

{ 
fname[ i) = temp; 
i++; 
temp = getchar(); 
} 

fp = fopen(fname, "w"); 
openfile = 1; 
} 

iniUileO 
{ 
int ij 
fp rintf(fp,"\n\n\n\n Simulation Results \n\n\n\n\n"); 
fprintf(fp," Tick "); 
for (i = 0; i = numtasks; i + + ) 

fprintf(fp,"taskO/od ",i); 
fprintf(fp,"background \n\n"); 
}, 
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CYPRESS 
SEMICONDUCTOR 

Using the CY7C330 as a Multi-channel Mbus 
Arbiter 

Introduction 

This application note discusses the use of the CY7C330 
as a bus arbiter for a Cypress SPARC CY7C600 RISC 
processor Mbus system. The Cypress CY7C330 is a 
high-speed synchronous Erasable Programmable Logic 
Device (EPLD) optimized for Finite State Machine 
(FSM) applications. The Cypress SP ARC system util­
izes a CY7C601 33MHz RISC processor, a CY7C602 
Floating Point Unit (FPU), four CY7C604 Cache Con­
troller and Memory Management Units (CMU) and 
eight CY7C157 16K x 16 cache RAMs make up a 256 
Kb cache. The arbiter uses a combination of techniques 
to resolve Mbus access contention for a system with 
four CMU bus masters. Refer to Figure 1 for a block 
diagram of the Mbus system. 

Figure 1. Mbus System Block Diagram 

TO LOWER SECTION 

Figure 2a. CY7C330 Block Diagram (Upper Halt) 

CY7C330 Brief Description 

The CY7C330 is a 66 MHz, high-performance PLD 
with 11 input latches, 17,000 programmable bits, 4 
buried state registers and 12 user-configurable output 
macrocells. It is manufactured using a CMOS 0.8 
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TO Uf!PER SECTION 

Figure 2b. CY7C330 BI!)ck Diagram (Lower Hall) 

micron, double metal processing technology that is UV 
erasable and is packaged in a 28-pin 300 mil Dual Inline 
or LCC/PLCC package(s). It can be partitioned into 
multiple functional blocks as shown in this application. 
The CY7C330 block diagram is shown in Figures 2a and 
2b. 

CLOCK 

I~RO I 1'--_--' 

I~R00 1<-_____ --' 

I~GTI 

IMGT0 

I~BB 

Figure 3. Mbus Multiple Request Sequence 

SIN(lE VRlTE ACCESS, NO VAn STATES 
IIBJ5 QOCK 

,\[]]{SS/Il.I.TA ~f---;---;----i--

I~ ~-~-~-;--~-~--

INfNJ'f ~ 

IIII{TRY 

1/IEffiffi 

II'ffi ---'L' _---:--_-,-~:----
",,"HUl$_*-IITlAWl~ 

llfl£ QOCK 

I~ 

INfNJ'f 

IflifTRY 

1/IEffiffi 

16-BYTE BlRST READ, (){ VAn STATE 

II'ffi ---.~. __ ~_~ __ ~_~~~ 
~NIJI$M!i~IMTl'fIl.E~"ll:PIW£~ 

Figure 4. Mbus Data Transfer Waveforms 

Mbus Description 

Mbus is a system bus which is defined to be a SPARC 
standard main memory interface for the Cypress 
SPARC Cache/Memory Management Unit device (the 
CY7C604). The "M" in Mbus stands for module and 
emphasizes the multi-processor module support that 
SP ARC offers. It is a high-speed synchronous, 64-bit 
multiplexed address/data bus that operates at the clock 
rate of the CY7C601. Mbus accesses are initiated by a 
MASTER and responded to by a SLAVE. Generally a 
bus transaction takes place between a MASTER and 
main memory, but in the case of direct data interven­

,tion, transactions can occur between MASTERs. The 
handshake between the 7C604 CMMU and the arbiter 
consists of a request line (MROO-3) and a grant line 
(MGTO-3) for each master. A busy line (MBB) is com­
mon to all mastt;rs and indicates that the bus is in use. 
Refer to Figure 3 for the multiple· Mbus request se­
quence. By design, bus mastership and resolution of 
multiple requests are performed outside of the realm of 
Mbus and SPARC. This allows the designer to imple-
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Figure 5. CY7C604 & CY7C330 Timing for Master 0 

ment any arbitration scheme that best fits the system re­
quirements. This application example describes only 
one such implementation. 

Mhus transfers are synchronous with respect to the sys­
tem clock. The data transactions across the bus consist 
of a single clock period address phase, and a multiple 
clock period data phase. Data is transferred in word 
(64-bit), multi-word burst, or atomic load store formats. 
All signals are valid and sampled on the rising edge of 
the system clock. The address phase is validated by the 
Memory Address Strobe (/MAS) signal and denotes the 
start of the actual data transfer. Bus states are indi­
cated by three status lines and convey the current bus 
operation as well as error status. Refer to Figure 4 for 
Mhus data transfer waveforms. 

Timing Considerations 

To meet the timing specifications of Mbus, the ar­
bitrator must be capable of: (1) accepting a request; (2) 
resolving access contention (if any); and (3) granting 
bus rights to a master in a single Mhus clock cycle. In 
this application, the arbiter, a 66 MHz CY7C330, will 
have its input registers running at the same clock rate 
(33 MHz) as the CY7C601 and CY7C604s. This allows 
the arbiter inputs to meet the timing requirements of 
the Mhos masters. The output registers (including the 
state machine) are clocked at twice the rate of the bus 
masters, (66 MHz) enabling the arbiter to sample re­
quests with the input latches on the rising edge of one 
Mhus clock cycle, transfer from one state to another 
and grant access before the next rising edge of th~ 
Mhus clock. 

The timing relationship between Master 0 (CY7C604 at 
33 MHz) and the 66 MHz CY7C330 arbiter are shown 
inFigureS. 

Arbitration Scheme 

With the arbitration function left to the designer, there 
are several resolution techniques that can be employed. 
Fixed priority, rotating priority, least recently used, and 
random priority are all contention resolution schemes 
that have been employed successfully, with each having 
their own faults. A fixed priority, for instance, will favor 
one requester more than the others. Rotating priority 
will provide a simple but not always fair approach to 
arbitration. An LRU arbitration scheme represents the 
fairest form of contention resolution but requires a 
highly complex implementation. The random technique 
will not allow predictable arbitration results and could 
result in performance problems. 

Since there are negatives associated with most arbitra­
tion techniques, a combination of methods will be used 
to minimize the associated problems. In this example, 
we have chosen to employ both a random and a fixed 
priority scheme. The random scheme uses a two bit 
counter that increments every clock cycle and varies the 
priority accordingly. The priority function can be set to 
allow the processor to define which master has the 
highest priority by loading a value into the 7C330 via a 
store instruction. The interface to the processor ac­
complishing this store function requires a latched and 
decoded chip select along with the latched write enable 
connected directly to the arbiter. This priority function 
can be of value if critical data required by a program is 
being fetched from main memory by the pre-set highest 
priority Mhus master. The remaining channels follow a 
pre-set priority that is defmed in Table 1 below. 

The Random Priority Counter also uses the same 
priority scheme and is effect only when the latched 
priority is disabled. 

Table I. Mbus Channel PrIorities 

Latched PRIORITY 
value FIRST 2ND 3RD LOWEST 

11 MASTER3 MASTER2 MASTERI MASTERO 

10 MASTER2 MASTER1 MASTERO MASTER3 

01 MASTER1 MASTERO MASTER3 MASTER2 

00 MASTERO MASTER3 MASTER2 MASTER1 
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Figure 6. Arbiter Block Diagram 

Design Partitioning 

/I\GT0 
INJTI 
/I'IGT2 
I/'IGT3 

The design. is partitioned into four functional blocks 
that are designed separately. Refer to Figure 6 for the 
arbiter block diagram. The first block is the priority 
latch, which is a synchronous register using decoded 
and latched/CS and !WE from the CY7C601 for an 
enable signal. It accepts three data lines from the 
processor bus (one for the priority enable and two for 
the value of the high priority bus master) and loads the 
values into the dedicated registers. The random counter 
is a minor portion of the design, it is a free J,'UllIling 
counter that supplies. a two bit binary value which is 
routed to the priority select bloCk. The count changes 
every output clock (CLK1) cycle and provides a "seed" 
for the random priority function. The priority select 
block choos.es between the priority latch outputs (LPO-
1) and the random counter value (CfO-1) using the EN 
signal as the selection criteria. The two outputs (PRIO-
1), are fed to the. hand shake state machine and .are 
used to arbitrate between bus masters when more than 
one simultaneous request occurs. This state machine 
monitors the request (MRQO-3) and the busy (MBB) 
inputs and generates the grant (MGTO-3) signals that 
give an Mhus master ownership of the bus. 

Priority Latch, Select and Random Counter 
Implementation 

As described previously, the .pt:iority latch is a 
synchronous register that is loaded by the processor. 
The active low write enable (!WE) and chip select (fCS) 
are used to gate the three data bits from the bus to the 
three macrocells dedicated for the Priority l.atch. When 
both !WE and ICS are active (low), the latch loads. 
When either are inactive (high), the output value of 
each register is continuously reloaded every clock cycle, 

thus retaining the proper value. The equations for the 
priority latch are shown below: 

EN= <oe> 
<sum> ICS*/WE*D2 

+EN*WE 
+EN*CS; 

LP1= <oe> 
<sum> ICS*/WE*D1 

+ LP1*WE 
+ LP1*CS; 

LPO= <oe> 
<sum> ICS*/WE*OO 

+LPO*WE 
+LPO*CS; 

The random counter is simply a two bit counter that 
changes state every output clock (CLK!) transition. It is 
cleared when /RESET is low arid counts in a 0-1-2-3 
sequence. Shown below are the equations for the ran­
dom counter: 

CT1= <oe> 
<sum> CTI*/CTO. 

+/CTl*CTO; 

CTO = <oe> 
<sum> ICTO; 

Selection between the prioritf latch and the random 
counter is done by the priority selection block. This 
block is a registered multiplexer that loads its register 
outputs with either the priority latch value if EN = 1, 
or the current state of the counter if EN = O. The out­
puts are updated every clock and are fed to the hand­
shake state machine. 

Handshake State Machine 

The Mhus handshake and arbitration are controlled by 
this state machine. There are thirteen discrete states 
that the machine cycles through in performing its fi.mc­
tion. On power-up or reset, the FSM enters the "idle" 
state, waiting for a bus request. Once a request 
(/MRQO for instance) has been received, the machine 
enters a "wait" mode (state GTO_O). In wait mode the 
arbiter looks for busy (!MBB) to go inactive (if not al­
ready inactive), while driving the /MGTO output active. 
When /MBB goes inactive, it goes to state GTO_1 and 
holds /MGTO active while waitng for /MBB to be as­
serted by the granted master. When /MBB is detected, 
the machine goes to state GTO_WAlT and looks for 
another request. The MGTO grant line is held active 
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during and after the sequence, allowing the master to 
maintain bus ownership until it is requested by another 
master. 

Refer to Figure 7 for the bus master 0 state diagram and 
the request/grant handshake. The operation is the iden­
tical for each of the four bus masters. 

TO GTU 
TO GT2_0 

Figure 7. Bus Master 0 State Diagram. 

The equations for the handshake state machine were 
produced from a state transition table that also included 
the priority encoding for the arbiter. The table was then 
reduced down to a manageable number of minterms 
using a public domain optimizer called McBOOLE1. 
Refer to Appendix A for the state transition table. The 
sum-of- products format equations were then merged 
into the PLD ToolKit design file with the priority latch, 
random counter and priority selection equations. The 
PLD ToolKit Design File can be found in Appendix B. 

Design Verification 

The entire CY7C330 FOUR CHANNEL MBUS AR­
BITER design was entered and verified using the 
CYPRESS PLD Toolkit. Design verification was per­
formed using the PLD Toolkit's interactive simulator. 
The circuit stimuli was created using a mouse with pop 
down menus and drawing the waveform on the graphics 
screen for a each node or pin on the device. The 
SIMULATE command is then selected and the 
response waveforms are visually inspected giving the 

designer a very high degree of confidence in the 
functionality of the device before programming a part. 

IMcBOOLE, From "McBOOLE: A New Procedure For 
Exact Logic Minimization", M.R. Dagenias, V.K. Agar­
wal, N.C. Rumin, IEEE transactions on CAD of Circuit 
and Systems, vol. CAD-5, N.1, January 1986, p.229. 
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Appendix A. Mbus Handshake/Arbiter State Transition Table. 

I*SfATE TABLE FOR MBUS ARBITER HANDSHAKE Sf ATE MACHINE -names: 
MBB,MRQ3,MRQ2,MRQ1,MRQO,PRI1,PRIO,ST3,rn,Sfl,sro,MGTI,MGT2,MGTt,MGTO; input 
ST3,rn,STt,sro,MGTI,MGTI,MGTt,MGTO; output 

*' I*RESENr 
Sf ATE 
(INPUTS) 

MMMMPP MMMM 
MRRRRRRSSSSGGGG 
BQQQQlllI1I II II 
832101032103210 
X1111XXOOOOOOOO 
Xl110XXooXOXXXX 
XllOIXXooXOXXXX 
X1011XXOOXOXXXX 
X01l1XXOOXOXXXX 
XOOOOOOOOXOXXXX 
X0001OOOOXOXXXX 
Xool00000XOXXXX 
XoollooooXOXXXX 
X01000000XOXXXX 
X0101OOOOXOXXXX 
XOllOOOOOXOXXXX 
X10000000XOXXXX 
X1OO1OOOOXOXXXX 
X10100000XOXXXX 
XllOOOOOOXOXXXX 
XOOOOOlooXOXXXX 
XoooI01OOXOXXXX 
XoolOOlooXOXXXX 
Xooll01ooXOXXXX 
XOl000100XOXXXX 
X010101OOXOXXXX 
X011oo100XOXXXX 
X1oooo100XOXXXX 
Xloo101ooXOXXXX 
X101001OOXOXXXX 
XllooolooXOXXXX 
X00001oooXOXXXX 
XooolloooXOXXXX 
XooI01oooXOXXXX 
X00111oooXOXXXX 

X01oo1oooXOXXXX 
XOlOlloooXOXXXX 
XOll01oooXOXXXX 
X1OOO1OOOXOXXXX 
X1OO11OOOXOXXXX 
X10101OOOXOXXXX 
Xll001000XOXXXX 
XOOOOllooXOXXXX 
X0001l1ooXOXXXX 

NEXT 
Sf ATE 
(OUTPUTS) 

MMMM 
SSSSGGGG 
IlIIlIIl 
32103210*1 
OOOOOOOO 
01000001 
01000010 
10000100 
10001000 
01000001 
10001000 
01000001 
10001000 
01000001 
10001000 
01000001 
01000001 
10000100 
01000001 
01000001 
01000010 
01000010 
01000001 
10001000 
01000010 
01000010 
01000001 
01000010 
01000010 
01000001 
01000010 
10000100 
10000100 
10000100 
10000100 

01000010 
01000010 
01000001 
10000100 
10000100 
10000100 
01000010 
10001000 
10001000 

I*WAlTFORMRQx*' 
I*GOTO OTO *' 
'*GOTO GTt *' 
I*GOTO GTI *' 
I*GOTO GTI *1 
{*GOTO GTO *' 
I*GOTO GTI *1 
I*GOTO GTO *' 
I*GOTO GTI *' 
I*GOTO GTO *1 
{*GOTO GTI *' 
I*GOTO GTO *' 
,*GOTO GTO *' 
I*OOTO 0T2 *' 
I*GOTO GTO *1 
I*GOTO GTO *1 
I*GOTO GTt *' 

'*GOTO GTt *' 
,*GOTO GTO *' 
I*GOTO GTI *' 
{*GOTO GTt *' 
{*GOTO GTI *1 
I*GOTO GTO *1 
I*GOTO GTt *1 
I*GOTO GTt *' 
I*GOTO OTO *' 
I*GOTO GT1 *1 
I*GOTO GTI *1 
'*GOTO GTI *1 
'*GOTO GT2 *' 
I*GOTO GT2 *' 

I*GOTO GTt*1 
I*GOTO GTI *' 
'*GOTO GTO *' 
I*GOTO GT2 *1 
I*GOTO GTI *' 
'*GOTO GTI *' 
I*GOTO GTt *1 

I*GOTO GTI *' 
I*GOTO GTI *' 
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Appendix A. Mbus Handshake/Arbiter State Transition Table. 

XOOI01100XOXXXX 10001000 "GOTO G1'3 ., 

XOO111100XOXXXX 10001000 "GOTO G1'3', 
XOl00ll00XOXXXX 10001000 I*GOTO G1'3', 

XOI011100XOXXXX 10001000 "GOTO G1'3 ., 

X01101100XOXXXX 10001000 "GOTO G1'3 ., 

Xl0001100XOXXXX 10000100 I*GOTO G1'2', 

Xl00l1100XOXXXX 10000100 I*GOTO G1'2 ., 

XI0I01100XOXXXX 10000100 "GOTO G1'2', 
XllOO1100XOXXXX 01000010 I*GOTO GTI ., 

,·CH 0 STATFS ., 

OXXXXXXOl00000l 01000001 "G1'O_O, WAlTONMBB=IING1'O_O"' 
lXXXXXXOl00000l 00010001 "G1'O_O, GOTO G1'O_1 ., 

lXXXXXXOOOl000l 00010001 '"G1'O_I, WAlT ON MBB=O "' 
OXXXXXXOOOl000l 00100001 I*G1'O_I, GOTO G1'O_WAlT" 
XI111XXOOl0000l 00100001 "G1'O_WAlT" 

,·CH 1 STATFS ., 

OXXXXXXOl000010 01000010 "GTl_O, WAlT ON MBB= 1 IN GTl_O"' 
lXXXXXXOl000010 00010010 I*GTt_O, GOTO GTl_1 ., 

1XXXXXX00010010 00010010 I*GTl_l, WAlT ON MBB=O "' 
OXXXXXXOOOl0010 00100010 I*GTt_l, GOTO GTt_WAlT"' 
X1111XXOOl00010 00100010 "GTt_WAlT", 

/*CH :l STATFS ., 

OXXXXXXl0000l00 10000100 "G1'2_0, WAlTONMBB=IINGTI_O" 
1XXXXXXl0000l00 00010100 "G1'2_0, GOTO G1'2_1 ., 

lXXXXXXOOO10100 00010100 "G1'2_1, WAlTONMBB =0', 
OXXXXXXOOOI0100 00100100 I*G1'2_1, GOTO G1'2_WAlT"' 
X1111XXOOl00100 00100100 ,oG1'2_WAlT"' 

/*CH 3 STATES ., 

OXXXXXXl0001000 10001000 ,oG1'3_0, WAlTONMBB=IING1'3_0" 

lXXXXXXl000l000 00011000 ,oG1'3_0, GOTO G1'3_1 "' 
lXXXXXXOOOllOOO 00011000 I*G1'3_1, WAlTONMBB =0°, 
OXXXXXXOOOllOOO 00101000 I*G1'3_1, GOTO G1'3_WAlTo, 
X1111XXOOI01000 00101000 ,oG1'3_WAlT "' 
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CY7C330; 

CONFIGURE; 

CLK1, 
CLK2, 
!RESET, 
MBB, 
MRQO, 
MRQ1, 
MRQ2, 
MRQ3(node = 9), 
CS, 
WE, 
DO, 
D1, 
D2, 

!MGTO(node = 15), 
!MGT1, 
!MGT2, 
!MGT3, 
!EN, 
!PRIO(node = 23), 
!PRIl, 
!CTO, 
!CT1, 
!LPO, 
!LP1, 
INT_RST(node=29), 
STO(node = 31), 
ST1, 
ST2, 
ST3, 

Appendix B. PLD ToolKit Source File for·Mbus Arbitrater 

{DESIGN FILE: FOUR CHANNEL MBUS AR.BITRATION UNIJ' WITH 
RANDOM PRIORITY COUNTERS AND SYNCHRONOUS PRIORITY ENABLE} 

{INPJJTS} 

{Output Clock 2x CLK2 } 
{Input Clock = MBUS System Clock} 
{Reset, Active Low } 
{MBUS Busy, Active Low} 
{MBUS Channel 0 Request, Active Low} 
{MBUS Channell Request, Active Low} 
{MBUS Channel 2 Request, Active Low} 
{MBUS Channel 3 Request, Active Low} 
{Decoded Processor Chip SeleCt} 
{Processor Write Enable} 
{Data Bus Bit 0, LalchedPriority Bit O} 
{Data Bus Bit 1, Latched Priority Bit I} 
{Data Bus Bit 2, Latched Priority Enable Bit} 

{OUTPUTS} 

{MBUS Channel 0 Grant, Active Low} 
{MBUS Channell Grant, Active Low} 
{MBUS Channel 2 Grant, Active Low} 
{MBUS Channel 3 Grant, Active Low} 
{Settable Priority Enable Bit} 
{Priority Selection Bit O} 
{Priority Selection Bit I} 
{Random Counter Bit O} 
{Random Counter Bit I} 
{Latched Priority Bit O} 
{Latched Priority Bit I} 
{Sync Reset Node} 
{State Variable Bit O} 
{State Variable Bit I} 
{State Variable Bit 2} 
{State Variable Bit 3} 

{End of configuration section} 
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Appendix B. PLD ToolKit Source File for Mbus Arbitrater (continued) 

EQUATIONS; 

{MBUS Request/Grant Handshake State Machine Equations} 

ST3 = <sum> /MRQ3*MRQ1*MRQO*/PRIl*/ST3*/ST2*/STO 
+ /MRQ3*PRIl *PRIO*/ST3*/ST2*/STO 

+/MRQ3*MRQO*/PRIl*/PRIO*/ST3*/ST2*/STO 
+ /MRQ3*MRQ2*MRQ1 *MRQO*/ST3* /ST2* /STO 
+ /MRQ2*PRIl */PRIO*/ST3*/ST2*/STO 
+ MRQ3*/MRQ2*MRQ1 *MRQO*/ST3* /ST2* /STO 
+ MRQ3*/MRQ2*MRQO*/PRIO*/ST3*/ST2*/STO 

+ MRQ3* /MRQ2*PRIl * /ST3* /ST2* /S1'O 
+ /MBB*ST3*/ST2"/ST1" /STO*/MGT3*MGT2*/MGT1 * /MGTO 
+/MBB*ST3*/ST2*/ST1*/STO*MGT3*/MGT2*/MGT1*/MGTO; 

ST2 = <sum> MRQ2*/MRQ1*PRIl*/pRIO*/ST3*/ST2*/STO 
+ MRQ2*MRQ1" /MRQO* /PRIO* /ST3* /ST2* /STO 
+ /MRQ1 */PRIl*PRIO*/ST3*/ST2*/STO 
+/MRQO*/PRIl*/PRIO*/ST3*/ST2*/STO 
+MRQ1*/MRQO*/PRIl*/ST3*/ST2*/STO 
+MRQ3*MRQ2*/MRQ1*MRQO*/ST3*/ST2*/STO 
+MRQ3*MRQ2*/MRQ1*PRIl*/ST3*/ST2*/STO 
+MRQ3*MRQ2*MRQ1*/MRQO*/ST3*/ST2*/STO 
+ /MBB* /ST3*ST2* /ST1 * /STO*/MGT3* /MGT2* /MGT1 *MGTO 
+ /MBB*/ST3*ST2* /ST1 * /STO*/MGT3* /MGT2*MGT1 * /MGTO; 

ST1 = <sum> /MBB*/ST3*/ST2*/ST1*STO*/MGT3*/MGT2*MGT1*/MGTO 
+/MBB*/ST3*/ST2*/ST1*STO*/MGT3*MGT2*/MGT1*/MGTO 
+/MBB*/ST3*/ST2*/ST1*STO*MGT3*/MGT2*/MGT1*/MGTO 
+/MBB*/ST3*/ST2*/STl*STO*/MGT3*/MGT2*/MGT1*MGTO 
+ MRQ3*MRQ2*MRQ1 *MRQO*/ST3*/ST2*ST1 */STO*/MGT3*/MGT2*MGTl*/MGTO 
+ MRQ3*MRQ2*MRQ1*MRQO* /ST3* /ST2*ST1 * /STO*/MGT3*MGT2* /MGT1" /MGTO 
+ MRQ3*MRQ2"MRQ1 *MRQO* /ST3* /ST2*ST1 */STO*/MGT3* /MGT2* /MGT1*MGTO 
+ MRQ3*MRQ2*MRQ1 *MRQO* /ST3* /ST2*ST1 */STO*MGT3* /MGT2* /MGT1" /MGTO; 

STO = <sum> MBB*/ST3*/ST2*/ST1*STO*/MGT3*/MGT2*/MGT1*MGTO 
+ MBB* /ST3* /ST2* /ST1 ·STO* /MGT3* /MGT2*MGT1 * /MGTO 
+ MBB*/ST3*/ST2*/ST1 *STO*/MGT3*MGT2*/MGT1 */MGTO 
+ MBB* /ST3* /ST2*/STl"STO"MGT3"/MGT2* /MGT1* /MGTO 
+ MBB*/ST3*ST2*/STl*/STO*/MGT3*/MGT2*MGT1*/MGTO 
+ MBB*ST3*/ST2*/STl" /STO* /MGT3*MGT2* /MGT1 * /MGTO 
+MBB*/ST3*ST2*/ST1*/STO*/MGT3*/MGT2*/MGT1*MGTO 
+ MBB*ST3*/ST2*/STl */STO*MGT3*/MGT2*/MGTl */MGTO; 

MGT3=<oe> 
<sum> /MRQ3*MRQ1*MRQO*/PRIl*/ST3*/ST2*/STO 

+ /MRQ3*PRIl *PRIO*/ST3*/ST2*/STO 
+/MRQ3*MRQO*/PRIl*/PRIO"/ST3*/ST2*/STO 

+ /MRQ3*MRQ2*MRQ1*MRQO* /ST3* /ST2*/STO 
+ MBB* /ST3* /ST2* /ST1*STO*MGT3*/MGT2*/MGT1 * /MGTO 
+ /MBB*/ST3* /ST2* /ST1 *STO*MGT3*/MGT2* /MGT1"/MGTO 
+ MRQ3*MRQ2*MRQ1 *MRQO*/ST3* /ST2*ST1 */STO*MGT3*/MGT2* /MGT1 * /MGTO 
+ MBB*ST3*/ST2" /ST1 * /STO*MGT3* /MGT2* /MGT1* /MGTO 
+/MBB*ST3*/ST2"/ST1*/STO*MGT3*/MGT2*/MGT1*/MGTO; 
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Appendix B. PLD ToolKit Source File for Mbus Arbitrater (continued) 

MGT2 = <oe> 
< sum > MBB*/STJ"/ST2*/STl*STO*/MGTJ*MGT2*/MGTl* /MGTO 

+ /MBB*/STJ*/ST2"/STl*STO"/MGTJ*MGT2"/MGTl*/MGTO 
+ /MRQ2*PRIl .. /PRIO*/STJ*/ST2* /STO 
+ MRQ3*/MRQ2*MRQl*MRQO*/STJ*/ST2*/STO 
+ MRQ3*MRQ2*MRQl "MROO*/STJ*'ST2*STl*/STO*/MGTJ*MGT2*/MGTl" /MGTO 
+MRQ3*/MRQ2*MRQO"/PRIO*/STJ*/ST2*/STO . 
+ MRQ3*/MRQ2*PRIl*/STJ*/ST2*/STO 
+ MBB*STJ*/ST2*/STl*/STO*/MGTJ*MGT2*/MGTl* /MGTO 
+ /MBB*STJ*/ST2* /STl*/STO*/MGTJ*MGT2*/MGTl* /MGTO; 

MGTl = <oe> 
< sum> MBB*/STJ*/ST2*/STl *STO"/MGTJ*/MGT2*MGTl */MGTO 

+/MBB*/STJ"/ST2*/STl*STO*/MGTJ*/MGT2"MGTl*/MGTO 
+MRQ2*/MRQl*PRIl*/PRIO*/STJ*/ST2*/STO 
+/MRQl */PRIl *PRIO*/STJ*/ST2*/STO 
+ MRQ3*MRQ2*/MRQl *MRQO*/STJ*/ST2* /STO 
+ MRQ3*MRQ2*/MRQl"PRIl */STJ*/ST2*/STO 
+ MRQ3*MRQ2"MRQ1 *MRQO*/STJ*/ST2*ST1 */STO* /MGTJ*/MGT2*MGT1" /MGTO 
+ /MBB*/STJ*ST2*/STl * /STO* /MGTJ* /MGT2*MGT1 */MGTO . 
+ MBB* /STJ*ST2*/ST1 */STO*/MGTJ*/MGT2*MGTl */MGTO; 

MGTO = <oe> 
<sum> MBB*/STJ*/ST2*/ST1*STO*/MGTJ"/MGT2*/MGT1*MGTO 

+ /MBB*/STJ*/ST2"/ST1 *STO*/MGTJ*/MGT2*/MGT1"MGTO 
+MRQ2*MRQ1*/MRQO*/PRIO"/STJ"/ST2*/STO 
+ /MROO*/PRIl*/PRIO*/STJ*/ST2*/STO 
+MRQ1*/MRQO*/PRIl*/ST3*/ST2*/STO 
+ MRQ3*MRQ2*MRQl* /MRQO*/STJ*/ST2* /STO 
+ MRQ3*MRQ2*MRQ1*MRQO*/STJ*/STI*ST1*/STO*/MGTJ*/MGT2*/MGT1 '"MGTO 
+ /MBB*/ST3*ST2*/ST1*/STO*/MGTJ*/MGT2*/MGTl *MGTO 
+MBB*/ST3*ST2*/STl*/STO*/MGTJ*/MGT2*/MGTl*MGTO; 

CT1 = <oe> 
<sum> 

CTO = <oe> 

{Random Counter Equations} 

CT1*/eTO 
+/eT1*CTO; 

<sum> /CTO; 
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Appendix B. PLD ToolKit Source File for Mbus Arbitrater (continued) 

{Latched Priority Equations} 

EN = <oe> 
<sum> /CS*/WE*D2 

+EN*WE 
+EN*CS; 

LPI = <oe> 
<sum> /CS*/WE*Dl 

+ LPl*WE 
+ LPl*CS; 

LPO = <oe> 
<sum> /CS*/WE*DO 

+LPO*WE 
+LPO*CS; 

{Priority Selection Latch} 

PRIl = <oe> 
<sum> /EN*CTI 

+EN*LPl; 

PRIO = <oe> 
<sum> /EN*CTO 

+EN*LPO; 

{End of file} 
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Index 

A 

ABEL, 

arithmetic operators, 
assignment operator, 
boolean equations, 
logic reduction, 
logical operators, 
macros, 
output enable, 
polarity, 
relational operators, 
reset/preset, 
simulator, 
special constants, 
state machine syntax, 
test vector, 
truth tables, 

Accumulator, 
Address contention, 
ALU, 
Arbitration, 
Array, 

CY7C330, 
CY7C331, 
PALC16L8, 
PALC22V10, 

Asynchronous, 

B 

Bias generator, 
Block diagram, 

CY7C330, 
CY7C331, 
CY7C342, 
dual-port RAM, 
PALC16L8, 
SPARC memory sys, 

Buried macrocell, 

c 
Cache, 

CY7C330, 

line replacement, 
algorithms, 
set-associative, 

4-9,4-30 - 4-31, 4-41, 
4-61,4-77,4-121,6-6 
4-42 
4-43 
4-44 
4-44 
4-42 
4-61- 4-62, 4-64 
4-62 
4-49, 4-65 - 4-67 
4-42 
4-46 - 4-48, 4-62 
4-58 
4-43 
4-45 - 4-46, 4-66 - 4-67 
4-48,4-58,4-66 - 4-67 
4-45 
5-25 
5-41 
5-5 
5-41 

4-72 
4-151 
4-3 
4-4 
4-5,4-131, 
4-139,4-151 

4-75 

4-72 
4-132, 4-141 
4-9 
5-30 
4-3 
6-1 

4-7, 4-62, 4-65 - 4-67, 
4-72 - 4-73, 4-80 

6-1,6-11- 6-16 
6-20 
6-21 
6-20 

C (continued) 

set associtivity, 
bit, 
coherancy, 
consistency, 
dirty bit, 
hit, 
line replacement, 
line size, 
management, 
miss rate, 
miss, 
multilevel, 
policy, 
valid bit, 

CAM, 
Capacitance, 

load, 
Cascading, 

CISC, 
Clock, 

interrupt controllers, 

distribution, 
CMMU, 
CMOS, 

CMU, 

bias generator, 
reliability, 
technology, 
versus bipolar, 
versus NMOS, 

CY7C604, 
CMU-MP, 

CY7C605, 
Coaxial cable, 
Comparator, 
Controller, 

cache, 
Counter, 

toggle, 
CPU, 

Index-1 

68000 
68030/40, 
80486, 
CY7C601, 

6-25 
6-14 
6-12 
6-24 
6-18 
6-14 
6-17 
6-17 - 6-18 
6-19 
6-17 - 6-19, 6-22 
6-14 
6-17,6-23,6-25 - 6-26 
6-17 
6-18 
6-15 
1-21 
2-3,2-5 

4-139,4-143 
6-13 

2-1,2-3 
6-48 

2-9 
4-19 
2-1- 2-2, 4-1, 4-75, 5-7 
2-1,2-3,2-9 
2-9 

6-13,6-27,6-47 
6-27 
6-13 
6-26 - 6-27 
1-11 
4-53 

6-16 
4-53,4-67 
4-79 
6-11,6-13 
4-103 
6-22 
6-22 
6-22,6-26 - 6-27 



C (continued) 

i860, 
multiprocessing, 

Crossbar switch, 
Crosstalk, 
CUPL, 
Current, 

average, 
instantaneous, 
typical, 
versus frequency, 
versus temperature, 

CY3000, 
CY7C122, 
CY7C13O, 
CY7C131, 
CY7C132, 
CY7Cl36, 
CY7C14O, 
CY7C141, 
CY7C142, 
CY7Cl46, 
CY7Cl48, 
CY7C149, 
CY7C157, 

CY7C184, 
CY7C189, 
CY7Cl90, 
CY7C264, 
CY7C268, 
CY7CU,9, 
CY7C330 
CY7C330, 

array, 
block diagram, 
buried macrocell, 

clocking, 

feedback, 
I/O macrocell, 

6-22 
6-25 

4-82 
1-3 
4-9 

1-25 
1-25 
2-4 
1-26 
1-22 
3-9 
2-7 
5-30 
5-30 
5-30 
5-30 
5-30 
5-30 
5-30 
5-30 
2-8 
2-8 
6-1,6-3,6-5,6-16, 
6-36,6-47 
6-16 
1-15,2-7,2-15 
2-7,2-15 
3-7,3-9 
3-4- 3~5 
3-4 - 3-5 
4-101,4-103 
4-61,4-71,4-93,4-104, 
4-106,4-108, 
4-117 - 4-118, 
4-121 - 4-123, 6-1, 
6-3 - 6-5, 6-47 

4-72 
4-72, 6-48 
4-7,4-62, 4-64 - 4-67, 
4-72 - 4-73, 4-75 - 4-76, 
4-80,4-120 
4-61 - 4-62, 4-71 - 4-72, 
4-75,4-77 
4-6, 4-63 - 4-64, 4-73 
4-6, 4-61, 4-63 - 4-64, 
4-67, 4-72 - 4-73, 
4-104 - 4-105, 4-118 

C (continued) 

input macrocell, 
input register, 
JK ff emulation, 
output enable, 

pinout, 
polarity, 
preload, 
preset, 
product term array, 
programming, 
reset, 
shared input mux, 

T ffemulation, 
technology, 

CY7C331, 
array, 
block diagram, 
buried register, 
clocking, 

feedback, 
I/O macrocell, 

JK ff emulation, 
output enable, 
pinout, 
polarity, 
preload, 
preset, 

register bypass, 

reset, 

self-timing, 
shared input mux, 

T ff emulation, 
CY7C332, 

clocking, 
input macrocell, 
output enable, 

CY7C3341, 
CY7C342, 

Index-2 

block diagram, 
clocking, 
expanders, 
I/O macrocell, 

4-6,4-61,4-73,4-77,4-118 
6-49 
4-6, 4-64 - 4-65, 4-79 
4-61 - 4-62, 4-75 

·4-74 
4-64 - 4-67 
4~ 74 - 4-75, 4-80 
4-62 - 4-63, 4-66, 4-72 
4-118 
4-77 
4-62 - 4-63, 4-66, 4-72, 4-80 
4-6, 4-61, 4-64, 
4-72 - 4-73, 4-82 

4-6, 4-64 - 4-66, 4-79 
4-75 
4-131,4-139,4-151 
4-131,4-151 
4-132, 4-141 
4-141,4-152 
4-7,4-132 - 4-133, 
4-141,4-151,4-154 
4-132,4-152,4-155 
4-7,4-132 - 4-133, 
4-140 - 4-141, 4-151 
4-132,4-141 
4-7,4-132,4-151 
4-155 
4-132,4-155 
4-7 
4-7,4-132,4-141, 
4-143,4-151,4-154 
4-7,4-132,4-141, 
4-152 

4-7,4-132,4-141, 
4-143,4-151,4-154 
4-7,4-131- 4-134 
4-7,4-132,4-141, 
4-152,4-155 
4-132,4-141 
6-1,6-3 - 6-5 
4-7 
4-7 - 4-8 
4-7 
5-23 

4-9 
4-9 
4-8 
4-8 
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C (Continued) I 

LAB, 4-9 
PIA, 4-9 Impedence, 1-1 
preset, 4-8 Input buffers, 1-23 - 1-24, 1-26 
reset, 4-8 Interrupt, 

CY7C401, 5-13,5-23 controller, 4-139 
CY7C402, 5-23 latency, 6-34 
CY7C403, 5-23 vector, 4-139 
CY7C404, 5-23 
CY7C408, 5-23 J 
CY7C409, 5-23 
CY7C429, 5-45 Jedecmap, 4-2 - 4-3, 4-31, 
CY7C601, 6-1,6-5,6-13,6-26, 4-41,4-65, 4-n 

6-36-6-38,6-47-6-50 
CY7C602, 6-36,6-47 

L CY7C604, 6-1,6-13,6-36 - 6-37, 
6-47 - 6-49 

CY7C605, 6-1,6-13,6-29 Latchup, 2-11- 2-12, 4-21, 4-75 

CY7C901, 5-1,5-25 - 5-26 Lockvariable, 5-28 
CY7C9101, 5-1 LOG/iC, 4-9,4-n 
CY7C9116, 5-5 Logic products, 5-1 

applications, 5-9 
instruction set, 5-6 M 
system timing, 5-7 

CY7C9117, 5-6 Macrocell, 
CY7C330, 4-6, 4-61, 4-63 - 4-64, 

D 4-67,4-72 - 4-73 
CY7C331, 4-7,4-132 - 4-133, 

DRAM, 3-7 4-141,4-151 
Dual-port RAM, 5-25,5-41 CY7C332, 4-8 

CY7C342, 4-8 

E P ALC20RA10, 4-5 
PALC22V10, 4-4 - 4-5, 4-49 

ESD, 2-10,4-75 
MAX family, 

SeeCY7C342 
MAX + PLUS, 4-9 

F Mbus, 6-47 - 6-50 
McBOOLE, 6-51 

FDDI, 4-117 Memory, 6-5 
FIFO, 2-1,5-11,5-23,5-45 coherance, 6-19 

analysis, 5-13 Metastability, 2-1,2-5,4-133 
architecture, 5-12 - 5-13 Microcoded processor, 5-1 
asynchronous, 5-23 Microstrip line, 1-12 
bubblethrough, 5-12 MINC, 4-9 
fallthrough, 5-12 MMU, 6-12 - 6-13 
synchronous, 5-23 
timing, 5-13 N 

Flip-flop, 
JK-type, 4-6,4-64 - 4-65, 4-79, 4-132 Noise 2-1 
T-type, 4-6, 4-64 - 4-66, 4-79, 4-132 ' crosstalk, 2-5 

FPU, 
ground bounce, 2-2, 4-74 

CY7C602, 6-26 - 6-27 margin, 2-2 

Index-3 
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N (continued) P (Continued) 

programming, 4-2,4-15 
Nyquist frequency, 4-103 register preload, 4-12 

security function, 4-12 

0 security fuse, 4-4 
technology, 4-1- 4-2 

OSI, 4-117 testability, 4-2, 4-4 
verify, 4-17 Output buffers, 1-24 

PLDC2OG10, 4-5 Output enable, 6-4 
Policy, 

copy-back, 6-19 - 6-20 P write-through, 6-19 - 6-20 
Power, 

PAL, consumption, 1-22 
SeePLO dissipation, 1-21-1-23 

PALASM, 4-30 pins, 4-74 
PALC16L8, 4-2 Preload, 4-4 

array, 4-3 CY7C33O, 4-67,4-74 - 4-75, 4-80 
block diagram, 4-3 CY7C331, 4-7 

PALC16R4, 4-4 Preset, 
PALC16R6, 4-4,4-23 CY7C33O, 4-62 - 4-63, 4-66 
PALC16R8, 4-4 CY7C331, 4-7,4-132, 4-141, 
P ALC20 series, 1-15 4-143,4-151,4-154 
P ALC20RA10, CY7C342, 4-8 

clocking, 4-5 P ALC2ORAlO, 4-5 
macrocell, 4-5 PALC22VlO, 4-5, 4-46 - 4-48 
output enable, 4-6 Processor, 6-11 
preset, 4-5 PROM, 3-1,3-8 
register bypass, 4-6 diagnostic, 3-1 
reset, 4-5 shadow register, 3-1 

PALC22VlO, 4-41,4-106 PROMs, 3-7 
array, 4-4 Propagation delay, 1-11,1-16 
feedback, 4-53 Protocol, 
I/O macrocell, 4-4 - 4-5, 4-49 Futurebus, 6-18 
output enable, 4-51,4-53 Mbus, 6-18 
polarity, 4-49 Pullup/Pulldown, 1-13 
preset, 4-5, 4-46 - 4-48 
register bypass, 4-49 Q reset, 4-5, 4-46 - 4-48 

PIO, 4-101 - 4-103 
QuickPro, 3-9 Pinout, 

CY7C33O, 4-74 
Pipelining, 4-77 R 
PLO ToolKit, 4-2, 4-9, 4-77, 4-123, 

4-143,4-152,4-155, RAM, 2-7 
6-4, 6-9, 6-51 Cache data, 6-27 

polarity, 4-143,4-155 CY7C157, 6-27 
PLD, 1-15 - 1-16,2-1,2-4, input character, 2-8 

4-1,4-11,4-101,4-117, los, 2-8 
5-43,6-1,6-47 output character, 2-8 

erasable, 4-1 switching character, 2-10 
phantom array, 4-15 Real-time controller, 6-33 

Index-4 
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Reflection, 1-2 -1-5, 1-7, 1-9 -1-11, Termination, 1-13,1-15,2-2,2-5 
1-17 Test vectors, 4-48,4-58,4-66 - 4-67 

Reset, Testability, 4-2,4-4, 4-75 
CY7C330, 4-62 - 4-63, 4-66, 4-80 Transforms, 
CY7C331, 4-7,4-132,4-141,4-143, Laplace, 4-103 

4-151,4-154 Transmission line, 1-1-1-5,1-7, 
CY7C342, 4-8 1-9 - 1-11, 1-13 
PALC2ORA10, 4-5 Transmission lines, 2-2,2-5 
PALC22V10, 4-5, 4-46 - 4-48 Twisted pair, 1-11 

RISe, 6-1,6-11,6-13,6-16, 
6-23,6-47 V 

S VME bus requestor, 4-131 

SCSI, 4-93 W 
protocol, 4-95 

Self-timing, 4-131- 4-134 Waveform generator, 4-151 Series damping, 1-13 Write enable, 6-3 
Servo 4-101 
Servo, 

closed loop, 4-101 

SShannon's sampling thm, 4-103 
Shared input multiplexer, 4-72 

CY7C330, 4-6,4-61,4-64,4-73, 
4-82 

CY7C331, 4-7,4-132,4-141, 
4-152,4-155 

SPARC, 6-11,6-13,6-26, 
6-28 - 6-29, 6-47 - 6-48 

alternate register, 6-37 
bus interface, 6-1 
context switch, 6-34 
interrupt latency, 6-34 
INULL signal, 6-4 
memory system, 6-1 
multiprocessing, 6-27 - 6-28 
multitasking, 6-33 
output enable, 6-4 
register window, 6-37 
semaphores, 6-37 
size bits, 6-4 
task switch, 6-37 
write enable, 6-3 

SRAM, 1-15 - 1-16,2-1, 
3-7 - 3-8 

State machine, 4-58,4-66 - 4-67, 
4-71,4-93 

Switching characteristics, 2-1 
Synchronous, 4-71 

Index-5 





CYPRESS 
SEMICONDUCTOR 

Sales Representatives and Distribution 

Direct Sales Offices 

California 
Cypress Semiconductor Corporate Headquarters 
3901 N. First Street 
San Jose, CA 95134 
Tel: (408) 943-2600 
Telex: 821032 CYPRESS SNJ UD 
TWX 910 997 0753 
FAX: (408) 943-2741 

Cypress Semiconductor 
23586 Calabasas Rd., Ste 201 
Calabasas, CA 91302 
Tel: (818) 884-7800 
FAX: (818) 348 6307 

Cypress Semiconductor 
2151 Michelson Dr., Suite 240 
Irvine, CA 92715 
Tel: (714) 476-8211 
FAX: (714) 476-8317 

Cypress Semiconductor 
16496 Bernardo Center Dr., Suite 215 
San Diego, CA 92128 
Tel: (619) 487-9446 
FAX: (619) 485-9716 

Colorado 
Cypress Semiconductor 
4851 Independence St., Suite 189 
Wheat Ridge, CO 80033 
Tel: (303) 424-9000 
FAX: (303) 424-0627 

Florida 
Cypress Semiconductor 
804 E. Church Street 
Orlando, FL 32801 
Tel: (407) 422-1890 
FAX: (407) 841-9927 

Florida 
Cypress Semiconductor 
10014 N. Dale Mabry Hwy, Suite 101 
Tampa, FL 33618 
Tel: (813) 968-1504 
FAX: (813) 968-8474 

Illinois 
Cypress Semiconductor 
1530 E. Dundee Rd., Suite 190 
Palatine,IL 60067 
Tel: (312) 934-3144 
FAX: (312) 934-7364 

Maryland 
Cyress Semiconductor 
5457 Twin Knolls Rd., Suite 103 
Columbia, MD 21045 
Tel: (301) 740-2087 
FAX: (301) 992-5887 

Massachusetts 
Cypress Semiconductor 
2 Dedham Place, Suite 1 
Dedham, MA 02026 
Tel: (617) 461-1778 
FAX: (617) 461-0607 

Minnesota 
Cypress Semiconductor 
14525 Hwy. 7, Suite 115 
Minnetonka, MN 55345 
Tel: (612) 935-7747 
FAX: (612) 935-6982 

New York 
Cypress Semiconductor 
244 Hooker Ave., Suite B 
Poughkeepsie, NY 12603 
Tel: (914) 485-6375 
FAX: (914) 485-7103 
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Direct Sales Offices (continued) 

New York 
Cypress Semiconductor 
3 Nob Hill Dr. 
Smithtown, NY 11787 
Tel: (215) 639-6663 
FAX: (516) 544-4359 

North Carolina 
Cypress Semiconductor 
10805 Brass Kettle Road 
Raleigh, NC 27614 
Tel: (919) 870-0880 
FAX: (919) 870-0881 

Oregon 
Cypress Semiconductor 
6950 SW Hampton St., Suite 230 
Portland, OR 97223 
Tel: (503) 684-1112 
FAX: (503) 684-1113 

Pennsylvania 
Cypress Semiconductor 
2 Neshaminy Interplex, Suite 203 
Trevose, P A 19047 
Tel: (215) 639-6663 
FAX: (215) 639-9024 

Texas 
Cypress Semiconductor 
Great Hills Plaza 
%00 Great Hills Trail, Suite 150W 
Austin, TX 78759 
Tel: (512) 338-0204 
FAX: (512) 338-0865 

Cypress Semiconductor 
333 W. Campbell Rd., Suite 220 
Richardson, TX 75080 
Tel: (214) 437-0496 
FAX: (214) 644-4839 

Cypress Semiconductor 
Twelve Greenway Plaza, Suite 1100 
Houston, TX 77046 
Tel: (713) 621-8791 
FAX: (713) 621-8793 

Belgium 
Cypress Semiconductor International 
51 Rue Du Moulin A Papier, Bte, 11 
1160 Brussels, Belgium 
Tel: (32) 2 672 2220 
Telex: 64677 CYPINT B 
FAX: (32) 26600366 

France 
Cypress Semiconductor France 
Miniparc Bat. no 8 
61 Avenue des Andes 
A.A. de Courtaboeuf 
91952 Les Lilis Cedex, France 
Tel: (33) 1169-07-5546 
FAX: (33) 1169-07-5571 

Germany 
Cypress Semiconductor GmbH 
Hohenlindner Str. 6 
D-8016 Feldkirchen, W. Germany 
Tel: (49) 089 903 10 71 
FAX: (49) 089 903 84 27 

Japan 
Cypress Semiconductor Japan KK 
Fuchu-Minami Bldg., 2F 
9052-3, 1-Chome, Fuchu-Cho, 
Fuchu-Shi, Tokyo, Japan 183 
Tel: (81) 423-69-8211 
FAX: (81) 423-69-8210 

Sweden 
Cypress Semiconductor Scandinavia 
Kanalvagen 17 
18330 Taby, Sweden 
Tel: (46) 8 758 2055 
FAX: (46) 8 792 1560 

United Kingdom 
Cypress Semiconductor U.K 
3, Blackhorse Lane, 
Hitchin, 
Hertfordshire, SG4 9EE 
Tel: (44) 0462-420566 
FAX: (44) 0462-421969 
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North American Sales Representatives 

Alabama 
CSR Electronics 
303 Williams Ave., Suite 931 
Huntsville, AL 35801 
Tel: (205) 533·2444 
FAX: (205) 536·4031 

Arizona 
Thom Luke Sales 
2940 N. 67th Place, Suite H 
Scottsdale, AZ 85251 
Tel: (602) 941·1901 
FAX: (602) 941-4127 

California 
TAARCOM 
451 N. Shoreline Blvd. 
Mountain View, CA 94043 
Tel: (415) 960-1550 
FAX: (415) 960·1999 

Canada 
E.S.P. 
5200 Dixie Road, Suite 201 
Mississauga, Ontario Canada UW 1E4 
Tel: (416) 626-8221 
FAX: (416) 238·3277 

E.S.P. 
447 McLeod Street, Suite 3 
Ottawa, Ontario Canada KIR 5P5 
Tel: (613) 236-1221 
FAX: (613) 236·7119 

E.S.P. 
4250 Sere Street 
St. Laurent, Quebec H4T 1A6 
Tel: (514) 737·9344 
FAX: (514) 737·4128 

Connecticut 
HLM 
3 Pembroke Road 
Danbury, CT 06813 
Tel: (203) 791-1878 
FAX: (203) 791·1876 

Florida 
CM Marketing 
14350 Gulf to Bay Blvd. 
Clearwater, FL 34615 
Tel: (813) 443-6390 
FAX: (813) 443-6312 

CM Marketing 
6091·A Buckeye Ct. 
Tamarac, FL 33319 
Tel: (305) 722·9369 
FAX: (305) 726-4139 

CM Marketing 
804 E. Church St. 
Orlando, FL 32801 
Tel: (407) 341·9924 
FAX: (407) 841-9927 

Georgia 
CSR Electronics 
1651 Mt. Vernon Rd., Suite 200 
Atlanta, GA 30338 

, Tel: (404) 396·3720 
FAX: (404) 394·8387 

Illinois 
Micro Sales Inc. 
54 West Seegers Road 
Arlington Hts., IL 60005 
Tel: (312) 956-1000 
FAX: (312) 956-0189 

Indiana 
Technology Marketing Corp. 
599 Industrial Dr. 
Carmel, IN 46032 
Tel: (317) 844-8462 
FAX: (317) 573-5472 

Technology Marketing Corp. 
4630-10 W. Jefferson Blvd. 
Ft. Wayne, IN 46804-6800 
Tel: (219) 432-5553 
FAX: (219) 432-5555 

Iowa 
Midwest Tech. Sales 
1930 St. Andrews N.E. 
Cedar Rapids, IA 52402 
Tel: (319) 393-5115 
FAX: (319) 393·4947 



North American Sales Representatives 
(continued) I 

Kansas 
Midwest Tech. Sales 
21901 Lavista 
Goddard, KS 67052 
Tel: (316) 794-8565 

Midwest Tech. Sales 
15301 W. 87 Parkway, Suite 200 
Lenexa, KS 66219 
Tel: (913) 888-5100 
FAX: (913) 888-1103 

Kentucky 
Technology Marketing Corp. 
4012 Du Pont Circle, Suite 414 
Louisville, KY 40207 
Tel: (502) 893-1377 
FAX: (502) 896-6679 

Michigan 
Techrep 
2550 Packard Road 
Ypsilanti, MI 48197 
Tel: (313) 572-1950 
FAX: (313) 572-0263 

Missouri 
Midwest Tech. Sales 
1314 Robertridge st. 
Charles, MO 63303 
Tel: (314) 441-1012 
FAX: (314) 447-3657 

Midwest Tech. Sales 
4637 Chippewa Way 
St. Charles, MO 63303 
Tel: (314) 441-1012 
FAX: (314) 447-3657 

New Jersey 
HLM 
1300 Route 46 
Parsippany, NJ 07054 
Tel: (201) 263-1535 
FAX: (201) 263-0914 

New Mexico 
Quatra Associates 
9704 Admiral Dewey N.E. 
Albuquerque, NM 87111 
Tel: (505) 821-1455 
FAX: (602) 820-7054 

New York 
HLM 
64 Mariners Lane 
PO Box 328 
Northport, NY 11768 
Tel: (516) 757-1606 
FAX: (516) 757-1636 

Reagan/Compar 
3215 E. Main Street 
Endwell, NY 13760 
Tel: (607) 754-2171 
FAX: (607) 754-4270 

Reagan/Compar 
3449 St. Paul Blvd. 
Rochester, NY 14617 
Tel: (716) 338-3198 

Reagan/Compar 
41 Woodberry Road 
New Hartford, NY 13413 
Tel: (315) 732-3775 

Ohio 
KW Electronic Sales 
8514 N. Main Street 
Dayton, OH 45415 
Tel: (513) 890-2150 
FAX: (513) 890-5408 

KW Electronic Sales 
3645 Warrensville Center Rd., #244 
Shaker Heights, OH 44122 
Tel: (216) 491-9177 
FAX: (216) 491-9102 

Pennsylvania 
KW Electronic Sales 
4485 William Flynn Hwy. 
Allison Park, P A 15101 
Tel: (412) 487-4300 
FAX: (412) 487-4841 

L.D.Lowery 
2801 West Chester Pike 
Broomall, P A 19008 
Tel: (215) 356-5300 
FAX: (215) 356-8710 
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North American Sales Representatives 
(continued) 

Puerto Rico 
ETS, Inc. 
PO Box 10758, 
Caparra Heights Station, 
San Juan, Puerto Rico 00922 
Tel: (809) 798-1300 
FAX: (809) 798-3611 

Tennessee 
CSR Electronics 
4314 Woodlawn Pike 
Knoxville, TN 37920 
Tel: (615) 577-1317 
FAX: (615) 577-1306 

Texas 
Southern States Marketing 
400 E. Anderson Lane, Suite 111 
Austin, TX 78752 
Tel: (512) 835-5822 
FAX: (512) 835-1404 

South States Marketing 
1143 Rockingham, Suite 106 
Richardson, TX 75080 
Tel: (214) 238-7500 
FAX: (214) 231-7662 

Utah 
Sierra Technical Sales 
4700 South 900 East, Suite 3-150 
Salt Lake City, UT 84117 
Tel: (801) 566-9719 
FAX: (801) 565-1150 

Washington 
Electronic Sources 
1603 116th Avenue NE, Suite 115 
Bellevue, WA 98004 
Tel: (206) 451-3500 
FAX: (206) 451-1038 

Wisconsin 
Micro Sales Inc. 
16800 W. Greenfield Ave., Suite 116 
Brookfield, WI 53005 
Tel: (414) 786-1403 
FAX: (414) 786-1813 



International Sales Representatives 
Australia 
Breamac Pty. Ltd. 
1045-1047 Victoria Rd. 
West Ryde, N.S.W. 2114 
Tel: (61) 02-858-5085 

Austria 
Hitronik Vertriebs GmBH 
St. Veitgasse 51 
A-113O Wien, Austria 
Tel: (43) 222 824199 
FAX: (43) 222 828 55 72 

Belgium 
Microtronica 
Research Park Zellik 
Pontbeeklaan 43 
B-1730 Asse Zellik 
Tel: (32) 02-466-7260 
FAX: (32) 02-466-4697 

Denmark 
AlS Nordisk Electronik 
Transformervej 17 
DK-2730 Herlev, Denmark 
Tel: (45) 02 842000 
FAX: (45) 02921552 

Finland 
OY Fintronic AB 
Italahdenkatu 22 
00210 Helsinki, Finland 
Tel: (358) 0-6926002 
FAX: (358) 0-674886 

France 
Newtek 
8 Rue de L'Esterel, Silic 583 
F-94663 Rungis Cedex, France 
Tel: (33) 1-4687-2200 
FAX: (33) 146878049 

Jermyn + Generim 
73n9, Rue des Solets 
Silic 585 
94663 Rungis Cedex, France 
Tel: (33) 1-4978-4400 
FAX: (33) 1-4978-0599 

France 
Jermyn + Generim 
31, Domaine Chevalier 
83440 tourrettes, France 
Tel: (33) 1-9476-2585 

Jermyn + Generim 
60 Rue Pierre Cazenueve 
31200 Toulouse, France 
Tel: (33) 1-6157-9695 

Jermyn + Generim 
Immeuble Saint-Christophe 
Rue de la Frebardiere 
B.P. 42-Z.I. Sud Est 
35135 Chantepie, France 
Tel: (33) 1-9941-7044 
FAX: (33) 1-9950-1128 

Jermyn + Generim 
60 Rue des Acacias 
Herrin, France 
59147 Gondecourt, France 
Tel: (33) 1-2032-3095 

Germany 
AP.I. Elektronik GmbH 
Lorenz-Braren-Str.32 
D-8062 Markt, Indersdorf, W. Germany 
Tel: (49) 8136 7092 
FAX: (49) 8136 7398 

AstekGmbH 
Gottlieb-Daimler-Str.7 
D-2358 Kaltenkirchen, W. Germany 
Tel: (49) 41918711 
FAX: (49) 41918249 

Metronik GmbH 
Leonhardsweg 2, Postfach, #1328 
D-8025 Unterhaching b. Munich, 'W. Germany 
Tel: (49) 89-611080 
FAX: (49) 896116468 

Metronik GmbH 
Laufamholzstrabe 118 
D-8500 Nurnberg, W. Germany 
Tel: (49) 9 11 59 00 61 

Metronik GmbH 
Siemensstrabe 4-6 
D-6805 Heddesheim, W. Germany 
Tel: (49) 6203 47 01 
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International Sales Representatives 
(continued) 
Germany 
Metronik GmbH 
Semerteichstrabe 92 
D-4600 Dortmund 30, W. Germany 
Tel: (49) 2 31 42 30 37 
FAX: (49) 0231-418232 

Metronik GmbH 
Buckhorner Moor 81 
D-2000 Norderstedt bei Hamburg, W. Germany 
Tel: (49) 040 522 8091 
FAX: (49) 040 522 8093 

Metronik GmbH 
Loewenstrabe 37 
D-7000 Stuttgart 70, W. Germany 
Tel: (49) 7 11 76 40 33 
FAX: (49) 711 76 5181 

Metronik GmbH 
Gutenbergstr. 5 
D-7550 Rastatt, W. Germany 
Tel: (49) 7222-69464 
FAX: (49) 7222-69896 

Hong Kong 
Tekcomp Electronics 
514 Bank Centre 
636 Nathan Road 
Kowloon, Hong Kong 
Tel: (852) 710-8721 
FAX: (852) 3 710 9220 

Israel 
Talviton Electronics 
PO Box 21104, 9 Biltmore St. 
Tel Aviv 61 210, Israel 
Tel: (972) 3-444572 
FAX: (972) 3-455626 

Italy 
Cramer Italia s.p.a. 
134, Via C. Colombo 
1-00147 Roma, Italy 
Tel: (39) 6-517-981 
FAX: (39) 65140722 

Dott.lng.Giuseppe De Mico s.p.a. 
V. Le Vittorio Veneto, 8 
1-20060 Cassina d'Pecchi 
Milano, Italy 
Tel: (39) 2 95 20 551 
FAX: (39) 29522227 

Japan 
Tomen Electronics Corp. 
2-1-1 Uchisaiwai-Cho, Chiyoda-Ku 

Tokyo, Japan 100 
Tel: (81) 3 506 3670 
FAX: (81) 3 506 3497 

C. !toh Techno-Science Co. Ltd. 
8-1, 4-Chome, Tsuchihashi, 
Miyamae-Ku, Kawasaki-shi, 
Kanagawa, Japan 213 
Tel: (81) 44-852-5121 
FAX: (81) 44-877-4268 

Fuji Electronics Co., Ltd. 
Ochanomizu Center Bldg. 
3-2-12 Hongo, Bunkyo-ku 
Tokyo, Japan 213 
Tel: (81) 03-814-1411 
FAX: (81) 03-814-1414 

International Semiconductor Inc. (lSI) 
The Second Precisa Bldg. 
4-8-3 Iidabashi Chiyoka-ku 
Tokyo, Japan 
Tel: (81) 03-264-3301 
FAX: (81) 03-264-3419 

Korea 
Hanaro Corporation 
Daeyoung Bldg., 2nd Floor 
643-8, Yeoksam-Dong, Kangnam-Ku 
Seoul, 150-010 Korea 
Tel: (82) 02-558-1144 . 
FAX: (82) 02-558-0157 

Netherlands 
Semicon B.V. 
Gulberg33 
NL-5672 AD Nuenen 
Tel: (31) 040 837 075 
FAX: (31) 040 838 635 
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International Sales Representatives 
(continued) 
Norway 
Nortec Electronics NS 
Smedsvingen 4, P.O. Box 123 
N-1364 Hvalstad, Norway 
Tel: (47) 2 846-210 
FAX: (47) 2 846-545 

Singapore 
Desner Electronics 
190 Middle Rd., #16-17 
Fortune Center, Singapore 0718 
Tel: (65) 3373 180 
FAX: (65) 3373180 

Spain 
Comelta S.A. 
Pedro IV. 8 4-5 Planta 
08005 Barcelona, Spain 
Tel: (34) 3007-7128 

Comelita S.A. 
Emilio Munez, 41 Nave 1-1-2 
E-Madrid 17 
Tel: (34) 1 754 3001 
FAX: (34) 17542151 

Sweden 
Nordisk Electronik AB 
P.O. Box 36 
Torshamnsgatan 39, 
S-164 93 Kista, Sweden 
Tel: (46) 87034630 
FAX: (46) 8 703 9845 

Switzerland 
BASIX fur Electronik AG 
Forrlibuckstrasse 150, Postrach 
CH-8010 Zurich, Switzerland 
Tel: (41) 01-276-1100 
FAX: (41) 01-820-3441 

Taiwan R.O.C. 
Prospect Technology Corp. 
5, Lane 55, Long-Chiang Road 
Taipei, Taiwan 
Tel: (886) 2 721 9533 
FAX: (886) 2 m 3756 

United Kingdom 
Pronto Electronic System LTD. 
City Gate House 
399-425 Eastern Ave. 
Gants Hill Ilford, Essex IG2 6LR, U.K. 
Tel: (44) 1 554 62 22 
FAX: (44) 15183222 

Ambar Cascom Ltd. 
Rabans Close 
Aylesbury Bucks HP19 3R5, U.K. 
Tel: (44) 0296 434 141 
FAX: (44) 0296 296 70 
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Anthem Electronics 

Arizona 
Tempe, AZ 85281 
(602) 966-6600 

California 
Irvine, CA 92718-2809 
(714) 768-4444 

Rocklin, CA 95834 
(916) 624-9744 

San Jose, CA 95131 
(408) 453-1200 

San Diego, CA 92121 
(619) 453-9005 

Chatsworth, CA 91311 
(818) 775-1333 

Colorado 
Englewood, CO 80112 
(303) 790-4500 

Connecticut 
Meriden, CT 06450 
(203) 237-2282 

Florida 
Clearwater, FL 34623 
(813) 796-2900 

Georgia 
Norcross, GA 30093 
(404) 381-0768 

Illinois 
Elk Grove, IL 60007 
(312) 640-6066 

Massachusetts 
Wilmington, MA 01887 
(503) 657-5170 

Distribution 

Maryland 
Columbia, MD 21045 
(301) 995-6640 

Minnesota 
Eden Prairie, MN 55344 
(612) 944-5454 

New Jersey 
Fairfield, NJ 07006 
(201) 227-7960 

New York 
Hauppauge, NY 11787 
(516) 273-1660 

Ohio 
Worthington, OH 43085 
(614) 888-9707 

Oregon 
Beaverton, OR 97005 
(503) 643-1114 

Pennsylvania 
Horsham, PA 19044 
(215) 443-5150 

Texas 
Richardson, TX 75081 
(214) 238-7100 

Utah 
Salt Lake City, UT 84119 
(801) 973-8555 

Washington 
Bothel, WA 98052 
(206) 483-1700 
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Arrow Electronics 

Alabama 
Huntsville, AL 35816 

(205) 837-6955 

Arizona 
Phoenix, AZ 85040 

(602)437-0750 

California 
Chatsworth, CA 91311 

(818) 701-7500 

San Diego, CA 92123 

(619) 565-4800 

Sunnyvale, CA 94089 

(408) 745-6600 

Tustin, CA 92680 

(714) 669-4524 

Canada 
Montreal, Quebec, Canada H4PIWI 

(514) 735-5511 

Mississauga, Ontario, Canada L5TIH3 

(416) 670-7769 

Neapean, Ontario, Canada K2E7W5 

(613) 229-6903 

Quebec, Que., Canada GIN2C9 

(418) 871-7500 

Colorado 
Englewood, CO 80112 

(303) 790-4444 

Connecticut 
Wallingford, CT 06492 

(203) 265-7741 

Distribution 

Florida 
Deerfield Beach, FL 33441 

(305) 429-8200 

Lake Mary, FL 32746 

(407) 333-9300 

Georgia 
Norcross, GA 30071 

(404) 449-8252 

Illinois 
Itasca, IL 60143 

(312) 250-0500 

Indiana 
Indianapolis, IN 46241 

(317) 243-9353 

Kansas 
Lenexa, KS 66214 

(913) 541-9542 

Maryland 
Columbia, MD 21046 

(301) 995-6002 

Massachusetts 
Wilmington, MA 01887 

(617) 658-0900 

Michigan 
Ann Arbor, MI 48108 

(313) 971-8220 

Grand Rapids, MI 49508 

(616) 243-0912 

Minnesota 
Edina, MN 55435 

(612) 830-1800 
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Arrow Electronics (continued) 

New Hampshire 
Manchester, NH 03013 

(603) 668-6968 

New Mexico 
Albuquerque, NM 87106 

(505) 243-4566 

New Jersey 
Parsippany, NJ 07054 

(201) 538-0900 

New York 
Hauppauge, NY 11788 

(516) 231-1000 

Marlton, NY 08053 

(609) 596-8000 

Corporate Headquarters 

Melville, NY 11747 

(516) 391-1300 

Rochester, NY 14623 

(716) 427-0300 

North Carolina 
Raleigh, NC 27604 

(919) 876-3132 

Ohio 
Centerville, OH 45459 

(513) 435-5563 

Solon, OH 44139 
(216) 248-3990 

Distribution 

Oklahoma 
Tulsa, OK 74146 

(918) 252-7537 

Oregon 
Beaverton, OR 97006 

(503) 645-6456 

Pennsylvania 
Monroeville, PA 15146 
(412) 856-7000 

Texas 
Austin, TX 78758 

(512) 835-4180 

Carrollton, TX 75006 

(214) 380-6464 

Houston, TX 77099 

(713) 530-4700 

Washington 
Kent, WA 98032 

(206) 575-4420 

Wisconsin 
Brookfield, WI 53005 

(414) 792-0150 
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Marshall Industries 

Alabama 
Huntsville, AL 35801 
(205) 881-9235 

Arizona 
Phoenix, AZ 85044 
(602) 496-0290 

California 
Corporate Headquarters 
EI Monte, CA 91731-3004 
(818) 459-5500 

Chatsworth, CA 91311 
(818) 407-0101 

Irvine, CA 92718 
(714) 458-5355 

San Diego, CA 92131 
(619) 578-9600 

Milpitas, CA 95035 
(408) 942-4600 

Rancho Cordova, CA 95670 
(916) 635-9700 

Canada 
Montreal, Ontario 
(514) 848-9112 

Ottawa, Ontario 

(613) 564-0166 

Colorado 
Thornton, CO 80241 
(303) 451-8383 

Connecticut 
Wallingford, cr 06492-0200 
(203) 265-3822 

Distribution 

Florida 
Ft. Lauderdale, FL 33309 
(305) 977-4880 

Altamonte Springs, FL 32701 
(305) 767-8585 

St. Petersburg, FL 33702 
(813) 576-1399 

Georgia 
Norcross, GA 30093-9990 
(404) 923-5750 

Illinois 
Schaumburg, IL 60195 
(312) 490-0155 

Indiana 
Indianapolis, IN 46278 
(317) 297-0483 

Kansas 
Lenexa, KS 66214 
(913) 492-3121 

Maryland 
Silver Springs, MD 20910 
(301) 622-1118 

Massachusetts 
Wilmington, MA 01887 
(508) 657-9029 

Michigan 
Livonia, MI 48150 
(313) 525-5850 

Minnesota 
Plymouth, MN 55441 
(612) 559-2211 



Distribution 
Marshall Industries (continued) 

Missouri 
Bridgetown, MO 63044 
(314) 291-4650 

New Jersey 
Fairfield, NJ 07006 
(201) 882-0320 

Mt. Laurel, NJ 08054 
(609) 234-9100 

New York 
Johnson City, NY 13790 
(607) 798-1611 

Hauppauge, NY 11788 
(516) 273-2424 

Rochester, NY 14624 
(716) 235-7620 

North Carolina 
Raleigh, NC 27604 
(919) 878-9882 

Ohio 
Dayton, OH 45424 
(513) 898-4480 
Solon, OH 44139 
(216) 248-1788 

Oregon 
Beaverton, OR 97005 
(503) 644-5050 

Pennsylvania 
Pittsburgh, P A 15238 
(414) 963-0441 

Texas 
Austin, TX 78754 
(512) 837-1991 

Carrollton, TX 75006 
(214) 770-0604 

Houston, TX 77040 
(713) 795-9200 

Utah 
Salt Lake City, UT 84115 
(801) 485-1551 

Washington 
Bothell, WA 98011 
(206) 486-5747 

Wisconsin 
Waukesha, WI 53186 
(414) 797-8400 

Falcon Electronics 

Connecticut 
Milford, CT 06460 
(203) 878-5272 

Massachusetts 
Franklin, MA 01701 
(508) 520-0323 

New York 
Hauppauge, NY 11788 
(516) 724-0980 
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Semad 
Canada 
Toronto 
Markham, Ontario L3R 4Z4 

(416) 475-3922 
FAX: (416) 475-4158 

Montreal 

Point Claire, Quebec H9R 427 
(514) 694-0860 
1-800-363-6610 

Ottawa 

Ottawa, Ontario K2C OR3 
(613) 727-8325 
FAX: (613) 727-9489 

Vancouver 
Burnaby, B.C. V3N 4S9 
(604) 420-9889 
1-800-663-8956 
FAX: (604) 420-0124 

Calgary 

Calgary, Alberta T2H 2S8 
(403) 252-5664 
FAX: (403) 255-0966 

Zeus Components Inc. 
California 
Agoura Hills, CA 91301 
(818) 889-3838 

Yorba Linda, CA 92686 
(714) 921-9000 

San Jose, CA 95131 
(408) 998-5121 

Florida 
Oviedo, FL 32765 
(305) 365-3000 

Massachusetts 
Lexington, MA 02173 
(617) 863-8800 

Maryland 
Columbia, MD 21045 
(301) 997-1118 

Distribution 
Zeus Components Inc. (continued) 
New York 
Port Chester, NY 10573 
(914) 937-7400 

Ronkonkoma, NY 11779 
(516) 737-4500 

Ohio 
Dayton, OH 45439 
(513) 293-6162 

Texas 
Richardson, TX 75081 
(214) 783-7010 



Cypress Semiconductor 
3901 North First Street 

San Jose, CA 95134 
(408) 943-2600 


