






































































































































































































































































































































































































































































































































































































































































































































7 Functions and Procedures

Functions and procedures are high-level design constructs to compute values or define partial
processes that you can use for type conversions, operator overloading, or as an alternative to
component instantiation. Below is a type conversion function.

FUNCTION bl2bit (a:BOOLEAN) RETURN BIT IS
BEGIN
IF a THEN
RETURN '1';
ELSE
RETURN '0';
END IF;
END bl2bit;

0 ~J o0 Ul WM

Listing 7-1 A Boolean to bit type conversion function

As you can see, Listing 7-1 describes a function that is used to convert the type Boolean to type bit,
which are both predefined by the IEEE 1076 standard. Such functions are referred to as type
conversion functions. Line 1 declares the function b/2bit and defines the input parameter as type
Boolean and return type as bit. Lines 2 and 8 begin and end the function definition. All statements
within the function definition must be sequential statements. Lines 3 through 7 are sequential
statements that define the return value based on the Boolean condition a. If a is TRUE, then the -
return value is '1'; otherwise, the return value is '0' (return type is bit). Other often-used type
conversion functions are bit to Boolean, bit to std_logic, and bit_vector to std_logic_vector. You’ll
have an opportunity to write a couple of these conversion functions in the exercises at the end of the
chapter. :

A bit to Boolean (or Boolean to bit) type conversion function can be helpful in writing Boolean
equations or evaluation clauses. For example, if the signal clk is of type Boolean, then you can write

wait until clk;

instead of wait until clk='1l"

or if (clk'event and clk) then...

instead of if (clk'event and clk='1l') then...
Likewise if ((A AND B) XOR (C AND D)) then...

can be substituted for if (((A AND B) XOR (C AND D))='1l') then

One way is not better than the other; however, VHDL provides the flexibility to meet different
coding styles.

Functions

Function parameters can only be inputs; therefore, the parameters cannot be modified. The parameter
ain Listing 7-1 above is an input only. By default, all parameters are of mode IN, and the mode does
not need to be explicitly declared. After all, it is the only legal mode for function parameters.
Functions can return only one argument. (Procedures, as you’ll see later, can return multiple
arguments.) As mentioned in the explanation of the example above, all statements within the
function definition are sequential. Because of this, no signals can be declared or assigned in
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functions; however, variables may be declared in a function’s declaration region and assigned values
within the function definition. We’ll take a look at a couple of examples to help you understand how
to create your own functions. After that, we’ll explain how to put these functions to use in your
designs (i.e., where to declare and define functions in order to use them).

Read through Listing 7-2 to determine what this function does.

1 -- bv2i

2 -- Bit_vector to Integer.

3 -— In: bit_wvector.

4 -- Return: integer.

5 -

6 FUNCTION bv2I (bv : Bit_vector) RETURN integer IS

7 VARIABLE result, abit : integer := 0;

8 VARIABLE count : integer := 0;

9 BEGIN -- BV2I

10 bits : FOR I IN bv'low to bv'high LOOP

11 abit := 0;

12 IF ((bv(I) = '1')) THEN

13 abit := 2**(I - bv'low);

14 END IF;

15 result := result + abit; -- Add in bit if '1'.
16 count := count + 1;

17 EXIT bits WHEN count = 32; -- 32 bits max.
18 END LOOP bits;

19 RETURN (result);

20 END bv2I;

Listing 7-2 A type conversion function

Lines 1 through 5 of Listing 7-2 are comment lines that document the function name, describe the
type conversion function, and indicate the input parameter and return type. This function takes as its
input a bit_vector, performs a binary to decimal conversion, and returns an integer. Line 6 indicates
that the input parameter is unconstrained because the widths of the bit_vectors that will be passed
into this function are not known a priori. In fact, it is deliberately generic so that the size of the
bit_vector is not constrained. Of course, when this function is called in a design, the bit_vector will
have to be constrained. For signals to represent a collection of wires connected to gates, the widths of
those signals must be defined at some level. '

Lines 7 and 8 make up the function’s declaration region where variables can be declared, as in a
process’s declaration region. In this »v2i function, three variables are declared as integers and
initialized to zero. All of the integers could have been declared with one variable declaration, but the
declarations are separate to emphasize the different purposes that the variables serve. The function
definition is enclosed between the BEGIN and END statements of lines 9 and 20. Line 10 begins a
loop that starts with the lowest order bit of the bit_vector bv. The attributes 'LOW and 'HIGH are
predefined VHDL attributes that are used here to return the lowest and highest indices of the
bit_vector that are passed into the function as a parameter. Therefore, regardless of the order of
bit_vector bv—(x downto y) or (y to x)—y will be considered the least significant bit, and the integer
value created for the bit_vector will refiect that y is the LSB and x is the MSB. For example, the two
bit_vectors, a and b, may be defined as follows:



i2bv

signal a: bit_vector (13 downto 6);
signal b: bit_vector(6 to 13);

For each of these bit_vectors, a(6) and b(6) will be considered the LSB. The function could have
been written to always interpret the value on the left as the MSB, but that function is left as an
exercise for the reader.

The loop is used to ascend the bit_vector from LSB to MSB, with the variable i used to index the
bit_vector. Line 11 initializes the variable abit to zero for each iteration of the loop. For each bit of
by that is asserted, abit is assigned the appropriate power of two determined by its position in the
bit_vector. The position is determined by subtracting the lowest index for the bit_vector (LOW)
from the current index. Consider our bit_vector a(13 downto 6): If a(8) is a'1', then abit is assigned
the integer value 4 because i is 8, bv'LOW is 6, I - bv'LOW is 2, and 2**2 is 4. This represents the
binary number "100". The value of abit is added to result for each iteration of the loop. Count is used
to determine the width of the bit_vector being converted to an integer. The range of integers that a
VHDL tool must support extends to 232 50 count ensures that the integer returned is within the valid
range. When the loop finishes, or is exited, result is returned (line 19), and the bit_vector-to-integer
conversion is complete.

Function i2bv performs just the opposite conversion: integer to bit_vector. Read through Listing 7-3
to understand how this conversion is accomplished, then we’ll provide a brief explanation.

-- i2bv
-- Integer to Bit_vector.
-- In: integer, value and width.

-- Return: bit_vector, with right bit the most significant.

FUNCTION i2bv (VAL, width : INTEGER) RETURN BIT_VECTOR IS

VARIABLE result : BIT_VECTOR (0 to width-1) := (OTHERS=>'0');
VARIABLE bits : INTEGER := width;
BEGIN
IF (bits > 32) THEN -- Avoid overflow errors.
bits := 32;
ELSE

ASSERT 2**bits > VAL REPORT
"Value too big FOR BIT_VECTOR width"
SEVERITY WARNING;
END IF;

FOR i IN 0 TO bits - 1 LOOP
IF ((val/(2**i)) MOD 2 = 1) THEN
result (i) := '1';
END IF;
END LOOP;

RETURN (result);
END i2bv;

Listing 7-3 An integer to bit_vector type conversion function
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This function takes as its inputs an integer value and the size (width) of the bit_vector that is to be
returned. The function performs a decimal to binary conversion and returns the value of the integer
as a bit_vector.

In the function declaration, result is declared as a variable of type bit_vector whose size is
determined by the value of width. Variable bits is declared as an integer and is initialized to the value
of width. Variable bits may be modified in the function, and therefore it is used rather than width.
Width is a parameter to this function, must be mode IN, and cannot be modified.

The function definition begins by evaluating the size of the bit_vector to be returned. If it is greater

than 32 (the largest integer that tools that process VHDL must handle is 232y, then the size of the
bit_vector is truncated to 32. Otherwise, the integer value val is evaluated to determine if it can be
converted to a bit_vector of size bits. If the width of the bit_vector is too small to handle the integer,
then the ASSERT condition is true and a severity warning is issued.

Next, result is computed by assigning a '1' to each bit of the bit_vector if val divided by 2! (where i is
the current index of the bit_vector) has a remainder of one. After all iterations of the loop, result is
returned and the conversion is complete.

We’ll look at one more function definition before discussing how to use functions such as these.
Examine Listing 7-4 to determine how it accomplishes an incrementing function.

-- inc_bv
-- Increment bit_vector.
-- In: bit_vector.

-- Return: bit_vector.

FUNCTION inc_bv (a : BIT_VECTOR) RETURN BIT VECTOR IS

VARIABLE s : BIT_VECTOR (a'RANGE) ;
VARIABLE carry : BIT;

BEGIN
carry = '1';

FOR i IN a'LOW TO a'HIGH LOOP

s (i) := a(i) XOR carry;
carry := a(i) AND carry;
END LOOP;
RETURN (s);
END inc_bv;

Listing 7-4 A function for incrementing bit_vectors

Function inc_bv takes as its input a bit_vector, increments the value of that bit_vector, and returns a
bit_vector of the same size as the input bit_vector.

The attribute 'RANGE is a predefined VHDL attribute that returns the range of an array. It enables
variable s to be declared as a bit_vector with the same range—(x downto y) or (y to x)—as the input
vector a. Carry is defined as a bit.



The function definition sets the first carry input to be a 'l' in order to increment the vector. The value
of a(i) exclusive-or carry is assigned to s(i) for each bit of the input vector a. Carry is initially '1' and
is recomputed for each bit of the vector. The result of adding one to the bit_vector a is therefore
bit_vector s.

Now that we’ve looked at how functions are created, we’ll explore how to use these functions within
design entities and architectures.

Using Functions

Functions may be defined in architecture declaration regions, in which case the function definition
also serves as the function declaration. Alternatively, a package may be used to declare a function
with the definition of that function occurring in the associated package body. You may wish to create
a collection of type conversion functions and place them in a package and library so that you can
easily use them in any design. Also, if one function requires the use of another function, you will
likely find it less cumbersome to have those function declarations and definitions in a package rather
than in the architecture of the entity that you are describing. We’ll take a look at both ways of
declaring functions. You can decide which method meets your particular style and needs.

To begin with, let’s use the bi2bit function of Listing 7-1 in a design. This function will allow us to
convert a Boolean value to type bit for use in a port map of a component whose input must be of type
bit. First read through Listing 7-5. This listing simply defines a D-type flip-flop and includes its
component declaration in a package called flops. The flip-flop requires that the input be of type bit.
Next, read through Listing 7-6, to see how bi2bit is used to convert a Boolean signal to type bit so
that it may be used in the port map of the dff. The function definition serves as the function
declaration. It is located in the declaration region of the architecture and is used within the design
architecture.

package flops is

component dff port(
d,clk: in bit;
q: out bit);

end component;

end flops;

entity dff is port(
d,clk: in bit;
q: out bit);
end dff;

architecture archdff of d4dff is
begin
process
begin

wait until clk='1"';

q <= d;

end process;
end archdff;

Listing 7-5 Defining a D-type flip-flop in a package for which the
port types must be bit
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entity convert is port(

a, b, c: in boolean;
clk: . in bit;
X out bit);

end convert;

use work.flops.all;
architecture archconvert of convert is
signal d: boolean;

FUNCTION bl2bit (a:BOOLEAN) RETURN BIT IS
BEGIN
IF a THEN
RETURN '1';
ELSE
RETURN '0';
END IF;
END bl2bit;

begin

d <= ((A OR B) XOR C);

ul: dff port map(bl2bit(d),clk,x);
end archconvert;

Listing 7-6 Defining a function in the architecture declaration
region and using the function within a port map

The bi2bit conversion function was used in the instantiation statement itself to convert the value of d
to its equivalent bit value. This enables you to write succinct code. Otherwise, you would need to
create temporary signals to hold the conversion values before using those signals in the instantiation,
as in Listing 7-7 below.

use work.flops.all;
architecture archconvert of convert is
signal d: boolean;
signal dummy: bit;

FUNCTION bl2bit (a:BOOLEAN) RETURN BIT IS
BEGIN
IF a THEN
RETURN '1';
ELSE
RETURN '0';
END IF;
END bl2bit;

begin
d <= ((A OR B) XOR C);
dummy <= bl2bit(d);
ul: dff port map (dummy,clk,x);



end archconvert;

Listing 7-7 An equivalent to Listing 7-6 wherein the ports are first
converted using local signals

In both of the above listings (Listing 7-6 and Listing 7-7), the bl2bit function is defined (and, hence,
declared) in the architecture declaration region. Alternatively, it can be a part of a type conversion
package where many type conversion functions exist. In our case, we’ll move the bi2bit function into
a package named conversions that contains four type conversion functions (Listing 7-8).

package conversions is

FUNCTION bl2bit (a:BOOLEAN) RETURN BIT;

FUNCTION bit2bl (inl:BIT) RETURN BOOLEAN;

FUNCTION bv2i (bv : Bit_vector) RETURN integer;

FUNCTION i2bv (VAL, width : INTEGER) RETURN BIT_VECTOR;
end conversions;

package body conversions is

-- bl2bit
-- Boolean to bit.
-~ In: iBoolean.

-- Return: Bit.
FUNCTION bl2bit (a:BOOLEAN) RETURN BIT IS
BEGIN
IF a THEN
RETURN '1';
ELSE
RETURN '0';
END IF;
END bl2bit;

-- bit2bl
-- Bit to boolean.
-- In: Bit.
-- Return: Boolean
FUNCTION bit2bl (inl:BIT) RETURN BOOLEAN IS
BEGIN
IF (inl = '1l') THEN
RETURN TRUE;
ELSE
RETURN FALSE;
END IF; B
END bit2bl;

-- bv2i

-- Bit_vector to Integer.
-- In: bit_vector.

-- Return: integer.

FUNCTION bv2i (bv : Bit_vector) RETURN integer IS
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VARIABLE result, abit : integer := 0;

VARIABLE count : integer := 0;
BEGIN -- bv2i \
bits : FOR I IN bv'low to bv'high LOOP
abit := 0;
IF ((bv(I) = '1l')) THEN
abit := 2**(I - bv'low);
END IF;
result := result + abit; -- Add in bit if '1'.
count := count + 1;

EXIT bits WHEN count = 32; -- 32 bits max.
END LOOP bits;
RETURN (result);

END bwv2i;

-~ i2bv

-- Integer to Bit_vector.

-- In: integer, value and width.

-- Return: bit_vector, with right bit the most significant.

FUNCTION i2bv (VAL, width : INTEGER) RETURN BIT_VECTOR IS
VARIABLE result : BIT VECTOR (0 to width-1) := (OTHERS=>'0"');
VARIABLE bits : INTEGER := width;

BEGIN
IF (bits > 32) THEN -- Avoid overflow errors.

bits := 32;
ELSE

ASSERT 2**bits > VAL REPORT
"Value too big FOR BIT_VECTOR width"
SEVERITY WARNING;
END IF;

FOR i IN 0 TO bits - 1 LOOP
IF ((val/(2**i)) MOD 2 = 1) THEN
result(i) := '1';
END IF;
END LOOP;

RETURN (result);
END i2bv;
end conversions;

Listing 7-8 Package containing four type conversion functions

Listing 7-8 declares the functions b12bit, bit2bl, bv2i, and i2bv in a function declaration and defines
the functions in the package body. Listing 7-9 below then includes the package in order to use the

function bl2bit.

entity convert is port(
a, b, c: in boolean;
clk: in bit;
X: out bit);
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end convert;

use work.conversions.bl2bit; --could have use ".all" but not needed
use work.flops.all;
architecture archconvert of convert is
signal d: boolean;
begin
d <= ((A OR B) XOR C);
ul: dff port map(bl2bit (d),clk,x);
end archconvert; :

Listing 7-9 Using functions declared in a package

Overloading Operators

A powerful use of functions is to overload operators. In previous chapters, you’ve seen how
overloaded operators provided by a synthesis tool can be used. In this section, we’ll discuss what an
overloaded operator is and how it works.

An overloaded operator enables you to use an operator to operate on operands of types that are not
supported by the native VHDL operator. For instance, the + operator is defined by the IEEE 1076
standard to operate on numeric types (integer, floating point, and physical types) but not with
enumerated types like std_logic or bit_vector. To add a constant integer to a signal of type std_logic,
an overloaded operator is required. The overloaded operator is a function declaration that defines the
operator for the given types and a function definition that indicates how the operator is to work on
the given types. Listing 7-10 is a design in which an integer is added to a bit_vector. Other useful
addition operations include, among others, addition of a bit_vector to an integer, a bit_vector to a bit,
a std_logic_vector to an integer, or a std_logic_vector to a bit.

entity counter is port(

clk, rst, pst, load,counten: in bit;
data: in bit_vector (3 downto 0);
count: buffer bit_vector (3 downto 0));

end counter;

use work.myops.all;
architecture archcounter of counter is

begin
upcount: process (clk, rst, pst)
begin
if rst = '1' then
count <= "0000";
elsif pst = 'l' then

count <= "1111";
elsif (clk'event and clk= '1') then
if load = 'l' then
count <= data;
elsif counten = '1' then
count <= count + 1;
end if;
end if;
end process upcount;
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end archcounter;

Listing 7-10 A counter in which the + operator has operands of
types bit_vector and integer

The code in Listing 7-10 makes use of the + operator for the statement "count <= count + 1;". The \
native VHDL operator will not handle this addition because the operands are bit_vector and integer.
The overloaded operator must come from within the package myops.

Overloaded operators, such as the one used in Listing 7-10, allow you to perform operations on data
types for which the function is not already defined. You can create several functions that define the
same operation for different types. VHDL synthesis and simulation tools are required to look for the
function (or operator in this case) that matches the parameters that are being used.

Listing 7-11 contains a package declaration and package body that declare and define two operator
overloads for the + operator.

package myops is

FUNCTION "+" (a, b ¢ BIT_VECTOR) RETURN BIT_VECTOR
FUNCTION "+" (a : BIT_VECTOR; b : INTEGER) RETURN BIT_VECTOR
end myops;

use work.conversions.all;
package body myops is
e
-- Add overload for:
-- In: two bit_vectors.
-- Return: bit_vector.

FUNCTION "+" (a, b : BIT VECTOR) RETURN BIT_VECTOR IS
VARIABLE s : BIT_VECTOR (a'RANGE) ;
VARIABLE carxy : BIT;
VARIABLE bi : integer; -- Indexes b.
BEGIN
carry = '0';

FOR 1 IN a'LOW TO a'HIGH LOOP

bi := b'low + (i - a'low);
s(i) := (a(i) XOR b(bi)) XOR carry;
carry := ((a(i) OR b(bi)) AND carry) OR (a(i) AND b(bi));
END LOOP;
RETURN (s);
END "+"; -- Two bit_vectors.

e ngw
-~ Overload "+" for bit_vector plus integer.
-- 1In: bit_vector and integer.

-- Return: bit_wvector.

FUNCTION "+" (a : BIT_VECTOR; b : INTEGER) RETURN BIT_VECTOR IS
BEGIN



RETURN (a + i2bv(b, a'LENGTH)) ;
END "+";
end myops;

Listing 7-11 Declaring and defining operator overloading functions

This package also makes use of the conversions package for the second + function. The expression
for the return value makes use of the i2bv function found in the conversions package. The return
expression first converts the bit_vector that is passed in as a parameter to an integer and then adds it
to the integer that is passed in as a parameter.

The following line of code from the first overload function is used to ensure that the most significant
bit of one vector is added to the most significant bit (not the least significant) of the other vector:

bi := b'low + (i - a'low);

The addition operator is enclosed in quotation marks to indicate that it is an operator. When the
operator is used as in the counter example of Listing 7-10, the compiler must search for the addition
function with matching operand types for the statement "count <= count + 1;" (where count is a
bit_vector and 1 is an integer). If integers are being added, then the native VHDL addition operator is
used. In the case of Listing 7-10, the second version of the + operator defined in the package myops
is used.

Listing 7-10 can be written such that the counter uses the inc_bv function defined earlier. The line

count <= count + 1;

is then replaced by

count <= inc_bv(count) ;

The first implementation (the one using the + operator) provides more readable code. It is
unambiguous without documentation what is accomplished with the statement "count <= count + 1;".
What is accomplished with the statement "count <= inc_bv(count);" may be completely obvious to
the original designer, but it may not be intuitive for someone else reading the code. The inc_bv
function may require the reader to delve into the function definition or documentation (comments, if
provided). If you use an overloaded operator, then there is no need to maintain and document yet
another function, and if your design is transferred to another designer, it will easily be understood.
As we’ll talk about later in this chapter, using the native operators and vendor-supplied (but
standardized) overloaded operators will also likely result in a more efficient implementation of your
circuit.

Overloading Functions

Operators are not the only functions that can be overloaded. You can overload any function. Take,
for example, the functions declared in the package mygates in Listing 7-12 below.

package mygates is
function and4(a,b,c,d: bit) return bit;
function and4(a,b,c,d: boolean) return boolean;
function and4(a,b,c,d: boolean) return bit;
function and4 (a,b,c,d: bit) return boolean;
end mygates;
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use work.conversions.all;

package body mygates is

FUNCTION and4(a,b,c,d:

BEGIN
return
end and4;

function and4{a,b,c,d:

BEGIN
return
end and4;

function and4(a,b,c,d:

BEGIN
return
end and4;

function and4(a,b,c,d:

BEGIN
return
end and4;
end mygates;

bit) RETURN BIT IS

(a and b and ¢ and d);

boolean) return boolean is

(a and b and c¢ and d);

boolean) return bit is

(bl2bit(a and b and ¢ and d));

bit) return boolean is

(bit2bl(a and b and ¢ and d));

Listing 7-12 Overloading the AND operator for different operand

types

Four functions of the same name have been declared and defined. These functions, however, are
defined for input parameters and return values of different types. When used in the example below
(Listing 7-13), the compiler must choose the appropriate function for the function call.

entity fourands is port(

al,bl,cl,dl: in boolean;
gl: out boolean;
a2,b2,c2,d2: in bit;

q2: out bit;
a3,b3,c3,d3: in bit;

g3: out boolean;
ad,bd,cd,da: in boolean;
g4: out bit);

end fourands;

use work.mygates.all;

architecture archfourands of fourands is
begin

gl <= and4(al,bl,cl,dl);

g2 <= and4(a2,b2,c2,d2);

)

)

7

g3 <= and4(a3,b3,c3,d3
g4 <= and4d(ad,bd,cd,ds
end archfourands;

I

Listing 7-13 Using the overloaded AND operators



Listing 7-13 demonstrates that functions can be used as an alternative to certain types of component
instantiations (particularly for combinational functions). The listing also demonstrates that the and4
function can be overloaded to accept different types of input parameters and different types of return
values.

It is not necessarily a good idea to overload all operators too handle several different types, because
having the compiler find type mismatches may be useful in some cases.

The package that we have been using to overload the + operator for types std_logic and integer is
found in Appendix D.

Standard Functions

Fortunately, some standard functions have been established since the first issue of the VHDL
standard (1076) in 1987. Standard packages have been defined that include operator overloading for
multiple types. This eliminates the need for each tool vendor to provide a proprietary package with
unique function names. The standard provides a standard package name and standard function
names. VHDL code that makes use of these standard packages is portable from one tool to another,
provided the tool supports the standard. For example, the std_logic_1164 package provides a
standard datatype system that, because it is supported by multiple tool vendors, enables you to use
the data types defined in this package by including the following library and use clause:

library ieee;
use ieee.std_logic_1164.all;

For every synthesis or simulation tool vendor that supports this package, you will be able to use your
code with that tool without any modifications to your code. If each tool vendor required you to use
proprietary packages to have access to useful data types or operators, then you would not be able to
easily port your code from one system to another.

At the time of this Writing, the std_logic_1164 package is the most widely used and accepted
standard package. It defines not only a standard datatype system but also standard overloaded
operators and type conversion functions for use with that system.

Among other things, the std_logic_1164 package includes common subtypes of std_logic_1164: X01
and X01Z. It overloads the logical operators (and, or, etc.). It also provides some commonly used
conversion functions:

FUNCTION To_bit ( s : std_ulogic; xmap : BIT := '0")
RETURN BIT;
FUNCTION To_bitvector ( s : std_logic_vector ; xmap : BIT := '0'")

RETURN BIT VECTOR;

FUNCTION To_bitvector ( & : std_ulogic_wvector; xmap : BIT := '0')
RETURN BIT_ VECTOR;

FUNCTION To_StdULogic (b : BIT )
RETURN std_ulogic;

FUNCTION To_StdLogicVector ( b : BIT_VECTOR )
RETURN std_logic_vector;
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FUNCTION To_StdLogicVector ( s : std_ulogic_vector )
RETURN std_logic_vector;

FUNCTION To_StdULogicVector ( b : BIT_VECTOR )
RETURN std_ulogic_vector;

FUNCTION To_StdULogicVector ( s : std_logic_vector )
RETURN std_ulogic_vector;

To_bitvector, To_StdLogicVector, and To_StdULogicVector are all overloaded for different input
parameter types.

At the time of this writing, IEEE working group 1076.3 has developed a draft standard for two
VHDL synthesis packages: NUMERIC_BIT and NUMERIC_STD. This standard specifies, “Two
packages that define vector types for representing signed and unsigned arithmetic values, and that
define arithmetic, shift, and type conversion operations on those types.” An example of just one of
the arithmetic operators that this standard defines is given below. (You won’t likely want to read this
in detail but rather in general to understand that the operators such as the + operator have been
overloaded to accommodate the addition of data objects of many different types.) For a complete
draft of the standard consult the World Wide Web (http:// www.vhdl.org).

From NUMERIC_BIT:

type UNSIGNED is array (NATURAL range <> ) of BIT;
type SIGNED is array (NATURAL range <> ) of BIT;

~- Id: A.3

function "+" (L, R: UNSIGNED) return UNSIGNED;

-- Result subtype: UNSIGNED (MAX (L'LENGTH, R'LENGTH)-1 downto 0).

-- Result: Adds two UNSIGNED vectors that may be of different lengths.

-- Id: A.4

function "+" (L, R: SIGNED) return SIGNED;

-- Result subtype: SIGNED(MAX(L'LENGTH, R'LENGTH)-1 downto 0).

-- Result: Adds two SIGNED vectors that may be of different lengths.

-- Id: A.5

function "+" (L: UNSIGNED; R: NATURAL) return UNSIGNED;

~- Result subtype: UNSIGNED (L'LENGTH-1 downto 0).

-- Result: Adds an UNSIGNED vector, L, with a non-negative INTEGER, R.

-- Id: A.6

function "+" (L: NATURAL; R: UNSIGNED) return UNSIGNED;

~-- Result subtype: UNSIGNED(R'LENGTH-1 downto 0).

-- Result: Adds a non-negative INTEGER, L, with an UNSIGNED vector, R.

-- Id: A.7

function "+" (L: INTEGER; R: SIGNED) return SIGNED;

-- Result subtype: SIGNED (R'LENGTH-1 downto 0).

-- Result: Adds an INTEGER, L(may be positive or negative), to a SIGNED
- vector, R.

-- Id: A.8
function "+" (L: SIGNED; R: INTEGER) return SIGNED;
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-- Result subtype: SIGNED(L'LENGTH-1 downto 0).
-- Result: Adds a SIGNED vector, L, to an INTEGER, R.

From NUMERIC_STD:
type UNSIGNED is array (NATURAL range <> ) of STD_LOGIC;
type SIGNED is array (NATURAL range <> ) of STD_LOGIC;

-- Id: A.3
function "+" (L, R: UNSIGNED) return UNSIGNED;
-- Result subtype: UNSIGNED (MAX(L'LENGTH, R'LENGTH)-1 downto 0).

-- Result: Adds two UNSIGNED vectors that may be of different lengths.

-- Id: A.4

function "+" (L, R: SIGNED) return SIGNED;

-- Result subtype: SIGNED(MAX(L'LENGTH, R'LENGTH)-1 downto 0).

-- Result: Adds two SIGNED vectors that may be of different lengths.

-- Id: A.5
function "+" (L: UNSIGNED; R: NATURAL) return UNSIGNED;
-- Result subtype: UNSIGNED(L'LENGTH-1 downto 0).

-- Result: Adds an UNSIGNED vector, L, with a non-negative INTEGER, R.

-- Id: A.6
function "+" (L: NATURAL; R: UNSIGNED) return UNSIGNED;
-- Result subtype: UNSIGNED(R'LENGTH-1 downto 0).

-- Result: Adds a non-negative INTEGER, L, with an UNSIGNED vector, R.

-- Id: A.7
function "+" (L: INTEGER; R: SIGNED) return SIGNED;
-- Result subtype: SIGNED(R'LENGTH-1 downto 0).

-- Result: Adds an INTEGER, L(may be positive or negative), to a SIGNED

- vector, R.

-- Id: A.8

function "+" (L: SIGNED; R: INTEGER) return SIGNED;
-- Result subtype: SIGNED(L'LENGTH-1 downto 0).

-- Result: Adds a SIGNED vector, L, to an INTEGER, R.

As you can imagine, having standard packages to define these overloaded operators greatly increases
the power, flexibility, and portability of VHDL both for synthesis and simulation. It is usually best to
use the standard packages rather than create your own, using them from the library specified by the

standard or the vendor. Creating your own may provide functionally equivalent code; however,
vendors may provide unique implementations that will provide better synthesis.

An important function that is defined in NUMERIC_STD is the function std_match. The function is

overloaded for several types:

-- Id: M.1

function STD_MATCH (L, R: STD_ULOGIC) return BOOLEAN;
-- Result subtype: BOOLEAN ‘

-- Result: terms compared per STD_LOGIC_1164 intent

-- Id: M.2
function STD_MATCH (L, R: UNSIGNED) return BOOLEAN;
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-- Result subtype: BOOLEAN
-- Result: terms compared per STD_LOGIC_1164 intent

-- Id: M.3

function STD_MATCH (L, R: SIGNED) return BOOLEAN;
-- Result subtype: BOOLEAN

-- Result: terms compared per STD_LOGIC_1164 intent

-- Id: M.4

function STD_MATCH (L, R: STD_LOGIC_VECTOR) return BOOLEAN;
-- Result subtype: BOOLEAN

-- Result: terms compared per STD_LOGIC_1164 intent

-- Id: M.5

function STD_MATCH (L, R: STD_ULOGIC_VECTOR) return BOOLEAN;
-- Result subtype: BOOLEAN

-- Result: terms compared per STD_LOGIC_1164 intent

The definition for the first function for use with the type std_ulogic is defined below.

-- support constants for STD_MATCH:
type BOOLEAN_TABLE is array (STD_ULOGIC, STD_ULOGIC) of BOOLEAN;

constant MATCH_TABLE: BOOLEAN_TABLE := (

(FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, TRUE), -- |
(FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, TRUE), -- |
(FALSE, FALSE, TRUE, FALSE, FALSE, FALSE, TRUE, FALSE, TRUE), -- |
(FALSE, FALSE, FALSE, TRUE, FALSE, FALSE, FALSE, TRUE, TRUE), -- |
(FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, TRUE), -- |
(FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, FALSE, TRUE), -- |
(FALSE, FALSE, TRUE, FALSE, FALSE, FALSE, TRUE, FALSE, TRUE), -- |
(FALSE, FALSE, FALSE, TRUE, FALSE, FALSE, FALSE, TRUE, TRUE), -- |
( TRUE, TRUE, TRUE, TRUE, TRUE, TRUE, TRUE, TRUE, TRUE) -- |
)i

1
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-- Id: M.1

function STD_MATCH (L, R: STD_ULOGIC) return BOOLEAN is
variable VALUE: STD_ULOGIC; ’

begin
return MATCH_TABLE(L, R);

end STD_MATCH;

-- Id: M.2
function STD_MATCH (L, R: UNSIGNED) return BOOLEAN is
alias LV: UNSIGNED(1 to L'LENGTH) is L;
alias RV: UNSIGNED(1l to R'LENGTH) is R;
begin
if ((L'LENGTH < 1) or (R'LENGTH < 1)) then
assert NO_WARNING
report "NUMERIC_STD.STD_MATCH: null detected, returning FALSE"
severity WARNING;



return FALSE;
end if;
if LV'LENGTH /= RV'LENGTH then
assert NO_WARNING
report "NUMERIC_STD.STD_MATCH: L'LENGTH /= R'LENGTH, returning
FALSE"
severity WARNING;
return FALSE;
else
for I in LV'LOW to LV'HIGH loop
if not (MATCH_TABLE(LV(I), RV(I))) then
return FALSE;
end if;
end loop;
return TRUE;
end if;
end STD_MATCH;

This function returns a boolean value based on whether two data objects of type std_ulogic match
according to don’t care conditions. For example, the function as overloaded for std_ulogic_vectors,
allows the comparison of "1--1" to a signal of type std_ulogic_vector (of width 4) to evaluate to
true as long as the first and last elements of the vector are ’1,” regardless of the value of the middle
two.

The following comparison will evaluate to false, for all values of a except "1--1":
if a = "1--1" then

Although -’ represents the don’t care value, the = operator cannot be used to identify don’t care
conditions. The LRM defines the = operator for enumeration types such as std_logic to result in a
Boolean evaluation of true only if the left hand-side expression is equivalent to the right-hand side
expression. The don’t care value, ’-°, is the high value of the std_ulogic type. A comparison of ’-’ to
’0’ or to ’1” using the = operator evaluates false. The std_match function, on other hand, returns true
for the comparison of ’-’ to ’0° or *1°. The constant match_table above can be used to determine the
result of comparing two std_ulogic values using the std_match function. Find one of the values you
wish to compare in the comment line at the top of the table. Find the other value in the right-hand
side column. The result of the comparison is the Boolean value listed at the intersection of the row
and column of the two values that you are comparing. To use the function, you will need to include
the appropriate USE clause, and write code similar to the following:

if std_match(a, "1--1") then ...

Procedures

Like functions, procedures are high-level design constructs to compute values or define partial
processes that you can use for type conversions, operator overloading, or as an alternative to
component instantiation.

Procedures differ from functions in a few ways. To begin with, a procedure can return more than one
value. This is accomplished with parameters: If a parameter is declared as mode OUT or INOUT,
then the parameter is returned to the actual parameter of the calling procedure. A parameter in a
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function, however, can only be of mode IN. Another difference between a procedure and a function
is that a procedure can have a WAIT statement whereas a function cannot.

As with functions, all statements within a procedure must be sequential statements. Because of this,
procedures cannot declare signals (just as in a process). As with functions, variables can be declared
in the declarative region and defined in the definition region.

Procedures and functions are declared and defined in the same way: either in the architecture’s
declaration region or in a package with the associated definition in the package body.

Now that we’ve defined the rules for procedures, let’s take a look at how to put those rules to use.

package myflops is
procedure dff8 (signal d: bit_vector (7 downto 0);
signal clk: bit;
signal q: out bit_vector(7 downto 0));
end myflops;

package body myflops is
procedure dff8(signal d: bit_vector (7 downto 0);
signal clk: bit;
signal g: out bit_vector (7 downto 0)) IS

BEGIN
wait until clk='1"';
q <= d;
end dff8;

end myflops;
Listing 7-14 A procedure defining eight flip-flops
Listing 7-14 declares the procedure dff8 in the package myflops. A function could not serve the

purpose of this subprogram. A procedure is required in order to return more than one argument and
to make use of the WAIT statement. A WAIT statement is not allowed in a function.

The procedure parameters were explicitly declared as signals. If the class of data object is not defined
and the mode is OUT or INOUT, then the class is defaulted to variable. Using the procedure is quite
easy, as demonstrated in Listing 7-15.

entity flop8 is port(

clk: in bit;

data_in: in bit_vector (7 downto 0);

data: out bit_vector(7 downto 0));
end flop8;

use work.myflops.all;
architecture archflop8 of flop8 is
begin

dff8 (data_in, clk,data) ;
end archflop8;

Listing 7-15 Using the procedure defined in Listing 7-14



Overloading Procedures

Procedures may be overloaded in the same way that functions may be overloaded. In Listing 7-16,
four dff8 procedure declarations and definitions are added to the myflops package. Listing 7-17 then
uses these procedures as appropriate.

package myflops is
type boolean_vector is array ( natural range <> ) of boolean;

procedure dff8(signal d: bit_vector (7 downto 0);
signal clk: bit;
signal g: out bit_vector (7 downto 0));

procedure dff8(signal d: boolean_vector (7 downto 0);
signal clk: boolean;
signal g: out boolean_vector (7 downto 0));

procedure dff8(signal d: bit_vector(7 downto 0);
signal clk: bit;
signal g: out boolean_vector (7 downto 0));

procedure dff8(signal d: boolean_ vector (7 downto 0);
signal clk: boolean;
signal q: out bit_vector (7 downto 0));
end myflops;

use work.conversions.all; --required to access bit2bl and bl2bit
package body myflops is
procedure dff8(signal d: bit_vector (7 downto 0);

signal clk: bit;

signal g: out bit_vector(7 downto 0)) is

Begin
wait until clk='1"';
q <= d;
end dff8;

procedure dff8(signal d: boolean_vector (7 downto 0);
‘signal clk: boolean; .
signal g: out boolean_vector(7 downto 0)) is
begin
wait until clk;
q <= d;
end dffs;

procedure dff8(signal d: bit_vector (7 downto 0);
signal clk: bit;
signal g: out boolean_vector (7 downto 0)) is

begin
wait until clk='1"';
for i in 7 downto 0 loop
g(i) <= bit2bl(d(i));
end loop;
end dff8;
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procedure dff8(signal d: boolean_vector (7 downto 0);
signal clk: boolean;
signal g: out bit_vector(7 downto 0)) is

begin
wait until clk;
for i in 7 downto 0 loop
g(i) <= bl2bit(d(i));
end loop;
end dAff8;

end myflops;

Listing 7-16 A package that overloads the dff8 procedure for
different parameter types

As you would expect, the additional dff8 procedure declarations and definitions make use of different
parameter types. Additionally, because we reference the bI2bit function in this package, we must
include the conversions package by including the use clause.

use work.myflops.all;
entity flop8 is port(

clkl: in bit;

data_inl: in bit_vector (7 downto 0);

datal: out bit_vector(7 downto 0);

clk2: in boolean;

data_in2: in boolean_vector (7 downto 0);

data2: out boolean_vector (7 downto 0);

clk3: in bit;

data_in3: in bit_vector (7 downto 0);

data3: out boolean_vector (7 downto Q);

clkd: in boolean;

data_in4: in boolean_vector (7 downto 0);

datad: out bit_vector (7 downto 0));
end flop8;

architecture archflop8 of flop8 is
begin

7

dff8(data_inl,clkl,datal

dff8 (data_in2,clk2,data2

dff8 (data_in3,clk3,data3

dff8 (data_in4d,clk4,datad
end archflop8;

7

i

7

Listing 7-17 A design that uses overloaded procedures with
different port types

There aren’t any surprises in Listing 7-17. The use clause had to be moved from just above the
architecture to just above the entity in order to make the type Boolean_vector available for use in the
entity port declarations. The dff8 procedural calls make use of different data types, but the
overloaded operators enable the correct procedure to be called.



About Subprograms

Exercises

Subprograms (functions and procedures) can greatly add to the readability of code, making VHDL
both powerful and flexible. Use subprograms carefully, however, to ensure that the circuit you are
describing will be implemented in such a way as to achieve your design objectives (performance and
capacity).

Use vendor-supplied standard overloaded operators before defining your own. Often, these operators
come in the form of standard packages such as the std_logic_1164, numeric_bit, or numeric_std
packages. You can create your own overloaded operators, and the implementation will be logically
correct. Nonetheless, synthesis and simulation tool vendors may have optimized package bodies for
use with their tool.

Rest assured, however, that there are many more uses of subprograms—some we have explored,
others we leave for you to discover—in which the function has not already been standardized or
defined.

1. What is the use and advantage of operator overloading? Are there any disadvantages? Justify.
2.Write function definitions for the following:

FUNCTION To_StdLogicVector (b :BIT_VECTOR ) RETURN std_logic_vector;
FUNCTION To_bitvector ( s : std_logic_vector ; xmap : BIT :='0") RETURN BIT_VECTOR,;
3. Overload the following functions for the std_logic type:

a) and

b) or

c) - (unary negate)-

4. Write a function that (a) defines a Boolean_vector as an array of Boolean and (b) includes two
functions: a bit_vector to Boolean vector conversion function and a Boolean vector to bit_vector
conversion function.

5. Overload the + operator for the addition of Boolean vector and integer.

6. Create an entity/architecture pair for a 12-bit counter whose ports are Boolean_vector. Use the
overloaded operator created in Exercise 5 to perform the addition.

7. Create a package and package body to declare and define four XORS functions for inputs and
return type combinations of bit-bit, bit-Boolean, Boolean-Boolean, and Boolean-bit.

8. Create an entity/architecture pair that uses each of the four XORS functions of Exercise 7.

9. Create a package and package body to declare and define four #f16 (16-bit-wide T-flip-flops)
procedures for input and output combinations of bit-bit, bit-Boolean, Boolean-Boolean, and Boolean-
bit.

10. Create an entity/architecture pair that uses each of the four procedures in Exercise 9.
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11. Create a Procedure for decrementing bit_vectors. Also, create an underflow output for the
procedure.

12. What are the advantages of using a procedure over instantiating a component?

13. Rewrite the bv2i function shown in Listing 7-2 to interpret the value-on the left of the bit-vector
as the MSB.

14. Write the procedure to perform a 16-bit even parity check. Synthesize this design into a CPLD.

15. Write a function to replace the synchronizer component of the network repeater design.



8 Spynthesis to Final Design Implementation

Up to this point, we have discussed how to write VHDL code to create device-independent designs.
In this chapter, we will explore issues of writing code for specific architectures. To do this, we will
examine the processes of synthesis and fitting (place and route for FPGAs). We will show that the
processes of synthesis and fitting produce the best results (in terms of resource utilization, achievable
performance, and whether design objectives are met) when these processes are tightly coupled with
the target architecture. To demonstrate these processes and their relationship to device architectures,
we will use case studies of a CPLD architecture and an FPGA architecture.

We’ve already looked at a few synthesis issues such as creating memory elements, implicit memory,
the effects of different state machine implementations, and writing efficient code. What we haven’t
yet discussed is how VHDL code will be synthesized and fitted to a limited resource. Three common
mistakes that designers make when beginning to write VHDL code for programmable logic are that
they forget that (1) the PLD, CPLD, or FPGA has limited resources, (2) the resources have specific
features, and (3) not every design will fit in every architecture.

VHDL provides powerful language constructs that enable you to describe a large amount of logic
quickly and easily, so you will have to choose a programmable logic device with the appropriate
capacity and feature set. Choosing an appropriate device is made easier with VHDL because it allows
you to benchmark designs in different devices: You can use the same code to target multiple
architectures or devices. You can then easily compare the implementation results of the different
architectures and choose the device that best meets design objectives. With that being said, however,
it’s helpful for you to have a good understanding of the process of synthesis and fitting so that you
will understand the resource and feature set requirements, as well as the achievable performance of
your design in various architectures.

Following is a simple design example that when synthesized requires specific device resources. It
shows that even with a simple design, an appropriate device must be selected. In our discussion back
in chapter xxx about creating registered elements using different templates for asynchronous reset
and preset, we didn’t discuss how a device’s available resources affect the final realization of the
described logic. Take, for instance, the code of Listing 8-1:

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(
clk, reset: in std_logic; ¢
count: buffer std_logic_vector (3 downto 0));
end counter;

use work.std _math.all;
architecture archcounter of counter is

begin
upcount: process (clk, reset)
begin
if reset = 'l' then

count <= ("3261");
elsif (clk'event and clk= 'l') then
count <= count + 1;
end if;
end process upcount;
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end archcounter;

Listing 8-1 4-bit counter that resets to 1010

If we have a theoretical device consisting of one logic block as shown in Figure 8-1 , then at first
glance you may think that the counter in Listing 8-1 cannot fit into this device. The code shows that
this counter is asynchronously reset to 1010 when rst is asserted, but all registers in this device share
a common asynchronous reset making it impossible for four registers to be asynchronously reset to
1010. That is, the rst signal cannot simply be tied to the asynchronous reset line because, as the
figure illustrates, attaching rst to the asynchronous reset line of the logic block would cause the
counter to reset to 0000 not 1010. Figure 8-2 shows the implementation of a counter with a common
reset line that resets the counter to 0000. But the design can still fit: The rsz signal can be attached to
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Figure 8-2 Counter that resets to 0000

the asynchronous reset line if the second and fourth bits of the count registers are implemented such
that the outputs of these registers are inverted before the device pins. The registers would be reset to
0000, but the device pins would indicate 1010. If you read the fine pFirint of Figure 8-1, you will see
that either polarity of each register may be propagated to a device pin. If an inverter is introduced
between the O3 and Q1 registers and their associated device pins, then the logic that causes these flip-
flops to toggle (in the case of T-type flip-flops) must be modified so that the count at the output is
sequential. The state transition table below illustrates the necessary values for the registers, and
Figure 8-3 illustrates the logic required for implementation.

count Q3’Q2Q1’QO
0000 1010
0001 1011
0010 1000
0011 1001
0100 1110
0101 1111
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Figure 8-3 Counter that resets to "1010" at pins

count Q5 Q:Q1' Qo
0110 1100
0111 1101
1000 0010
1001 0011
1010 0000
1011 0001
1100 0110
1101 0111
1110 0100
1111 0101

If we use a device that has two of the logic blocks shown in Figure 8-2, such as the CY7C371, then
the design can be synthesized and fit by (1) the method described above, (2) working around the
preset/reset conditions of the logic blocks (that is, partitioning the design into the two logic blocks by
placing the first and third counter bits in one logic block—with a common reset—and placing the
second and fourth counter bits in the other logic block—with a common preset), or (3) a combination
of the two methods. The method that is chosen will affect the availability of resources for additional
logic that may be implemented in the device. For example, with the second method, all registers in
one logic block must share the same reset, and all registers in the other logic block must share the
same preset. Logic that is added to this device must work around the placement of existing logic
resources. All registers must conform to make use of the same preset and reset as the counter does. In
most cases, the first method is preferred: All registers can be placed in the same logic block utilizing
the same reset signal, leaving the second logic block’s reset and preset signals available for
additional logic.

This example demonstrates that a device architecture does affect how a design will finally be realized
in the device. It also demonstrates that not every design can fit in every architecture. Fortunately,



state-of-the-art synthesis and fitting algorithms can try many options in a short time, finding an
efficient implementation in most cases.

Having examined a simple example, we will move on to explore the task of synthesis and fitting for
CPLDs and FPGAs. With an understanding of how VHDL designs are realized in devices, you will
be equipped to optimize your designs for resource utilization and performance requirements. Your
understanding will enable you to squeeze out the last macrocell, logic cell, or nanosecond from a
design because you will be able to write efficient VHDL code and provide the human creativity that
no synthesis or fitting tool can.

Synthesis and Fitting

Besides being tightly coupled to a device architecture, the synthesis and fitting processes must work
closely together. Although these processes are two separate tasks from a software point of view, they
are in effect on a continuum. Where one stops, the other must pick up. Whereas synthesis is the
process of creating logic equations (or netlists) from the VHDL code, fitting is the process of taking
those logic equations and fitting them into the programmable logic device. Device-specific
optimization can occur in synthesis, fitting, or both (Figure 8-4).

Synthesis

Optimization

Fitting

Figure 8-4 Optimization can occur in synthesis, fitting, or both.
Ideally, the two processes are on a continuum.

The synthesis process can pass to the fitter a design’s logic equations in a way that indicates
precisely which resources should be used. Alternatively, the synthesis process can pass non-
optimized equations to the fitter, leaving the optimization task to the fitter. From your (the
designer’s) point of view, you don’t care where the device-specific optimization takes place, just as
long as it does. What is important is that the synthesis and fitting processes interface well: that the
fitter receives information from the synthesis process in such a way that enables the fitter to produce
the best possible implementation. If the fitter does not perform any optimization, then the synthesis
process should pass logic equations and information in such a way that the fitter simply places the
logic. However, if the fitter does provide optimization, then information should be passed from the
synthesis process in a way that does not restrict the fitter from performing the appropriate
optimization. ‘
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CPLDs: A Case Study
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In this section, we will examine the task of synthesizing and fitting several designs to the FLASH370
architecture shown in Figure 8-5. This examination will expose you to the scope of the task of
synthesizing and fitting designs to CPLDs. With this information, you will be equipped to get the
most from your VHDL designs for CPLD architectures, and you will come to appreciate the
difficulty in designing a fitter. For a review of CPLD architectures, refer to the Programmable Logic
Primer chapter.

INPUTS CLOCK
INPUTS
4 2
INPUT INPUT/CLOCK
MACROCELLS MACROCELLS
l 2 L 2
p
PIM
161/0s 161/0s
LOGIC 72 72 LOGIC
BLOCK . BLOCK
16 16
16 16

Fi zgure 8-5 Block diagram of the 32-macrocell member of the
FLASH370 family of CPLDs

The FLASH370 architecture consists of logic blocks that communicate with each other through a
programmable interconnect matrix (PIM). All signals (except the clocks) route through the PIM.
Each logic block can be configured to receive up to 36 inputs from the PIM. These signals and their
complements are used to produce up to 86 product terms of which 80 are allocated to 16 macrocells
and 6 are allocated to output enables, asynchronous preset, and asynchronous reset. All macrocell
and I/O signals feed back to the PIM.

Each I/O macrocell (Figure 2-20) can sum from 0 to 16 product terms; product terms can be
individually allocated from one macrocell to the next or shared among multiple macrocells. The sum
of product terms at the macrocell can be used as a combinational output, combinational buried node
(a node that is not an output of the device), registered output, registered buried node, latched output,
or latched buried node. If the macrocell is configured for registering, the register can be a D-type
register or T-type register with asynchronous reset and set lines. The output of the macrocell can then
be fed back to the programmable interconnect. The macrocell output can also drive an I/O cell (/O
cells may be configured for input, output, or bidirectional signals), in which case the output may be
inverted. Each macrocell can be configured to use one of several clocks that are allocated to the logic
block.



Some of the pins function as dedicated inputs (i.e., these cells cannot be configured as output or
bidirectional cells) or as either an input or clock pin. The input/clock macrocells are shown in Figure
xxx {fig # from primer}. Those pins without clocking capabilities do not contain the clock logic in
the upper half of the diagram. An input can feed to the PIM as a combinational input, latched input, a
registered input, or twice-registered input. Twice-registered inputs are sometimes used by designers
to increase the MTBF (mean time between failures) for asynchronous inputs that can cause
metastable events. A registered input cannot be clocked by itself (doing so would surely decrease the
MTBF!), but one of the other clock inputs can be configured as the clock for the two registers. Input/
clock pins used for clocking feed clock multiplexers of the logic blocks. Each logic block can choose
to have either the clock signal itself or its inverse (effectively allowing clocking on the falling edge
of the clock).

We will use this architecture for the basis of the following discussion on synthesizing and fitting
designs.

Synthesizing and Fitting Designs for the 370 Architecture

As the example at the beginning of the chapter demonstrated, fitting designs in one logic block
presents a problem that may be difficult, but for which there are a manageable number of
possibiliteis—designs either fit or they don’t. Signals are assigned to macrocells based upon the
number of product terms, how those product terms can be steered or shared, output enables, reset and
preset conditions, and clocking requirements. With only one logic block, there are only a few ways
that some designs can fit. With multiple logic blocks, designs can often fit in many different ways,
but the design must be carefully partitioned among the logic blocks. Grouping signals in a logic
block (partitioning) based on one condition may affect how another resource may be used. In the first
part of the chapter, we looked at fitting the counter of Listing 8-1 into a device with two logic blocks.
We decided that the second method we considered restricted the way in which additional logic could
fit in the device. Partitioning must satisfy the limits imposed by (1) the number of macrocells per
logic block, (2) the number of product terms per logic block, (3) the preset/reset combinations for the
logic within the logic block, (4) the output enable requirements for the logic within the logic block,
(5) the number of inputs from the programmable interconnect to the logic block, and (6) clocking
requirements for each logic block. Partitioning a design into groups of signals assigned to separate
logic blocks must be based on a balance of these considerations; otherwise, the capacity of the device
will be unnecessarily restricted.

Partitioning logic based on the number of macrocells is easily accomplished (each logic block can
hold 16 macrocells), except when multiple passes are required to generate a signal (for now, we will
only consider signals that are to be registered). Whether a signal requires multiple passes depends
upon the polarity of the signal that is registered and the type of flip-flop used. Registering the
complement of a signal or using a T-type flip-flop versus a D-type flip-flop can save product terms.
However, using the complement of a signal may affect the number of required preset/reset
combinations. If none of the signals require more than one level of logic even with the worst-case
polarity selection, then as long as the total number of product terms required is 80 or fewer (and the
product terms are distributed over the macrocells, see chapter 2, “Programmable Logic Primer”),
then the macrocell and product term limits are met. If the worst-case polarity selection requires more
than one level for a signal and choosing the opposite polarity upsets the preset/reset combinations,
then a decision must be made based on the availability of resources: (1) Can the signal be moved to
another logic block (or traded with a signal in another logic block) without upsetting that logic-
block’s preset/reset combinations, (2) can the polarity of every signal be reversed in order to
maintain consistent preset/reset combinations while meeting the conditions listed above, or (3) can
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the signal fit in the present logic block while taking multiple passes? We will explore a few of the
more difficult partitioning choices next.

Satisfying Preset/Reset Conditions

All CPLDs have particular feature sets that affect the way in which designs may be implemented. In
the next several examples, we look at the preset/reset resources of the CY7C371 CPLD and discuss
how this resource can and cannot be used. The one preset product term and one reset product term
(see top right of Figure 8-1) of each logic block usually provide enough flexibility because resets and
presets tend to be global.

Listing 8-2 shows two 16-bit loadable counters that asynchronously reset to two different values
based on the signals rsta and rstb. How can this design be partitioned into a CY7C3717? Intuitively,
you may want to partition the counters into separate logic blocks. In fact, this is the only way that
these two counters can be partitioned into this device. Rsza must be used as an asynchronous reset for
cnta, and therefore resets all of the registers within the logic block. The resetting of cntb is not
controlled by rsta, and therefore all cntb registers must be in a separate logic block from the cnta
registers. ‘

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(
clk, rsta,rstb,lda,ldb: in std_logic;
cnta, cntb: buffer std_logic_vector (15 downto 0));
end counter;

use work.std_math.all;
architecture archcounter of counter is
begin

upcnta: process (clk, rsta)
begin
if rsta = '1l' then
cnta <= x"3261";
elsif (clk'event and clk= '1') then
if 1da = '1l' then
cnta <= cntb;
else
cnta <= cnta + 1;
end if;
end if;
end process upcnta;

upcntb: process (clk, rstb)
begin .
if rstb = '1l' then
cntb <= x"5732";
elsif (clk'event and clk= 'l') then
if 1db = '1' then
cntb <= cntb;
else
cntb <= cntb + 1;
end 1if;



end if;
end process upcntb;
end archcounter;

Listing 8-2 Two 16-bit loadable counters

The two counters do not need to be defined in separate processes. They are described this way for
readability.

Read through Listing 8-3 and determine how this design can fit into a CY7C371.

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(
clk, rsta, rstb, rstc: in std_logic;
cnta, cntb, cntc: inout std_logic_vector (7 downto 0));
end counter;

use work.std_math.all;
architecture archcounter of counter is
begin

upcnta: process (clk, rsta)
begin
if rsta = '1l' then
cnta <= (others => '0');
elsif (clk'event and clk= '1') then
cnta <= cnta + 1;
end if;
end process upcnta;

upcntb: process (clk, rstb)
begin
if rstb = 'l' then
cntb <= (others => '0');
elsif (clk'event and clk= 'l') then
cntb <= cntb + 1;
end if;
end process upcntb;

upcntc: process (clk, rstc)
begin
if rstc = 'l' then
cntc <= (others => '0');
elsif (clk'event and clk= '1l') then
cnte <= cntc + 1;
end if;
end process upcntc;

end archcounter;

Listing 8-3 Three 8-bit counters with separate asynchronous resets
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Even though there are enough macrocells to store all the register values, this design will not fit into
two logic blocks because three asynchronous resets are required. Each asynchronous reset must reset
all registers within a logic block. Therefore, this design requires three logic blocks and will not fit in
a CY7C371. Modifying the design as in Listing 8-4 below to use two synchronous resets permits the
design to easily fit.

architecture archcounter of counter is
begin

upcnta: process (clk, rsta)
begin
if rsta = '1' then
cnta <= (others => '0');
elsif (clk'event and clk= '1l') then
cnta <= cnta + 1;
end if;
end process upcnta;

upcntb: process (clk, rstb)
begin
if (clk'event and clk= '1') then
if rstb = '1' then
cntb <= (others => '0');
else
cntb <= cntb + 1;
end if;
end if;
end process upcntb;

upcntc: process (clk, rstc)

begin
if (clk'event and clk= '1') then
if rstc = '1' then
cntc <= (others => '0');
else
cnte <= cnte + 1;
end if;
end if;

end process upcntc;
end archcounter;

Listing 8-4 Three 8-bit counters; one with asynchronous reset, two
with synchronous reset

Listing 8-4 uses a synchronous reset for the second and third counter. The synchronous resets will
use additional product terms but eliminate the need for three separate logic blocks.

The logic block of Figure 8-1 indicates that the asynchronous reset and preset lines are product
terms. The design in Listing 8-5 will make use of a product term reset.

library ieee;

256



use ieee.std_logic_1164.all;
entity counter is port/(

clk, rsta, rstb: in std_logic;

cnta, cntb: buffer std_logic_vector (15 downto 0));

end counter;

use work.std_math.all;
architecture archcounter of counter is
begin

upcnta: process (clk, rsta,rstb)
begin
if (rsta = 'l' and rstb =
cnta <= x"0001";
elsif (clk'event and clk=
cnta <= cnta + 1;
end if;
end process upcnta;

upcntb: process (clk, rsta, rstb)
begin
if (rsta = '1l' and rstb =
cntb <= x"0002";
elsif (clk'event and clk=
cntb <= cntb + 1;
end if; ’
end process upcntb;
end archcounter;

'1') then
'1') then
'1') then
'1') then

Listing 8-5 A design with product term asynchronous reset

The asynchronous set and reset product terms have polarity control, which allows the registers to be
set or reset based on an AND expression (product term) or an OR expression (sum term). If the reset

signal is the sum of two literals, such as rsta OR rstb, then the product term ((rsta)’ AND (rstb)’)’
may be used. Thus, the reset logic of the code in Listing 8-6 may be implemented as in Figure 8-6.

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(

clk, rsta, rstb: in std_logic;

cnta, cntb: buffer std_logic_vector (15 downto 0));

end counter;

use work.std_math.all;
architecture archcounter of counter is
begin

upcnta: process (clk, rsta, rstb)
begin
if (rsta = 'l' or rstb =
cnta <= x"0001";
elsif (clk'event and clk=
cnta <= cnta + 1;

'1') then

'1') then
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end if;
end process upcnta;

upcntb: process (clk, rsta, rstb)
begin
if (rsta = 'l' or rstb = '1') then
cntb <= x"0002";
elsif (clk'event and clk= '1l') then
cntb <= cntb + 1;
end if;
end process upcntb;
end archcounter;

Listing 8-6 A design with an OR term reset

A
5 )\ RESET

0R?2

The two input OR functions can be implemented in one pass through the product term array
as a NAND function:

RSTA
RS TH

RESET

NAND?Z

Figure 8-6 A design that uses an OR term for resetting

Forcing Signals to Macrocells

If the expression for the reset or preset requires more than one product term or a sum term, then an
additional macrocell must be used to implement the required reset logic. That is, the reset and preset
terms provide only enough logic for one AND or OR expression; reset logic that is more complex
must make use of a macrocell for which an incremental delay on the order of several nanoseconds is
incurred. Listing 8-7 demonstrates such an example.

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(
clk, rl, r2, r3: in std_logic;
cnta: buffer std_logic_vector(1l5 downto 0));
end counter;

use work.std_math.all;

architecture archcounter of counter is
signal reset: std_logic;

begin
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reset <= rl and (r2 or r3);
upcnta: process (clk, reset)
begin
if (reset = '1l') then
cnta <= x"0001";
elsif (clk'event and clk= '1l') then
cnta <= cnta + 1;
end if;
end process upcnta;
end archcounter;

Listing 8-7 Forcing the reset equation to a macrocell

Listing 8-7 illustrates a design for which the interface between the synthesis and fitting processes
must be well defined. If the fitter process accepts the equation for reset as is, then it must determine
how to break this equation up using a macrocell. This requires that (1) synthesis merely pass the
equation to the fitter, and (2) optimization occur in the fitter. Otherwise, the synthesis tool will be
responsible for passing logic equations to the fitter indicating that the equation for reset must use a
macrocell. Figure 8-7 shows that the reset must be implemented with more than one AND or OR
term.

This reset function requires more than one product term
or OR term, and must be implemented in a macrocell.

Figure 8-7 Forcing the reset equation to a macrocell

If neither tool performs the optimization necessary to place the reset equation in a macrocell, then
you will need to intervene, indicating that reset should be forced to a macrocell (forced to a node).
Synthesis tools differ in how to accomplish this. Oftentimes vendor attributes, as shown in Listing 8-
8, are used. '

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(
clk, rl, r2, r3: in std_logic;
cnta: buffer std_logic vector (15 downto 0));
end counter;
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use work.std_math.all;
architecture archcounter of counter is
signal reset: std_logic;
attribute synthesis_off of reset:signal is true;
begin

reset <= rl and (r2 or r3);
upcnta: process (clk, reset)
begin
if (reset = '1') then
cnta <= x"0001";
elsif (clk'event and clk= '1l') then
cnta <= cnta + 1;
end if;
end process upcnta;
end archcounter;

Listing 8-8 Using an attribute to force logic to a macrocell

Most designs require few resets, and these resets are usually global. For most designs, the preset/
reset flexibility of the FLASH370 family of devices is more than sufficient and does not present a
partitioning problem.

Preassigning signals to device pins

While concurrent engineering ideally enables multiple efforts to succeed in parallel, reducing costs
and time-to-market, it can lead to rework, additional costs, and missed schedules if all critical
requirements are not considered before work begins. Taking a careful look at the entire problem
before beginning parallel efforts can avoid unnecessary rework.

One example of concurrent engineering is with board-level designs and programmable logic. Ideally,
you would like to preassign signals for a programmable logic device before you actually design the
logic for the device. If you already know which signals are inputs and outputs to the device, then you
may want to assign those signals to actual pin numbers so that you can begin your board layout to
manufacture a printed circuit board. At the same time that work begins on the board, you would like
to start the design for your programmable logic device. Although these parallel efforts make sense at
first glance, the examples in the previous section illustrate this pivotal point: assigning a pinout
rather than allowing the fitter to choose how to place logic may remove the possibility of a design fit.
Obviously, if the counter registers for cnta and cntb in Listing 8-2 are preassigned to pins associated
with the same logic block, then this design may fail to fit. The design could fit only if macrocells are
available and a second pass for the outputs (resulting in a clock-to-output of tcq,) is acceptable. This

fitting solution is inefficient but may get you out of trouble if you are in a bind.

The routing and product term allocation schemes of CPLDs are another reason not to preassign
signals to pins without a clear understanding of how these schemes work. Most CPLDs have
multiplexer-based interconnect or routing pools (see chapter xxx, “Programmable Logic Primer”)
that route I/O signals and macrocell feedbacks to the logic blocks. These routing schemes are
typically not functionally equivalent to cross-point switches: whether a signal can route to a
particular logic block depends on which of the other signals must route to that logic block. That is, it
may not always be possible to route a particular set of signals to a logic block. The larger a set is



with respect to the total number of logic block inputs from the programmable interconnect, the less
chance that the set can route to the logic block. If you specify a pin assignment, you are in effect
specifying a set of signals that must route to that logic block. Oftentimes, however, you may not
know how many or which signals will be required to produce the logic for the signals for which you
are specifying a pinout. The following paragraph clarifies this point.

Figure 8-8 shows the interconnect schemes for two different CPLDs that have 36 inputs to a logic
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Figure §8-8 Interconnect schemes

block (one scheme is shown on the left, the other on the right). The diagram indicates how signals
are routed into a logic block. Both devices use multiplexer-based interconnect schemes, but the width
of the multiplexers differ for the two devices. The scheme on the left uses 36 two-to-one
multiplexers; the scheme on the right uses 36 four-to-one multiplexers. Suppose x, y, and z must all
route to a logic block. With the scheme on the left, x, y, and z are each an input to two multiplexers.
That is, there are two paths or "chances" to route to a logic block, compared with four chances for the
scheme on the right. With the scheme on the left, if x must route on input2 and z on input3, then there
is no path for y in this design. With the scheme shown on the right, y can still route as input4 or
input5 (not shown). Why don’t all silicon vendors use wider multiplexers? Because wide
multiplexers and more wires nearly always result in a larger die area that may also result in greater
manufacturing costs for the device vendor, and because using wider multiplexers results ins a
performance degradation.

Routing schemes can be differentiated not only by the width of the multiplexers but also in terms of
routability, or the capability to route signals through the programmable interconnect and into a logic
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Figure 8-9 Routability of CPLDs

there are 22 inputs from the programmable interconnect to the logic block, whereas there are 36
inputs for each of the other devices. Because Device A has only 22 inputs to a logic block, it follows
that the probability of routing any set of more than 22 signals into a logic block is zero. (Corollary:
Functions of greater than 22 signals will require more than one level of logic in such devices.) If we
assume that the devices compared in Figure 8-9 use multiplexer-based interconnect schemes, then
we can conclude that Devices D and E have wider multiplexers than Devices B and C. This accounts
for the fact that a larger number of unique sets of signals (signals from I/Os or macrocells) can route
to a logic block in Devices E and D. For example, if 35 signals are required to route to a logic block,
upward of 90% of the unique sets of 35 signals can route in Devices D and E, whereas less than 5%
of the unique sets of 35 signals can route in Devices B and C. This does not mean that less than 5%
of designs requiring 35 signals per logic block will fit in devices B and C, but it does mean that if
you specify which sets of 35 signals must be routed to the logic block (by specifying a pinout, for
example), then there is less than a 5% chance of finding a fit. Because assigning a pinout defines a
set of signals that must route to a logic block, designing a board layout prior to finishing the PLD
design for devices B and C would be ill-advised. An additional design trap to be aware of is
expecting design changes to fit with the same pinout in devices with a low routing probability for the
required number of inputs to a logic block. Often, a design change is required after discovering a bug
in testing or QA. Obviously, you’d like the design to fit with the same pinout so that you won’t need
to modify the board. If the design change is small, then the inputs to the logic block may not change
at all. However, if a different set of signals is required and the probability of routing signals to the
logic block is low, then you may have to make changes to the board.

The design in Listing 8-9 consists of two 16-bit loadable, enableable counters that count by one or by
two depending on the value of signal by!. If you attempt to fit this design into the CY7C371, you
find that the two counters can be partitioned into logic blocks in only one way—each counter must



be in a separate logic block. This is because each counter requires all 36 inputs to the logic block: 16
for the counter bits (the present count value is required to determine the next count value), 16 for the
load bits, and one each for rst, byl, ld, and the enable. Counter bits from one counter cannot be
placed in the logic block of the other counter because that requires the other counter's enable signal
(either ena or enb) to also route to that logic block. This design example demonstrates that although
you are free to specify the pinout for the counters within each logic block (the CY7C371 is Device E
above, so defining a set of signals to route to a logic block rarely presents a problem), you are not
able to specify a pinout that requires different bits of a counter to be in separate logic blocks.
Additionally, if you use a different 32-macrocell CPLD that is divided into two logic blocks that has
fewer than 36 inputs, then the design does not fit at all.

library ieee;
use ieee.std_logic_1164.all;
entity counter is port(

clk, rsta,rstb: in std_logic;
1d, en, byl: in std_logic;
cnta, cntb: buffer std_logic_vector (15 downto 0));

end counter;

use work.std_math.all;
architecture archcounter of counter is
begin

upcnta: process (clk, rsta)
begin
if rsta = '1l' then
cnta <= x"0000";
elsif (clk'event and clk= '1l') then
if 1d = '1l' then
cnta <= cntb;
elsif en = '1l' then
if byl = '1' then
cnta <= cnta + 1;

else
cnta <= cnta + 2;
end if;
else
cnta <= cnta;
end if;

end if;
end process upcnta;

upcntb: process (clk, rstb)
begin
if rstb = '1l' then
cntb <= x"0000";
elsif (clk'event and clk= '1l') then
if 1d = '1l' then
cntb <= cntb;
elsif en = '1' then
if byl = '1' then
cntb <= cntb + 1;
else
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cntb <= cntb + 2; -

end if;
else

cntb <= cntb;
end if;

end if;
end process upcntb;
end archcounter;

Listing 8-9 Counter that counts by or by 2

The product term allocation scheme can also affect the ability of a design to fit with a preassigned
pinout. For example, suppose two signals, a and b, neighbor each other (in both pinout and macrocell
location). If one signal, g, requires many product terms, then depending on the product term
allocation scheme, neighboring macrocells (including b) may have to give up product terms, in
which case it may not be possible to allocate product terms for b (see Figure 8-10). Suppose that
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Figure 8-10 Product term allocation scheme #1
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signal a requires five product terms. In this case, a will require the use of a product term from a
neighboring macrocell. Because the product term allocation scheme steers product terms in groups of
four, b must give up all of its available product terms. If macrocells neighboring b cannot forfeit their
product terms for b, then b is left without any product terms, in which case the design will not fit
with this preassignment of pins and macrocells. Figure 8-11 shows another product term allocation
scheme in which product terms may be steered (in groups of five) from one macrocell to a
neighboring macrocell. This scheme also makes use of several additional expander product terms that
may be used with any macrocell at the expense of an incremental delay. This scheme avoids the need
for neighboring macrocells to give up all product terms in all cases in which greater than five product
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Figure 8-11 Product term allocation scheme #2

terms are needed on any given macrocell. If a macrocell has a high product-term requirement,
however, then neighboring macrocells may have to forfeit their product terms, eliminating the
possibility of a fit with a preassigned pinout. Figure 8-12 illustrates a product term allocation scheme
in which the product terms may be steered individually, permitting a fit with a preassigned pinout in
the case where a and b each require more than 5 product terms (or up to a combined total of 20
product terms). What happens if 16 product terms are required for a and more than 4 product terms
are required for b (or greater than 20 product terms for any pair of macrocells)? In such a scenario,
this architecture could not permit signal b to be placed on a neighboring pin (unless a was at the top
or bottom of the logic block where two adjacent macrocells are allocated 22 unique product terms).

Unless a CPLD specifically guarantees a cross-point switch for the interconnection of logic blocks
and the interconnection of macrocells to I/O pins, preassigning a pinout or making a logic change
after the fitter has chosen a pinout introduces a subsequent fitting constraint for which it may not be
possible to find a'solution given your design’s resource and feature set requirements. Even with a
cross-point switch, a fit will not be possible if a design change requires that more signals route to a
logic block than there are inputs to that logic block. If you must preassign a pinout, be sure to
understand all the issues involved with the architectural features that will affect the ability of your
design to fit in the target architecture. Understanding the routability of signals through the
programmable interconnect and to the logic blocks (as quantified in Figure 8-9) will also help you to
judge whether it will be possible to make design changes and keep the same pinout.

Clocking

Most CPLDs have synchronous clocks—with dedicated pins—not only because synchronous clocks
are inherently faster but also because asynchronous clocking is not a "standard design practice."
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Figure 8-12 Product term allocation scheme #3

Some CPLDs include product term (gated) clocks for asynchronous clocking to accommodate
designs that may require such clocking schemes. If your design uses gated clocks, then the
programmable logic device that you choose must support this clocking scheme. The clock
multiplexer circuit of the network repeater is an example of a design that uses product term clocking.

An interesting feature of the FLASH370 devices is the ability to select either polarity for a clock on a
logic-block-by-logic-block basis. This feature allows state machines, counters, or other logic to run
at twice the system frequency (but consumes twice the resources because the logic must be replicated
in separate logic blocks).

Take for example a DRAM controller (Figure 8-15) that operates on a 20 MHz clock, for which the
code is shown in Listing 8-10. The system address is captured on the rising edge of a clock during
which the address strobe is asserted. The upper bits of the system address are examined to determine
if the address is for a memory location. This address comparison is evaluated in the address_detect
state. Subsequent states place the row and column addresses on the bus and assert RAS and CAS at
the proper time. The timing diagram for interfacing to an asynchronous DRAM controller is shown if
Figure 8-13.

library ieee;
use ieee.std_logic_1164.all;
library ieee;
use ieee.std_logic_1164.all;
package dram_pkg is

component dram_controller port (

addr: in std_logic_vector (31 downto 0); -- gystem address
clock, -- clock 20MHz
ads, -~ address strobe



Read Cycle

AAS \ s

— o+t

_\JV_,

aoor TI]JTJIK row — XJ]]]]7X_COLUMN
| < ! taco »le

XU

CAs : \ 7

taac Access time from RAS
teac Access time from CAS
tysp ROW Address setup time
taan ROW Address hold time
tras RAS Pulse width

teas CAS Pulse width

t.cp RAS to CAS delay time
tycs Read command setup time
tory Read command hold time
toen CAS hold time

tore Output buffer delay time

Figure 8-13 Timing diagram for DRAM interface

read_write, --
reset: in std_logic; -—

ack: out std_logic; -
we: out std_logic; --
ready: out std_logic; —-- data ready for
dram:out std_logic_vector (9 downto 0); --
ras: out std_logic_vector(l downto 0); --
cas: out std_logic_vector (3 downto 0)); --
end component;
end dram_pkg;

library ieee;

use ieee.std_logic_1164.all;

entity dram_controller is port (
addr: in std_logic_vector (31 downto 0); -
clock, -
ads, -
read_write, -- read/write
reset: in std_logic; --

ack: out std_logic; -—

read/write
system reset

acknowledge

write enable

latching

DRAM address

row address strobe
column address strobe

system address
clock 20MHz
address strobe

system reset

acknowledge
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we: out std_logic; - write enable

ready: out std_logic; -- data ready for latching

dram:out std_logic_vector (9 downto 0); -- DRAM address

ras: out std_logic_vector(l downto 0); -- row address strobe
cas: out std_logic_vector (3 downto 0)); -- column address strobe

end dram_controller;

use work.std _math.all;
architecture controller of dram_controller is
type states is (idle, address_detect, row_address, ras_assert,
col_address,
cas_assert, data_ready, wait_state, refresh0, refreshl);
signal present_state, next_state: states;

signal stored: std_logic_vector {31 downto 0); -- latched addr
signal ref_timer:std_logic_vector (8 downto 0); -- refresh timer
signal ref_request: std_logic; -- refresh request

signal match: std_logic; -- address match

signal read:.std_logic; -- latched read _write

-- row and column address aliases
alias row_addr: std_logic_vector (9 downto 0) is stored (19 downto 10);
alias col_addr: std_logic_vector (9 downto 0) is stored(9 downto 0);

--attribute synthesis_off of match,ref_request: signal is true;
begin

capture: process (reset, clock)
begin
if reset = '1l' then
stored <= (others => '0');
read <= '0';
elsif (clock'event and clock='1l') then
if ads = '0' then
stored <= addr;
read <= read_write;
end if;
end if;
end process;

-- The address comparator determines if memory is being accessed

match <= '1' when stored(31 downto 21) = "00000000000" else '0';

-- The address multiplexer selects the row, column, or refresh
-- address depending on the current cycle

multiplexer: process (row_addr, col_addr, present_state)
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begin
if ( present_state = row_address or present_state = ras_assert) then
dram <= row_addr;
else
dram <= col_addr;
end if;
end process;

—- The refresh timer is used to initiate refresh cycles. A

—-- refresh cycle is required every 8ms. If the clock frequency
-- is 20MHz, then a refresh request must be generated every 312
—- clock cycles. Refresh_req is asserted until a refresh cycle
—- begins

synchronous: process (reset, clock)
begin
if reset = 'l' then
ref_timer <= (others => '0');

elsif clock'event and clock = '1' then

if (ref_timer = "100111000") then -- start request at 312
ref_timer <= (others => '0');

else
ref_timer <= ref_timer + 1;

end if;

end if;

end process;

ref_request <= 'l' when (ref_timer = "100111000" or
(ref_request = 'l' and present_state /= refresh0))
else '0';

—-- The DRAM controller state machine controls the state of
-- the address multiplexer select lines as well as the
-- state of RAS and CAS

state_tr: process (present_state, ref_request, ads, match,
stored(20), read)
begin
case present_state is
when idle =>

if ref_request = 'l' then
next_state <= refresh(;
elsif ads = '0' then
next_state <= address_detect;
else
next_state <= idle;
end if;

- when address_detect =>
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if match = '1l' then
next_state <= row_address;
else
next_state <= idle;
end if;
when row_address =>
next_state <= ras_assert;
when ras_assert =>
next_state <= col_address;
when col_address =>
next_state <= cas_assert;
when cas_assert =>
next_state <= data_ready;
when data_ready =>
next_state <= wait_state;
when wait_state =>
next_state <= idle;
when refresh(0 =>
next_state <= refreshl;
when refreshl =>
next_state <= idle;
end case;
end process;

clocked: process (reset, clock)

begin
if reset = '1l' then
present_state <= idle;
elsif (clock'event and clock = '1') then
present_state <= next_state;
end if;

end process;

with present_state select
cas <= "0000" when cas_assert | data_ready | wait_state | refresh0
| refreshl,
"1111" when others;

ras <= "00" when (present_state = refreshl)
else "01" when ((present_state = ras_assert or present_state =
col_address or
present_state cas_assert or present_state = data_ready or
present_state = wait_state) and stored(20)='1"')
else "10" when ((present_state = ras_assert or present_state =
col_address or
present_state = cas_assert or present_state = data_ready or
present_state = wait_state) and stored(20)='0"')
else "11";

we <= '0' when ((present_state = col_address or present_state =
cas_assert or
present_state = data_ready) and read = '0')
else 'l';



ack <= '0' when (present_state = address_detect and match = 'l') else
1 1v ;

ready <= '0' when (read = 'l' and (present_state = data_ready or
present_state = wait_state)) else 'l';

end controller;

Listing 8-10 DRAM controller

While the design is functionally accurate, the interface to the DRAM may be slower than the
maximum specification of the DRAM. With a 20MHz clock, RAS and CAS are asserted 50 ns apart.
What if the DRAMs are 60ns DRAMs (i.e., data is valid 60 ns after RAS is asserted)? To take
advantage of the faster DRAM access times, we would need to run the state machine at twice the
current frequency. One solution is to use a two-phase clock (possibly obtained by a programmable
skew clock buffer such as the CY7B991). Another solution is to clock registers on the rising and
falling edge, as allowed in some CPLDs. This requires that two state machines and outputs that are
multiplexed based on the current state of the clock (Figure 8-14). Listing 8-11 is this design. One
state machine looks at the present state of the other to determine its next state. Two sets of outputs
are produced, and are multiplexed based on clock. The Capture Address and Refresh Controller &

Row_address

Col_address

State | | Decode
Machine Logic
—>
State || Deche
Machine Logic
L o>
clock

Figure 8-14 Using both the rising and falling edges of a clock

Refresh Timer processes do not change.

~ This design illustrates the concept of clocking a state machine on both the rising and falling edges of
a clock, but would need to be modified before being used with an asynchronous DRAM. Care must
be taken to ensure that there is not any glitching on any of the asynchronous interface signals.
Glitching could cause erroneous accesses or unpredictable behavior of the DRAM.

use work.std_math.all;
library ieee;
use ieee.std_logic_1l164.all;
package dram pkg is
component dram_controller port (
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addr: in std_logic_vector (31 downto 0); -
clock, -=
ads, -
read_write, -
reset: in std_logic; -—

out std_logic; -—
we: out std_logic; -
ready: out std_logic; -- data ready for
dram:out std_logic_vector (9 downto 0); -
ras: out std_logic_vector(l downto 0); -
cas: out std_logic_vector (3 downto 0)); -

end component;
end dram_pkg;

ack:

library ieee;
use ieee.std_logic_1164.all;
entity dram controller is port (

addr: in std_logic_vector (31 downto 0); =
clock, -
ads, -
read_write, -- read/write )

reset: in std_logic; -

ack: out std_logic; -

we: out std_logic; -- write enable

ready: out std_logic; -- data ready for

dram:out std_logic_vector (9 downto 0); -

ras: out std_logic_vector (1l downto 0); --

cas: out std_logic_vector(3 downto 0)); -
end dram controller;

use work.std_math.all;
architecture controller of dram_controller is
type states is (idle, address_detect,
col_address,
cas_assert, data_ready,
present_state_a, next_state_a:
present_state_b, next_state_b:
dram_a, dram_b:
ras_a, ras_b: std_logic_vector (1l downto
cas_a, cas_b: std_logic_vector (3 downto
we_a, we_b, ack_a, ack_b, ready_a,
stored: std_logic_vector (31 downto 0);
ref_timer:std_logic_vector (8 downto 0);
ref_request: std_logic;
signal match: std_logic; -- address match
signal read: std_logic;
-- row and column address aliases
alias row_addr: std_logic_vector(9 downto 0)

wait_state,
states;
states;

signal
signal
signal
signal
signal
signal
signal
signal
signal

row_address,

refreshoO,

ready_b:

system address
clock 20MHz
address strobe
read/write
system reset

acknowledge

write enable

latching

DRAM address

row address strobe
column address strobe

system address
clock 20MHz
address strobe
system reset
acknowledge
latching

DRAM address

row address strobe
column address strobe

ras_assert,

refreshl);

std_logic_vector (9 downto 0);

0);

0);

std_logic;

-- latched addr
-- refresh timer

-- refresh request
-- latched read_write

is stored(19 downto 10);

alias col_addr: std_logic_vector(9 downto 0) is stored(9 downto 0);

--attribute synthesis_off of match,ref_request:

begin

272

signal is true;



capture: process (reset, clock)
begin
if reset = '1' then
stored <= (others => '0');
read <= '0';
elsif (clock'event and clock='1l') then
if ads = '0' then
stored <= addr;
read <= read_write;
end if;
end if;
end process;

-~ The address comparator determines if memory is being accessed
match <= '1l' when stored (31 downto 21) = "00000000000" else '0';

-- The address multiplexer selects the row,” column, or refresh
-- address depending on the current cycle

multiplexer_a: process (row_addr, col_addr, present_state_a)
begin

if ( present_state_a = row_address or present_state a = ras_assert) then

‘"dram_a <= row_addr;
else

dram_a <= col_addr;
end if;
end process;

multiplexer_b: process (row_addr, col_addr, present_state_b)
begin

if ( present_state b = row_address or present_state_b = ras_assert) then

dram b <= row_addr;
else

dram_b <= col_addr;
end if;
end process;

-- The refresh timer is used to initiate refresh cycles. A

-- refresh cycle is required every 8ms. If the clock frequency
-- 1s 20MHz, then a refresh request must be generated every 312
-- clock cycles. Refresh_reqg is asserted until a refresh cycle
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-- begins

synchronous: process (reset, clock)

begin
if reset = 'l' then
ref_timer <= (others => '0');
elsif clock'event and clock = 'l' then
if (ref_timer = "100111000") then -- start request at 312
ref_timer <= (others => '0');
else :
ref_timer <= ref timer + 1;
end if;
end if;

end process;

ref_request <= 'l' when (ref_timer = "100111000" or
(ref_request = 'l' and present_state_a /= refresh0))
else '0';

-— The DRAM controllef state machine controls the state of
-- the address multiplexer select lines as well as the
-—- state of RAS and CAS

state_tr_a: process (present_state_b, ref_request, ads, match,
stored(20), read)
begin
case present_state_b is
when idle =>
if ref_request = 'l' then
next_state_a <= refresh0;
elsif ads = '"0' then
next_state_a <= address_detect;
else
next_state_a <= idle;
end if;
when address_detect =>
if match = '1' then
next_state_a <= row_address;
else '
next_state_a <= idle;
end if;
when row_address =>
next_state_a <= ras_assert;
when ras_assert =>
next_state_a <= col_address;
when col_address =>
next_state_a <= cas_assert;
when cas_assert =>
next_state_a <= data_ready;
when data_ready =>
next_state_a <= wait_state;
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when wait_state =>
next_state_a <= idle; !
when refresh0 =>
next_state_a <= refreshl;
when refreshl =>
next_state_a <= idle;
end case;
end process;

clocked_a: process (reset, clock)

begin
if reset = '1l' then
present_state_a <= idle;
elsif (clock'event and clock = '1') then
present_state_a <= next_state_a;
end if;

end process;

with present_state_a select
cas_a <= "0000" when cas_assert | data_ready | wait_state | refreshO |
refreshl,
"1111" when others;

ras_a <= "00" when (present_state_a = refreshl)
else "01" when ((present_state_a = ras_assert or present_state_a =
col_address or
present_state_a = cas_assert or present_state_a = data_ready or
present_state_a = wait_state) and stored(20)='1")
else "10" when ((present_state_a = ras_assert or present_state_a =
col_address or
present_state_a = cas_assert or present_state_a = data_ready or
present_state_a = wait_state) and stored(20)='0")
else "11";

we_a <= '0' when ((present_state_a = col_address or present_state_a =
cas_assert or
present_state_a = data_ready or present_state_a = wait_state) and

read = '0')
else '1l';
ack_a <= '0' when (present_state_a = address_detect and match = '1') else
ll!;
ready_a <= '0' when (read = 'l' and (present_state_a = data_ready or

present_state_a = wait_state)) else '1';

state_tr_b: process (present_state_a, ref_request, ads, match,
stored(20), read)
begin
case present_state_a is
when idle =>
if ref_request = 'l' then
next_state_b <= refreshl;
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elsif ads = '0' then
next_state_b <= address_detect;
else
next_state_b <= idle;
end if;
when address_detect =>
if match = '1l' then
next_state_b <= row_address;
else
next_state_b <= idle;
end if;
when row_address =>
next_state_b <= ras_assert;
when ras_assert =>
next_state_b <= col_address;
when col_address =>
next_state_b <= cas_assert;
when cas_assert =>
next_state_b <= data_ready:;
when data_ready =>
next_state_b <= wait_state;
when wait_state =>
next_state_b <= idle;
when refresh0 =>
next_state_b <= refreshl;
when refreshl =>
next_state_ b <= idle;
end case;
end process;

clocked_b: process (reset, clock)

begin
if reset = '1' then
present_state_b <= idle;
elsif (clock'event and clock = '0') then
present_state_b <= next_state_b;
end if;

end process;

with present_state_b select
cas_b <= "0000" when cas_assert | data_ready | wait_state | refresh( |
refreshl,
"1111" when others;

ras_b <= "00" when (present_state_b = refreshl)
else "0l" when ((present_state_b = ras_assert or present_state_b =
col_address or
present_state_b = cas_assert or present_state_b = data_ready or
present_state_b = wait_state) and stored(20)='1"')
else "10" when ((present_state_b = ras_assert or present_state_b =
col_address or
present_state_b = cas_assert or present_state b = data_ready or
present_state_b = wait_state) and stored(20)='0")
else "11";
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we_b <= '0' when ((present_state_b = col_address or present_state_b =
cas_assert or

present_state_b = data_ready) and read = '0')
else '1';

ack_b <= '0' when (present_state_b = address_detect and match = '1') else
Ill;

ready_ b <= '0' when (read = 'l' and (present_state_ b = data_ready or

present_state_b = wait_state)) else '1';

-- Output Multiplexers;

cas <= cas_a when clock = 'l' else cas_b;

ras <= ras_a when clock = 'l' else ras_b;

we <= we_a when clock = 'l' else we_b;

ack <= ack_a when clock = '1l' else ack_b;

dram <= dram_a when clock = 'l' else dram_b;

ready <= ready_a when clock = 'l' else ready b;

end controller;

Listing 8-11 DRAM controller operating on both rising and falling
edges of the clock.

Falling edge clocks can also be used to align data that is transferred between two buses operating at
different speeds, or to work around a race condition between data and a buffered, among other
possibilities.

Reset WE

Mf" DRAM dram 10; DRAM

d
reawite ¥  Controller ms 3,0 IMx32
= » !

~

32N

Clock >

Data

Figure 8-15 DRAM Controller interfacing to an asynchronous
DRAM
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Implementing Network Repeater Ports in a CY7C374

In this section, we will examine the implementation of three network repeater port controllers in the

128 macrocell member of the FLASH370 family of devices. We will begin by analyzing the design to
determine how many and which resources the design will require. We will then synthesize the design

and examine the report file to compare our expectations with the actual realization of the circuit.
Listing 6-6 of chapter 6 defines one network port controller of the repeater core logic. The design of
the network repeater port controllers was made modular so that repeater port controllers could easily
be added or removed from the top-level design. In chapter 6, eight ports are used, and the

implementation of the design in one device, an FPGA, is discussed later in that chapter. However, an
alternate methodology for implementation is to place the port controllers in external devices, leaving
. the FIFO, core controiler, clock multiplexer, and so forth, in a smaller FPGA. Listing 8-12 is the

code required to implement three repeater port controllers in one device.

library ieee;

use ieee.std_logic_1164.all;

entity port3 is port(
txclk, areset:
crsl, enablel_bar, linkl_bar, sell:
carrier, collision, jam, txdata,prescale
rx_enl, tx_enl, activityl:
jabberl_bar, partitionl_bar:
crs2, enable2_bar, link2_bar, sel2:
rx_en2, tx_en2, activity2:
jabber2_bar, partition2_bar:
crs3, enable3_bar, 1link3_bar, sel3:
rx_en3, tx_en3, activity3:
jabber3_bar, partition3_bar:

end port3;

use work.port3top_pkg.all;
architecture archport3 of port3 is
begin

ul: porte port map
(txclk, areset,
crsl, enablel_bar, linkl_bar,

in std_logic;

in std_logic;

: in std_logic;
inout std_logic;
inout std_logic;
in std_logic;
inout std_logic;
inout std_logic;
in std_logic;
inout std_logic;
inout std_logic);

sell, carrier, collision, jam, txdata, prescale, rx enl,

activityl, jabberl_bar, partitionl_bar);

u2: porte port map
(txclk, areset,
crs2, enable2_bar, link2_bar,

tx_enl,

sel2, carrier, collision, jam, txdata, prescale, rx en2, tx en2,

activity2, jabber2_bar, partition2_bar);

u3: porte port map
(txclk, areset,
crs3, enable3_bar, 1link3_bar,

sel3, carrier, collision, jam, txdata, prescale, rx_en3,

activity3, jabber3_bar, partition3_bar);

tx_en3,



end archport3;

Listing 8-12 Three network repeater ports to be implemented in a
CPLD .

Reviewing Listing 6-6 of chapter 6, we can determine the required number of macrocells to
implement one repeater with fairly good precision. Determining the number of required macrocells
requires that we understand how many registers and combinatorial outputs are needed, as well as
whether any of the combinatorial logic exceeds 16 product terms (in which case, the logic would
require two levels of logic and more than one macrocell). Each of the three repeater ports require

19 buried registers to hold the current state of the counters,

3 buried registers for an 8-state state machine,

*6 input registers to synchronize crs, link_bar, and enable_bar,

*2 registers for copyin and collision, and

*5 output macrocells (one registered, four combinational) for outputs.

This is a total of 35 I/O macrocells for each port controller, or 105 for three controllers. There are 6
clock/input macrocells on the device. One will be used for clocking, leaving 5 available to replace 10
I/O macrocells for synchronizing external signals. One input macrocell can replace two I/O
macrocells because the input macrocells, designed to synchronize asynchronous signals, contain two
registers. Thus we expect that a minimum of 95 I/O macrocells and 10 input macrocells will be
required. More than three macrocells may be required for the state machine if the state transition
logic is sufficiently complex. The product term requirements are considerably more difficult to
estimate, but following is our attempt:

* 57 product terms for all counter bits (3 product terms per counter bit, assuming an
implementation with T-type flip-flops and a counter with enable and synchronous clear).

* 24 product terms for the state machine (average of 8). This is a guess.

« 8 product terms for all of the outputs. Based on the descriptions, most outputs (except
partition_bar) are simple decodes of registers..

This is a total of 89 product terms for each port controller, or 267 total product terms. This is well
below the 640 available product terms.

Below is a summary from a report file excerpt of the utilization of the realized circuit after synthesis
and fitting:

Required Max (Available)
CLOCK/LATCH ENABLE signals 1 4
Input REG/LATCH signals 5 5
Input PIN signals 0 0
Input PIN signals using I/0 cells 7 7
Output PIN signals 95 121
Total PIN signals 108 134
Macrocells used 95 128

Unique product terms 254 640
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The circuit realization meets our expectations for macrocell utilization (95 I/O macrocells and 5 input
macrocells). Fewer product terms were required than expected, perhaps due to an overestimate on
our part or the ability of some product terms to be shared among multiple macrocells. There is a
substantial amount of resources available for additional logic or for significant design changes if
required.

The diagram below is an excerpt from a report file and illustrates how the product terms in one logic
block were assigned. The logic block’s eighty product terms are numbered at the top from O to 79.
The sixteen macrocells are listed on the left, numbered from O to 15 with the signal name just to the
right of the macrocell number. Each macrocell’s allotment of product terms (16) is shown in the row
directly below the macrocell number and name. A + sign indicates an unused product term. An X
represents a used product term. Most product terms may be shared by several macrocells. For
example, product terms 18, 19, 20, and 21 can all be shared by macrocells 1, 2, 3, and 4. This does
not mean, however, that because product term 18 is used by macrocell 4 that it must be used by
macrocells 1, 2, and 3. The diagram illustrates that this is not the case. (An X is placed in product
term location 18 for macrocell 4, and a + is placed in product term location 18 for the other -
macrocells.) This logic block was the most heavily used logic block in the device, yet there are still
several product terms available. This placement of macrocells can easily accommodate a design
change that requires the macrocells to utilize additional product terms.
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56
56 / 80 = 70.1 %

Total product terms to be assigned
Max product terms used / available

The diagram below is an excerpt from the report file that illustrates the signals that were routed to the
logic block (on the left) and the macrocell placements (on the right). Macrocells for which the
outputs are not driven to I/O buffers are shown in parentheses. Those for which outputs propagate to
the pins are shown without parentheses. Of the 36 inputs to the logic block, 26 were required. Design
changes that require additional inputs to the logic block should not present a problem.
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Logic Block 5

[t}

>jabber2_bar
>prescale
>u2_enable_b..

>crs3.QI
>u2_cccnt_5.Q

[ [
[ [
[ [
| |= >u2_jabent_2.Q | 63]|= (u2_stateSBV_2)
| |= >u2_ccent_0.9Q | |
| |= >u2_ccent_6.Q | 64|= (u3_crsdd)
| |= >areset | |
| |= >u2_jabent_3.0Q | 65|= partition2_bar
| |= >u2_stateSBvV.. |
| |= >u2_copyd.Q | 66]= (u2_ccent_1)
| |= >partition2_.. | |
| |= >u3_collisio.. | 67]|= (u2_ccent_3)
| |= >u2_jabent_0.Q |
| |= >u2_crsdd.Q | 68}= (u2_ccent_5)
| |= >u2_ccent_4.9Q | |

. | |> not used:333 | 69|= (u2_jabent_0)
| |> not used:334 |
| |> not used:335 | 70|= (u2_jabent_3)
| |= >u2_nocolent. . |
| |= >u2_ccent_1.Q | 72}= (u2_jabent_2)
| |> not used:338 |
| |= >u2_stateSBV.. | 73]= (u2_jabent_1)
| |> not used:340 |
| |= >u2_ccent_3.Q | 74|= (u2_ccent_6)
| |> not used:342 | |
| |> not used:343 | 75]= (u2_ccent_4)
| |> not used:344 |
| |> not used:345 | 76|= (u2_ccent_2)
| |= >u2_jabent_1.Q | |
| |> not used:347 | 77|= (u2_ccent_0)
] |> not used:348 |
| |= >u2_ccent_2.9Q | 78|= jabber2_bar
| |> not used:350 |
| |> not used:351 | 79]= (u2_stateSBV_1)
I 1= |
. [

Below is a summary of the worst-case performance metrics. The worst-case combinational
propagation delay is 12.0 ns. This indicates that all combinational logic can be implemented in one
level of logic (one pass through the product term array). The worst-case setup time with respect to
the clock is 7.0 ns. The worst-case register-to-register delay is 10 ns (which supports 100MHz
operation, well above the required 25 MHz). The worst-case clock-to-output delay is 15.0 ns. This
clock-to-output delay (listed as tCO in the report file below) represents tog, rather than t-g because

the partition outputs are decoded from the state bits, requiring an additional level of logic.

Worst Case Path Summary

Worst case COMB,

:

= 12.0 ns for activityl

Worst case PIN->D, tS 7.0 ns for tx_en2.D

Worst case Q->Q, 10.0 ns for tx_en2.D

Worst case CLK->Q, tCO = 15.0 ns for partition2_bar.C

:
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Our case study of the FLASH370 has served to identify the relationship between synthesis and fitting,
to illustrate how to take advantage of CPLD resources, to point out differences between CPLDs
regarding their capabilities, and to enable resource utilization and performance estimations.

Having covered these issues, we will now turn our attention to the issues involved with designing
with FPGAs. CPLDs will enter our discussion once more, later in the chapter, when arithmetic
operators are examined for both CPLD and FPGA architectures.

FPGAs: A Case Study (pASIC 380 Architecture)

Designs, such as the counters examined in our CPLD study, do not usually present fitting problems
when targeted to FPGAs because FPGAs typically have the resources to handle a variety of designs,
making them more akin to semi-custom gate arrays than to CPLDs. The task of synthesizing and
fitting designs to FPGAs does not center around algorithms to partition logic among logic blocks,
route signals through the programmable interconnect, and steer or share logic block resources, as it
does for CPLDs; rather, the task centers around optimizing logic and signal paths for the device
architecture in order to achieve the appropriate balance (as directed by you, the designer) between
density and speed trade-offs. In this section, we'll explore some of the issues involved with targeting
designs to FPGAs. (You may wish to review some of the differences between CPLDs and FPGAs in
the chapter titled, “Programmable Logic Primer.”)

A block diagram of the FPGA architecture that we will be using for our discussion is shown in
Figure 8-16. As with most other FPGA:s, it consists of an array of logic cells that communicate with
each other and the I/O through routing wires within the routing channels. The logic cell (see Figure 8-
17) consists of a flip-flop, three two-to-one multiplexers (which may be cascaded as a four-to-one
multiplexer), and AND gates for the multiplexer select lines and inputs The logic cell has multiple
outputs that may be used at the same time. The flip-flop clock, asynchronous set, and asynchronous
reset signals may be driven by any internal signal or by a signal from one of the dedicated low-skew,
high-performance distribution trees. A theoretical architecture model consisting of two logic cells is
shown in Figure 8-18. The smallest device in this family of devices, the CY7C381, has 96 logic cells
(an array of eight by twelve), with 22 signal routing wires in each of the vertical routing channels and
12 routing wires in each of the horizontal routing channels .

Synthesizing and fitting designs for the 380 architecture

Determining the optimal design implementation for a design in an FPGA is not as easy as you might
think. For one, there may be multiple solutions that are comparable in performance and capacity.
Also, "optimal” can be different for two designers or two designs. A designer may be concerned with
performance for one design, and with another design, for cost reasons, the same designer may be
concerned only with fitting the design into the smallest FPGA. Oftentimes, the design must fit in a
particular size device, but certain signal paths must meet specific performance criteria. This means
that some logic should be packed in as tightly as possible with less concern for performance, while
other portions of logic should be placed and routed to produce high performance with less concern
for resource conservation. In achieving the density and performance requirements of a particular
design, two of the most challenging tasks for FPGA synthesis and fitting tools are to (1) optimize
logic for the FPGA logic cell architecture and (2) make the appropriate trade-offs while placing and
routing the logic by prioritizing placement of critical portions of logic.

Optimizing logic for FPGA logic resources is more challenging than it is for most CPLDs because
the architecture does not lend itself easily to a sum-of-products (SP) implementation. Most software
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Figure 8-16 Block diagram of an FPGA

logic minimization algorithms begin with SP equations and then map this logic to a device's
resources. (Other algorithms may use binary decision diagrams to map directly to logic cells.) With
CPLDs, the task of mapping SP equations is easy—the products are mapped to the product term
array, and these products are summed at each macrocell. Some CPLDs have an XOR gate included in
the macrocell (one input to the XOR as a sum of a variable number of product terms and the other
input as one product), but software can work with the logic to determine if the XOR can provide any
logic reduction. If not, the XOR input with one product term is tied low. For FPGAs, software must
have special mapping technologies to optimize logic for the device resources. Take, for instance, the
logic cell of Figure 8-17. The three 2-to-1 multiplexers can be cascaded to create a 4-to-1

multiplexer. A 2"-to-1 multiplexer is a universal logic module that can implement any function of (n
+ 1) variables, provided that the true and complement of each variable are available; thus, this logic
cell can implement any function of three variables. But using an algorithm that assumes that this is
the most logic that can be implemented in this logic cell would potentially waste many of its
resources. After all, many other functions can be implemented: a seven-input AND gate, a seven-
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Figure 8-18 Model architecture ,
input OR gate, a fourteen-input AND gate (with half of the inputs inverted), a sum of three small
products, a two-to-four decoder, or multiple functions at the same time, among other logic (see
Figure 8-19). Each synthesis tool vendor or silicon vendor must create algorithms for mapping logic
into FPGA device architectures.
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Although one of the tasks of synthesis and place and route tools is to use logic resources efficiently,
packing as much logic into the logic cells as possible may not produce the results that the designer
wants. We pose the following question to make this point: Which of the implementations of a D-type
flip-flop shown in Figure 8-20 is optimal? (Obviously, we're assuming that there isn't any
requirement for logic in front of the flip-flop.) The "optimal" implementation depends on the design
requirements. Implementation (a) allows the six input AND gates to be used for other logic in the
design (if the AND gates aren't required, then the inputs can be tied off to any value).
Implementation (a) is the optimal choice unless you have a high performance requirement, in which
case implementation (b) is optimal because the input to the flip-flop will be ready sooner.
Implementation (a) requires that the flip-flop input fanin to four logic cell inputs. This greater load
means that the signal rises and falls slower and is available at the input to the flip-flop later than it is
with implementation (b).
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Figure 8-20 Multiple implementations of a D-type flip-flop

Propagation delays from logic cell to logic cell, I/0 to logic cell, or logic cell to I/O depend not only
on fanout (of the source) and the number of logic levels, but also on the available routing resources
and how far the signals must route. This fact points to another difference between CPLDs and
FPGAs: that predicting propagation delays before implementing a design in CPLDs is usually easier
because delays are less dependent upon fanout, logic placement, and routing resources.

Design trade-offs

As a starting point, synthesis tools will often use just one algorithm to reduce logic so that it can be
implemented in the fewest possible logic cells. This implementation is also usually the highest-
performance solution—except where fanouts are excessively high or signals must travel a long
distance—because there is a correlation between the total number of logic cells and the number of
logic levels required to implement a function. (The number of logic levels refers to the number of



logic cells through which a signal must pass. A signal that must pass through many logic levels
typically has a greater propagation delay than a signal that passes through few logic levels.) Adding
levels of logic can, however, help to split the fanout through several buffers, but the additional
propagation delay through a buffer must be made up by quicker rise times due to a smaller load per
buffer. For example, consider 32 two-to-one multiplexers that have the same select line:

signal address: std_logic_vector (4 downto 0);
signal a, b, x: std_logic_vector (31 downto 0);

with address select
X <= a when "10110",
b when others;

Figure 8-21 shows five possible implementations for these 32 multiplexers. In Figure 8-21 (a), the
address lines are used in each logic cell where they are decoded to select one of the multiplexer
inputs. In (b), the address lines are decoded once, and then this signal is used as the select line for the
32 multiplexers. In (c), the select line is decoded once, and then this signal is used as the select line
for a couple of the multiplexers and as an input to several buffers that drive the select lines of the
remaining multiplexers. In (d), the address lines are decoded multiple times from which the
remaining select lines are driven. In (e), the select lines are decoded twice and these outputs are tied
together to increase the drive of the multiplexer select lines. (This is a technique, called "double-
buffering," that is allowed with the pASIC380 architecture, provided that the multiply driven signal
is routed on an express or a quad wire; it is also a common technique used with gate arrays.)

You can see that even with such a simple example, there are several of ways to implement a design
in an FPGA. Each implementation will produce different timing results, but many of them are
comparable. Which is the optimal implementation? Well, that depends on what your design goals are
for this piece of logic. Option (a) is probably not realistic or practical. It requires that the five address
signals be routed to all of the logic cells. This doesn't gain anything. In fact, this implementation can
eat up valuable routing resources that are better utilized by a critical signal. Option (b) is viable, but
the select line will have a slow rise time and a fair amount of skew between the time it triggers the
select input of the first and last multiplexers. If your design can operate under these conditions, then
after considering the alternatives, you may choose to proceed with this implementation. Buffering the
select line, as in options (c), (d), and (e), reduces the time it takes for all select lines to switch on
transitions of address. Option (d) differs from (c) in that the select logic is replicated multiple times,
and the times at which the select lines change relative to changes in address are closer together,
whereas these times will be spread out in option (c). Option (d) is probably preferred over option (c),
unless option (d) causes the lines to transition slower due to additional loading on address.
Depending on whether or not the address signals must route elsewhere, using them as inputs to
multiple buffers may increase the load on these lines such that the total propagation delay from the
* sources of the address lines to the multiplexer selection inputs is greater than the total propagation
delay when the signals are buffered as in option (c). Option (e) may provide the best results, but it
requires that a specific device resource be available.

With all of these options, which implementation does synthesis choose? Writing algorithms to try all
the combinations of implementations for every unique netlist would be impossible. Fortunately, in
architectures such as the pASIC380, many of the implementations are comparable, enabling
synthesis software developers to reduce the number of algorithms for optimizing designs. Choosing
the "correct” implementation is also a matter of understanding the design goals for a design or sub-
design. Synthesis must be guided (by you) in these instances, as we'll discuss next. Because there are
so many variables involved, one technique may prove more successful in one application. When you
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push the upper limits of the technology, you may need to evaluate multiple implementations. Some
of these implementations can be evaluated by the synthesis software and do not require user
interaction. Other implementations may require you to change code, attributes, directives, command
line options, or GUI switches.

Directive-driven synthesis

Mapping sum-of-products equations to the fewest number of logic cells may be a starting point for
FPGA synthesis, but more sophisticated software will also allow you, the designer, to direct the
synthesis process to achieve area or speed optimization globally or on particular portions of logic.
Directives, often in the form of attributes, command line switches, GUI options, or a synthesis tool
vendor's proprietary language, are most often used to control buffering of high fanout signals,
automatic floor-planning, and operator inferencing (also referred to as module generation). We
discussed fanout buffering above, and we will discuss automatic floor-planning and operator
inferencing in the sections to follow. Some vendors include additional directives, but the directives
that we will'discuss will likely provide the greatest impact without convoluting the synthesis and
place and route processes.

Automatic floor-planning

The "fitter" for an FPGA is a place and route tool. Whereas fitters for CPLDs often perform the
design optimization and partitioning, place and route tools typically do little, if any, logic



optimization. The synthesis tool will convert the VHDL description into logic equations and map
those equations into logic cells, specifying the interconnection of logic cells. That is, the synthesis
tool will create a device-specific netlist (a netlist that can be directly mapped to the device
architecture). The place and route tool must then place the logic cells and route them together and
with the /O to produce a design that meets the performance criteria. At this point, there is little that
the place and route tool can do (besides pack unrelated logic into the same logic cells) to affect
density. The synthesis tool, for the most part, dictates the number of logic cells that are required. One
exception is the ability of place and route tools to automatically add buffers.

Placing and Routing

Place and route tools do have a large impact on performance, however, because propagation delays
can depend significantly on how closely logic cells are placed to each other and which routing
resources are used to connect the logic cells. This is because to route a signal a long distance requires
a longer wire. This wire will have a larger total capacitance because of not only its length but also
incremental fuse capacitance if additional wires must be connected.

Many place and route tools use a process called simulated annealing to determine how to place logic.
In simulated annealing, the placer first places the logic cells (that are created and netlisted by the
synthesis tool) semi-randomly within the array of logic cell locations. (With the CY7C381A, there
are 96 logic cell locations in which the logic cells can be placed.) The placement is "semi-" random
because logic cells used to capture inputs or propagate outputs are usually given preference for
locations around the periphery of the logic cell matrix. The router determines the "cost" of routing
with the semi-random placement. The cost is typically estimated by determining how far signals
must travel and is a good determinant of speed. Next, the placer shuffles logic cells around, trying to
reduce the overall cost. If an exchange or movement of logic cell placement increases the cost, then
the logic cells are moved back to the original location. As long as the placer continues to make good
progress in reducing the cost, the process goes on. At some point, the placer determines that it is
asymptotically approaching an optimal placement. Usually depending on user settings for effort, the
placer eventually settles on a solution and begins the routing process. Routers typically try to choose
the type of routing resource that adds the least capacitance to a signal path.

Simulated annealing is quite successful with designs of 10K gates or fewer. However, with very

large devices, the large number of logic cell locations and the exponential number of combinations of
possible logic cell placements causes the simulated annealing approach to require too much time to
settle on an appropriate solution. A better approach exists: floor planning.

Floor planning is based upon the assumption that large designs are typically broken up into
functional units (e.g., a state machine, counter, comparator, controller, FIFO, etc.). An optimal
placement is one that keeps these functional units close together (rather than shuffling them together
and randomly placing the individual logic cells that make up these functional units). Functional units
may be locally optimized if a bounding box is specified. The relative placement of the logic cells
within these functional units may then be "frozen" and the functional units moved, as a whole, to the
portion of the FPGA that makes most sense. Obviously, if the functional block interfaces with the
chip I/O, then it should be placed near the periphery of the logic cell matrix. If it controls internal
logic, then it will likely be best placed internal to the matrix. After the global optimization process
places the functional units, routing may be performed.

With automatic floor-planning, units are identified as such (either because they are library
components, as in a schematic, an inferred module, or because a user attribute has been added,
indicating that certain signals are logically related and should therefore be placed in proximity to
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each other). Automatic floor-planning can greatly reduce the randomness of results when placing and
routing. It also enables the tool to come to optimal solutions quickly. Automatic floor-planning
requires tight coupling between the synthesis and place and route processes.

Ideally, designers like to be able to specify the required operating frequency, setup time, and clock-to-
output delay, and have the software tool synthesize, place, and route the design so that it meets those
specifications. The processes are called timing-driven synthesis and timing-driven place and route.
Floor planning is only an intermediate step in timing-driven place and route. It allows the designer to
provide clues to the software based on information that the designer has that software algorithms

may not be able to infer. As true timing-driven synthesis and place and route evolves, there will be
less of a requirement for user intervention. Today’s place and route technology is already at the state
where placing and routing are usually fully automatic; at times, they require direction.

Operator inferencing

Operator inferencing is the process by which a VHDL synthesis tool infers an operation from a
design description and produces an optimized component for that structure. This process is also
referred to as module generation.

Two components can be inferred from the following VHDL code fragment:

if a=b then

q <= q;
else

g <= X + v;
end if;

The synthesis software can infer from this code that an equality comparator should be instantiated for
"if a="1b" and an adder for "q <= x + y;". Operator inferencing produces the logic shown in Figure 8-
22. How is this different from not using operator inferencing to implement this design? Without
module generation, the synthesis tool would create a boolean equation for each bit of q and then map
that logic to the device architecture. Module generation enables arithmetic structures to be identified
and hand-tuned, vendor-specific macros to be implemented. The implementation of a few arithmetic
operators is examined later in this chapter.

X+y

Figure 8-22 Example result of operator inferencing
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Let's take another look at module generation. What logic do you suppose synthesis of the code in
Listing 8-13 produces?

library ieee;
use ieee.std_logic_1164.all;
entity cntlé is port{

clk, rst:in std_logic;

1d4: in std_logic;

d: in std_logic_vector (3 downto 0);

c: inout std_logic_vector(3 downto 0));
end cntlé;

architecture archentlé of cntlé is
begin
counter: process (clk, rst)
begin
if rst = '1l' then
¢ <= (others => '0');
elsif (clk'event and clk='1l') then
if 1d = '1l' then ¢ <= d; else ¢ <= ¢ + 1; end if;
end if;
end process counter;
end archcntl6;

Listing 8-13 Counter design; how does operator inferencing help
with the implementation of this design?

Does this code cause the compiler to infer, or identify, a 16-bit loadable counter? Most probably not.
To identify this as a 16-bit loadable counter requires more than operator inferencing; it truly requires
a robust module generator. We are not aware of any compilers or synthesis tools that recognize such
code as a 16-bit counter (i.e., that provide this level of module inferencing). One reason for the lack
of such tools is that VHDL permits a designer to write numerous possible constructs from which it is
extremely difficult for a tool to pick out regular components. Certajnly a tool can publish a list of
recognizable constructs, but this limits VHDL coders to strict templates, defeating the purpose of a
high-level description language. Such templates are not standard across tools. Instead of interpreting
the code of Listing 8-13 as a 16-bit loadable counter, most synthesis tools recognize the +1 adder
(incrementer), implementing the logic as in Figure 2-22, and then optimizing the logic as necessary.

We'll use the code of Listing 8-14 to illustrate the difficulty of inferring the optimal logic from a
high- level description:

library ieee;
use ieee.std_logic_1164.all;
entity wierdentl6é is port(
clk, rst:in std_logic;
en,up,by2,by3,by5:1in std_logic;
d: in std_logic_vector (3 downto 0);
c: inout std_logic_vector (3 downto 0));
end wierdcntl6;
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architecture archwierdcntl6é of wierdcntl6 is

begin
counter: process (clk, rst)
begin
if rst = '1l' then

c <= (others => '0');
elsif (clk'event and clk='1') then
if en = '1' then '
if up = '1l' then
if by2 = 'l' then
cC <= C + 2;
elsif by3 = 'l' then
c <= cCc + 3;

elseif by5 = '1' then
¢ <=c + 5;
else
c <= ¢ + d;
end if;
- elsif by2 = 'l' then

c <= c - 2;
elsif by3 = '1' then
¢ <=c - 3;
elsif by5 = '1' then
c <= ¢ - 5;
else
c <=c¢ - d;
end if;
else
c <= C;
end if;
end if;
end process counter;
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end archwierdentlé6;

Listing 8-14 A unique counter: Operator inferencing can identify
modules but not the optimal hand-tuned construct.

No compiler/synthesis tool today or in the near future will be able to produce the optimal
implementation for the wierdent16 of Listing 8-14 that is achievable by manual design. Instead,
operator inferencing produces an implementation similar to that in the example above. That is, the
+2, +3, +5, +d, -2, -3, -4, and -d adders and subtracters would be inferred and the results
multiplexed based on the values of en, up, by2, by3, and by5.

Previously, we mentioned that some synthesis tools use directives with operator inferencing. These
directives, sometimes in the form of attributes, are used to direct the implementation of a module. In
other words, there may be multiple possible implementations for a 16-bit +5 adder. You may want
this component to be optimized to be area efficient, speed efficient, or a balance of the two.
Directives can provide that level of control, enabling you to control the critical and noncritical .
portions of a design. The code of Listing 8-14, as ludicrous as it may seem, is instructive: the 16-bit
adder for "c + d" is the most comiplex logic, so the critical path in this circuit will be from the ¢
registers through this adder and back to the input of the c registers. Paths through the other adders
will not be nearly so complex. Therefore, while you may want to direct this adder to be speed
optimized in order to reduce the delay of the critical path, you will likely want to optimize the other
adders to be area efficient. Because they are not in the critical path creating speed-optimized
components would be of no advantage

Arithmetic Operations

The optimal implementation of an arithmetic component such as an adder, subtracter, magnitude
comparator, or multiplier is device dependent. An implementation strategy that produces an area
efficient and high performance solution for one architecture may not work well for another because
of the differences in macrocell or logic cell resources. We will examine 8-bit adder circuits for the
FLASH370 and pASIC380 architectures to identify differences in implementation.

With both CPLD and FPGA architectures, there may be multiple implementations that trade off area
efficiency for performance. Most synthesis tools use module generation in conjunction w1th
dxrectlves to choose an area-efficient or high-performance implementation.

Module generation typically overrides operators defined in functions. For example, the followmg
code is from Listing '1-11. This function overloads the + operator for bit_ vector operands. .

o g
-~ Add overload for:

-- In: bit_vectors.
-- Return: bit_vector.

FUNCTION "+" (a, b : BIT_VECTOR) RETURN BIT_VECTOR IS
VARI.ABLE s : BIT_VECTOR (a'RANGE);
VARIABLE carry : BIT;
VARIABLE bi : integer; -—- Indexes b.
BEGIN
carry := '0';

FOR 1 IN a'LOW TO a'HIGH LOOP
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FOR i IN a'LOW TO a'HIGH LOOP

bi := b'low + (i - a'low);
s (i) := (a{i) XOR b(bi)) XOR carry; .
carry := ((a(i) OR b{(bi)) AND carry) OR (a(i) AND b(bi))

END LOOP;

RETURN (s);
END "+"; -- Two bit_vectors.

An addition operation that uses this function for the implementation results in both an area-
inefficient and low-performance solution for both CPLDs and FPGAs. Take, for example, the
operation x <= a + b where a and b are bit_vectors. This implementation results in equations for x

and x; as follows:

Xy = ao({-)bo
X, = a @bl@aobo

For a CPLD with a macrocell that does not contain an XOR gate, the equations must be expanded as
follows:

Xy = aobo + aobo

C Xy = ajapb; +ajayb, +alblbo+a1b1b0+ala0b1bo+a1aob1b0

As the size of a and b increases, the expansion of the XOR results in an exponential increase in
product term requirements. The large number of product terms requires not only several levels of
logic but also several macrocells in order to split product terms over multiple levels. At some point, it
is better to implement the adder as a ripple-carry adder.

The full adder, as shown in Figure 8-24, is the basic building block of a ripple adder. The carry-out
of one full-adder is used as the carry-in of the next stage of the adder (Figure 8-25). Rather than
expanding the expression for the carry, the carry expression is forced to a macrocell. This
implementation limits the number of product terms that are required (and therefore also the number
of macrocells), but it increases the propagation delay. One level of logic is required for each bit of
the adder. Further trade-offs between performance and area can be made with ripple adders by using
2-bit and 3-bit group adders (Figure 8-26). Group adders limit the number of carry terms, and, hence,
increase the levels of logic and propagation delay (as long as the sum and carry terms do not require
multiple passes).

An alternative to ripple-carry adders is carry look-ahead adders (Figure 8-27). Group adders are
created with carry generate terms and carry propagate terms. A carry generate term indicates that the
group has created a carry into the next group. A carry propagate term indicates that the group will

produce a carry into the next group if there is a carry into the current group.

For the pASIC380 architecture, the ripple carry adder may be an area-efficient adder, but a carry
select adder provides the best performance (see Figure 8-28).
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Figure 8-26 2-bit and 3-bit group adders

Although it may be obvious, it is worth reiterating that an optimal solution is based on an area or
performance goal and is device dependent.
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Implementing the Network Repeater in an 8K FPGA

Load limiting is perhaps the most prevalent design issue for designers using any FPGA. In the design

of the network repeater, several signals have high fanouts. Automatic or directive-driven buffer

SUM(0)

generation can alleviate some of the performance problems associated with fanout. Buffer generation

can be a step in the synthesis or place and route process as long as the interface between the
processes is well defined. The following is a list of buffers created for the repeater design if the

maximum load is set at 13:

[max_load =
[max_load =

[max_load

[max_load =
[max_load =
[max_load =

[max_load

[max_load =
[max_load =
[max_load =
[max_load =

13,
13,
13,
13,
13,

fanout =

fanout
fanout
fanout
fanout
fanout
fanout
fanout
fanout

fanout
fanout =

Created
Created
Created
Created
Created
Created
Created
Created
Created
Created
Created

buffers
buffers
buffers
buffers
buffers
buffers
buffers
buffers
buffers
buffers
buffers

[Duplicate]
[Duplicate]
[Duplicate]
[Duplicate]
[Duplicate]
[Duplicatel
[Duplicate]
[Duplicate]
[Duplicate]
[Normal ]
[Normal ]

for
for
for
for
for
for
for
for
for
for
for

'rxclk"
'WFAC17'
'WFAC18'
'WFAC19'
'WFAC20"
'WFAC21"
'WFAC22'
'WFAC23'
'"WFAC24"'
'carrier'

'ud_symbolcount_0"
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for 'u5_state3SBV_0'
for 'u5_state3SBV_1'
for 'uS_state3SBV_2'
for 'u6_collisiond'
for 'collision_OUT'

[max_load = 13, fanout = 19] Created 2 buffers [Normal
[max_load = 13, fanout = 15] Created 2 buffers [Normal
[max_load = 13, fanout = 16] Created 2 buffers [Normal
[max_load = 13, fanout = 48] Created 4 buffers [Normal
[max_load = 13, fanout = 20] Created 2 buffers [Normal

[P

‘While buffering may solve the performance problem for many signals, there may be critical portions
of a circuit that require further optimization to ensure that performance objectives are met.
Introducing pipeline stages may be required to reduce the number of levels of logic between registers
and maintain performance. The outputs of the arbiter have been pipelined because the collision and
carrier signals are used in several design units and propagate through several levels of logic if the
pipeline is absent. In a design such as that of the repeater, pipeline registers may be added for some
signals (e.g., jabber_bar, partition_bar) without having to add pipeline registers for the others to
keep synchronization if the synchronization is not important. In the case of jabber_bar, the signal
can be asserted for a range of counter values, so adding a pipeline register will not affect the function
of the design.

The common outputs (e.g., txdata, idle, jam) for the core controller state machines are all generated
from the third state machine. This unnecessarily places a higher load on the state registers for the
third state machine. Since the common outputs can be decoded from any of the state machines and
all state machines must run at 25 MHz, it may make sense to balance the loading of all state machine
registers. Of course, the state machines should be one-hot designed for maximum performance.
Although, a performance comparison of a fault-tolerant, one-hot encoded state machine versus a
sequentially encoded state machine may prove that one is not better than the other.

Special purpose pads can aid in the performance of a design. The pASIC380 has two clock pads and
six high-drive pads. Signals assigned to a clock pad make use of a high-performance, low-skew clock
distribution tree. Clocks on one of these trees can be propagated to all logic cells in about 5 ns with a
skew of about 1 ns. A system-wide clock that does not use a clock distribution tree has a
considerably larger distribution time. With this design, the system clock is the transmit clock. The
clock distribution tree may also be used for the sets and resets of flip-flops. The reset in this design
has a fanout of 343, so the clock distribution tree is the best choice.

High-drive inputs provide about twice the internal input driving current of normal I/Os configured as
inputs. High fanout signals coming from off chip should make use of these special purpose pads.
Following is the list of automatic pad selection: ,

Created CLKPAD for signal 'reset'’

Above signal drives 0 Clocks, 343 Set/Resets. Total = 343
Created CLKPAD for signal 'clk’

Above signal drives 294 Clocks, 0 Set/Resets. Total

And 1 other inputs (active high).

Above signal consumed 1 express wire
Created HDIPAD for signal 'rxd5'

Above signal drives 0 Clocks, 0 Set/Resets, 8 other inputs. Total = 8
Created HD1PAD for signal 'rxd4'

Above signal drives 0 Clocks, 0 Set/Resets, 8 other inputs. Total
Created HD1PAD for signal 'rxd3'

Above signal drives 0 Clocks, 0 Set/Resets, 8 other inputs. Total = 8
Created HD1PAD for signal 'rxd2'
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Above signal drives 0 Clocks, 0 Set/Resets, 8 other inputs. Total = 8
Created HD1PAD for signal 'rxdl®

Above signal drives 0 Clocks, 0 Set/Resets, 8 other inputs. Total = 8
Created HD1PAD for signal 'rxd0'

Above signal drives 0 Clocks, O Set/Resets, 8 other inputs. Total = 8

Gated clocks are used with the FIFO. To ensure a small lock delay and clock skew, floor planning is
likely required for the FIFO. Simulated annealing may not find the optimal placement for the FIFO
registers. The optimal placement of the flip-flops making up the FIFO is one on top of the other
(because outputs of the pASIC logic cell feed back to the left side of the logic cell where the vertical
routing channel is). Placing each of the registers (six flip-flops) in a vertical column ensures that the
gated clocks need to route to only one column per register.

Resource estimations are somewhat more difficult to make for FPGAs than for CPLDs because the
logic cells contain less logic on average than a macrocell and its associated product terms. An
estimation of the logic cell count follows:

eclockmux8 (37)
» 27 for registers and the enable equations
* 9 for the clock selection
e 1 for rxclk
earbiter8 (13)
* 11 for registers
* 1 for the collision signal
« 1 for the carryin signal
*FIFO (110)
* 48 for eight 6-bit registers for the FIFO
* 6 for the counters (read and write pointers)
» 48 for six 8-to-1 FIFO output multiplexers
« 8 for the decoding of the write pointer
esymbolmux (24)
* 3 for the symbol counter
* 6 for the output registers
« 12 for the output multiplexers (2 for each line)
* 3 for symbolend signals
score controller (47)
* 4 for synchronization of inputs
* 3 for synchronization of internal signals
* 10 for the counter
« 25 for the three state machines
« 5 for the outputs
eport controller (8 x 40 = 320)
* 6 for synchronization of inputs
* 2 to synchronize internal signals
* 19 for the three counters
« 8 for the one-hot state machine
« 5 for output signals

The estimation total is 551 logic cells, not accounting for additional logic cells needed for buffering.
After place and route, the total logic cell count is listed as 604, which is within reach of our
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estimation. Performance is difficult to estimate. The post-place-and-route, worst-case delays for
register-to-register operation is shown in Figure 8-29. The worst-case delay of 36.5ns will support 40

MHz operation.
‘ - . .

=l o o e

e T T |
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Figure 8-29 Worst-case register-to-register delays

In the next chapter, we will create a test bench to simulate a model of the circuit produced from the
place and route software that models the design with timing information.

Preassigning pinouts

At the beginning of our FPGA case study, we implied that there are many fewer problems with
fitting designs in FPGAs. While this is generally true because there are usually fewer restrictions on
how device features are used, some FPGAs are better than others in this respect, and this affects
whether or not you will want to assign the pinout so that you can begin your board layout to reap the
benefits of concurrent engineering. Always check vendor claims before pursuing a board design
before you have placed and routed your design in the FPGA. Antifuse FPGAs tend to have better
routing ability because more routing wires can be added at a lower cost to the vendor. This results in
devices that are inherently very routable. Refer to chapter 2, “Programmable Logic Primer” for a
discussion of different FPGA technologies.



To use a CPLD or FPGA?

Exercises

Different designs perform better in one device architecture over another. In general, register-
intensive designs are best suited to FPGAs, but the best way to determine which device architecture
works best is to synthesize the logic for both architectures and compare the results. The important
thing to keep in mind is the available resources in a device and how these resources can be used.

1. Determine if the following designs can fit ina 22V10:
(a) an 8-bit loadable counter
(b) an 11-bit counter
(c) a 4-bit counter that asynchronously resets to 1010
(d) the memory controller of chapter 5?7

2. In Figure 8-1, if the second macrocell from the top is allocated eight product terms, how many
unique product terms may be allocated to the macrocell directly above and below?

(a) What if 10 product terms were allocated to the second macrocell?

(b) 12 product terms? (c) 16 product terms?

3. The OE product terms in a CY7C371 do not have polarity control. How would (¢ AND b) and (a
OR b) differ as enabling conditions when fitted? Compare resource usage and timing.

4. Implement a 12-bit adder in the CY7C371 and the CY7C381. In both cases, optimize for speed,
and then optimize for area. Compare all of the results.

5. Design the 28-bit loadable counter described below in-the CY7C371.

Implementing a 28-bit loadable counter in a 32-macrocell device that can have 36 inputs into each
logic block can present a design obstacle. Typically, counters are implemented with T-type flip-
flops. The least significant flip-flop toggles every clock cycle, and all subsequent bits toggle only
when all of the lesser significant bits are a "1" (for example, the count transitions to "1000" only
when all lesser significant bits are "1," as in "0111"). Thus, the most significant (the 28th) bit of a 28-
bit counter will toggle only when ail of the lesser significant bits are a "1." To determine if all are a
"1," an AND gate is used. But you will not be able to simply place the 16 least significant counter
bits in one logic block and the remaining twelve in the other logic block. This would require too
many inputs to the second logic block: 28 for the counter bits, another 12 for the load inputs, and a
few others for control—more than the allowed 36 inputs. However, the counter can still fit into the
device, but (1) only the first 15 bits of the counter can be implemented in the first logic block and (2)
a token must be passed from the first logic block to the second, indicating to the second logic block
when the AND of the first 15 bits is a "1" (see Figure 8-30). This is, in effect, a cascading of AND
gates wherein a 15-input AND gate in the first logic block is cascaded with other AND gates (a 12-
input AND gate for the most significant bit) to enable the toggling of the upper 13 counter bits. This
token passing scheme in which AND gates are cascaded requires two passes through the product
term array. The delay associated with the second pass can be eliminated by producing a token that is
registered and for which a ’1” is on the output of the flip-flop one clock cycle before all bits are a

b 1 . k4

6. Discuss the merits and demerits of using the attribute ‘synthesis_off’.
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Figure 8-30 A 28-bit counter must use a token (cascaded AND gate) so as not to
require more than 36 inputs to the logic block.

7. Between the three issues a designer has to keep in mind when targeting a VHDL code to a specific
device, which do you think is of prime importance? Justify. Add some other concerns one should be
aware of?

8. What are the typical resource constraints that a designer has to keep in mind while targeting
CPLDs?

9. What are the typical resource constraints that a designer has to keep in while targeting FPGAs?

10. What are the typical issues that a designer has to keep track of, when migrating a design in a
CPLD to a FPGA and vice versa?

11. How would you implement your counters in CPLDs to bring down your Product term count?

12. Discuss the tradeoffs you would consider in using a synchronous or an asychronous reset for state
machines.

13. Would a CPLD fitter handle a design better if:
a) Signals are assigned‘to specific pins and specific buried macrocells
b) Signals are assigned to specific pins and buried macrocell assignments are floated

c¢) Signal assignments are floated and buried macrocell assignments are specified
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d) Some of the signals are assigned to pins and buried macrocells and others are floated

e) Pin and buried macrocell assignments are floated

14. Given that the final implementation of a design is device specific, discuss the issues involved in
the portability of VHDL designs over different FPGA and CPLD vendors. What all should you
ensure to make your code portable across different vendors?

15. Create a scheme of your own to achieve product term (asynchronous) clocking in Frask 370
CPLDs.

16. If you were to write a place and route tool for the pASIC FPGAs, what constraint swould you be
dealing with? How would you prioritize them?
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9 Creating Test Fixtures

The focus of this text has been to assist readers in writing VHDL code that can be efficiently
synthesized for use with programmable logic. The intended audience has been those interested in
VHDL as a design language, rather than those interested in VHDL as a language for modeling
devices and systems. (However, much of the content of the previous chapters is directly applicable to
modeling.) Nonetheless, the code that a designer writes can be used as a model—it is a model of the
functionality of the design. Because the code is a model, it can be simulated with VHDL simulation
software.

The ability to simulate a VHDL model can greatly increase design efficiency: It allows for the
functional verification of a design before synthesis and place and route. The synthesis and place and
route processes can consume anywhere from less than a minute to several hours, depending upon the
size of the design and efficiency of the software. Because the initial synthesis and place and route
may not yield the required performance and resource utilization goals, subsequent runs of the
synthesis and place and route software may be required. If functional verification is not completed
until after iterations of synthesis and place and route, then the time spent may have been wasted—a
design error (especially one that significantly changes the design) may require further iterations of
synthesis and place and route. Simulation of a VHDL model can bring out design errors at a much
earlier stage of the design process, allowing design errors to be corrected before synthesis and place
and route.

Most VHDL simulators (i.e., VHDL simulation software) allow real-time interaction—values of
inputs can be assigned, simulation time can be executed, and the values of outputs can be inspected
by looking at waveforms. This cycle can be repeated until the designer is satisfied that the model
functions as expected. Alternatively, a test fixture (test bench) can be used to verify the design’s
functionality. A test fixture allows input test vectors to be applied to the design (unit under test) and
output test vectors to be either observed (by waveform) or recorded in an output vector file. Test
fixtures provide advantages over interactive simulation: (1) A test fixture allows the input and output
test vectors to be easily documented. (2) This in turn provides a more methodical approach than
relying on interactively entering and inspecting test vectors. (3) Once the test fixture has been built
and the test vectors defined, the same functional tests can be repeated during iterations of design
changes. That is, little time is required after a design change to rerun tests. (4) The same test fixture
used to verify the functionality described in the VHDL source code can be used to verify the
functionality and timing described by a post-fit model, as described further in the following
paragraph.

Many fitters and place and route tools produce VHDL models of a device with a given fit or place
and route. These models are representations of a design as fitted in the device architecture. The actual
model bears little resemblance to the code written by the designer (the source code). Instead, these
models typically consist of component instantiations of device architecture features and signals
connecting the components. The models also usually have timing information so that a simulation
run can detect setup violations, and outputs can be observed to propagate according to the device AC
timing specifications. These models will have the same I/O as the original source code, so the same
test fixture used to evaluate the functionality of the design source code can be used to verify both the
functionality and the timing of the post-fit model.
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Creating a Test Fixture
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We will create a test fixture for use with the 3-bit counter of Listing 9-1.

library ieee;
use ieee.std_logic_1164.all;
package mycntpkg is
component count port(clk, rst: in std_logic;
cnt: inout std_logic_vector(2 downto 0));
end component;
end mycntpkg;

library ieee;
use ieee.std_logic_1164.all;
entity count is port(clk, rst: in std_logic;
cnt: inout std_logic_vector (2 downto 0));
end count;

use work.std_math.all;
architecture archcount of count is
begin
counter: process (clk, rst)
begin
if rst = '1l' then
cnt <= (others => '0');
elsif (clk'event and clk= '1l') then
cnt <= cnt + 1;
end if;
end process;
end archcount;

Listing 9-1 Source code of a 3-bit counter

The entity/architecture pair for count must be declared as a component so that it can be instantiated
as the unit under test in the test fixture.

Listing 9-2 is the text fixture that can be used with the source code and with the post-fit model. In
this listing, we include the test vectors for the unit under test in the source code of the test fixture.

The entity declaration for testcnt does not include any ports because there are not any inputs or
outputs to the test fixture—it is self-contained. Signals are declared for each port of the unit under
test. We choose signal names that match the formal signal names of the component. The type
test_vector is defined as a record. Each test_vector has elements for the clk, rst, and cnt signals. The
type test_vector_array is defined as an array of test_vector. A constant, test_vectors, is defined to be
of the type test_vector_array, and its value defines the set of test vectors to be applied to the unit
under test as well as the expected output.

The count component is instantiated as the unit under test. Inside a process, a loop is used to
sequence through the test_vectors array. For each vector in the array, the clock and reset stimulus are
assigned to the clk and rst signals. Because the assignments are to signals, the assignments are not
immediate. Rather, the signal assignments are scheduled. The signals assume the values of the
present value of the variables only at the end of the process or if any simulation time transpires. In
this case, the very next statement calls for 20 ns of simulation time to elapse. But before any



simulation time elapses, all signals that are not explicitly initialized are by default initialized to the
"LEFT value (for std_logic that’s the "U’, uninitialized, value), and signals are evaluated. Thus, the
counter process is executed once before any simulation time: Because neither the IF nor ELSIF
condition is true, the value of cnf remains "UUU" (all array elements uninitialized). The statement,
"wait for 20 ns;" causes the clk and rst signals to assume the values that were scheduled after 0 ns of
simulation time elapses. The changes in values for clk and rst cause the counter process to execute
once again. This time cnt is assigned "000" as a result of rst being ’1’. Twenty nanoseconds elapse,
and then the value of cnt is compared with the expected result (vector.cnt). If cnt is not its expected
value, then the assertion statement causes the simulation software to issue a report: "cnt is wrong
value". The report is issued if the assertion statement is false. The assertion is hard-coded as false,
because the comparison of cnt to the test vector was accomplished with an IF-THEN construct. An
unexpected value of cnt also causes the variable errors to be asserted. The loop continues for the
remainder of the vectors following the sequence of events described above with the exception of
initialization. Once the loop has ended, two mutually exclusive assertion statements are evaluated. If
the value of errors is false, then the report "Test vectors passed.” is issued; otherwise, the report
"Test vectors failed." is issued.

library ieee;
use ieee.std_logic_1164.all;

entity testcnt is
end testent;

use work.mycntpkg.all;

architecture mytest of testent is
signal clk, rst: std_logic;
gignal cnt: std_logic_vector (2 downto 0);
type test_vector is record

clk: std_logic;
rst: std_logic;
cnt: std_logic_vector (2 downto 0);

end record;
type test_vector_array is array(natural range <>)

constant test_vectors:

of test_vector;

test_vector_array := (

-- reset the counter
(clk => '0', rst => '1', ent => "000"),
(clk => '1', rst => '1l', cnt => "Q00"),
(clk => '0', rst => '0', cnt => "000"),

-- clock the counter several times
(clk => '1l', rst => '0', cnt => "001"),
(clk => '0', rst => '0', cnt => "001"),
(clk => '1', rst => '0', cnt => "010"),
(clk => '0', rst => '0', cnt => "010"),
(clk => '1', rst => '0', cnt => "011"),
(clk => '0', rst => '0', cnt => "011"),
(clk => '1', rst => '0', cnt => "100"),
(clk => '0', rst => '0', cnt => "100"),
(clk => '1', rst => '0', cnt => "101"),
(clk => '0', rst => '0', cnt => "101"),
(clk => '1', rst => '0', cnt => "110"),
(clk => '0', rst => '0', cnt => "110"),
(clk => '1', rst => '0', cnt => "111"),
(clk => '0', rst => '0', cnt => "111"),
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(clk => '1', rst => '0', cnt => "000"),
(clk => '0', rst => '0', cnt => "000"),
(clk => '1', rst => '0', cnt => "0Q01"),
(clk => '0', rst => '0', cnt => "001"),
(clk => '1', rst => '0', cnt => "010"),
-- reset the counter
(clk => '0', rst => '1', cnt => "000"),
(clk => '1', rst => 'l', cnt => "000"),
(clk => '0', rst => '0', cnt => "000"),
-- clock the counter several times
(clk => '1', rst => '0', cnt => "001"),
(clk => '0', rst => '0', cnt => "001"),
(clk => '1l', rst => '0', cnt => "010")
(clk => '0', rst => '0', cnt => "010")

’

);
begin
~- instantiate unit under test
uut: count port map(clk => clk, rst => rst, cnt => cnt);

~- apply test vectors and check results
verify: process
variable vector: test_record;
variable errors: boolean := false;
begin
for i in test_vectors'range loop
-- get vector i
vector := test_vectors(i);

-- schedule vector i
clk <= vector.clk;
rst <= vector.rst;

-- wait for circuit to settle
wait for 20 ns;

-- check output vectors
if cnt /= vector.cnt then
assert false
report "¢nt is wrong value ";
errors := true;
end if;
end loop;

-- assert reports on false

assert not errors
report "Test vectors failed."
severity note;

assert errors
report "Test vectors passed."
severity note;

wait;

end process;
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end;

Listing 9-2 Design used to run test vectors

The unit under test was instantiated with the actuals associated with the formals by using named
association rather than by positional association. This was done so that the component of the post-fit
model, which will not likely have the ports listed in the same order, can be instantiated in the same
test fixture.

Sometimes, it will be easier to simply apply the input test vectors and observe the output vectors in a
waveform. However, you may want to record these output vectors and compare the results of
simulating the source code with those of the post-fit model. Also, if you will need to apply a large
number of vectors, then you will likely not want to list those vectors in the source code. Instead, you
may want to list the vectors in a file and read them into the source code. This approach also allows
you to use the same test fixture to run multiple tests simply by changing the file.

Eight procedure calls will be used to read in a line from a file, read std_logics or std_logic_vectors
from a line, write std_logics or std_logic_vectors to a line, and write a line to a file. The procedure
declarations for these functions are:

procedure Readline (F:in Text; L:out Line);
procedure Writeline(F:out Text; L:in Line);
procedure Read (L: inout Line; Value: out std_logic; Good: out boolean);
procedure Read (L: inout Line; Value: out std_logic);
procedure Read (L: inout Line; Value: out std_logic_vector;
Good: out boolean) ;
procedure Read (L: inout Line; Value: out std_logic_vector);
procedure Write (L: inout Line; Value: in std_logic;

Justified:in Side := Right; Field: in Width := 0);
procedure Write (L: inout Line; Value: in std_logic_vector;
Justified:in Side := Right; Field: in wWidth := 0);

The first procedure declaration is for a procedure that reads in a line from a file. The second is for a
procedure that writes a line to a file. These two procedures are from the TEXTIO package that is
defined by the IEEE 1076 standard.

The third procedure declaration is for a procedure that attempts to read a std_logic value from the
beginning of the line. If the value is a std_logic_value, then good returns the value true; otherwise, it
returns the value false. The fourth procedure declaration is for a procedure that reads a std_logic
value from a line. The next two procedure declarations are for procedures that perform the same jobs
for std_logic_vectors. The two write functions are for writing std_logics and std_logic_vectors to a
line.

Unfortunately, whereas there are standard read and write procedures for characters, strings, and bits,
there are not (as of yet) standard procedures for the last of the six procedure declarations listed
above. We have overloaded the standard procedure calls with ones for std_logics and
std_logic_vectors. The content of these procedures is listed at the end of the chapter. For now, we
can proceed with generating a test fixture for the state machine of listing 5-2 from chapter 5. We will
reference the above procedures in the design of our test fixture by including a USE clause.

We would like to place the following test vectors in a file and apply them to the memory_controller.
Some of the inputs are the don’t care value *-’.
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-- test vectors for memory controller

reset
1

OO OO OO0 O0O0ODO0OO0OO0OCOOOOKFFOODODODODODOODODOOCOOOODODOOODOOOOODOODOOCOOOCOORE

r

OO OO OO0 O0 OO0 ODO0OOROODODORPROOCOCODOOOFRPROODOODOODOOODOHOOODODOORFOOOOON

w

ready
0

PO OO0 QORRPRFRPPRPPRPPPOORPPRPOOPFPOORPRODODOOOOORPRRPORPRRPOODORPEEROREOOOOO

burst
0

OOOOOOOOOOOOOO!—‘OOOD'—‘OOOOOOOOOOOOOOOOO!—‘OOOOO)OOI—‘OOOOO

bus_id
00000000
00000000
00000000
00000000
10101010
10101010
10101010
10101010
10101010
10101010
10101010
11110011

00111011
00111011
00111011
11110011

00111011
00111011
00111011
00111011
11110011
11110011
11110011
11110011
11110011
11110011
11110011

reset
reset
reset
wrong
wrong
wrong
wrong
wrong
wrong
wrong
wrong
right
go to

address

address |

address

address

address

address

address

address

address, go to decision
readl

stay in readl, not ready

go to
go to

read2, it's a burst
read3

stay in read3, not ready

go to
go to
wrong
wrong
wrong
right
go to

read4

idle

address

address

address

address, go to decision
readl

stay in readl, not ready
stay in readl, not ready

go to
right
go to
go to
right
go to
go to
go to
reset
right
go to
go to
go to
go to
go to
wrong
wrong
wrong
wrong
right
go to

idle

address, go to decision
write ’

idle

address, go to decision
readl

read2, it's a burst
read3

-- go to idle

address, go to decision
readl

read2, it's a burst
read3

readd

idle

address

address

address

address

address, go to decision
write

stay in write, not ready
stay in write, not ready
stay in write, not ready
stay in write, not ready

go to

idle

The test fixture for the memory controller is shown in Listing 9-3. Signals are declared to match the
ports of the unit under test. This time, the clock is initialized to 0 because we will be controlling the



clock from within the test fixture rather than from vectors. The unit under test is instantiated, and a
process is used to read in vectors, apply the vectors, and control clocking. The procedure calls expect
variables in the port maps, so variables are declared to match the signal names of the component
ports. As long as the file is not empty, a line is read from the input vector file. A character is taken
from the beginning of the line and placed in the variable ch. If the attempt to read the first value of
the line does not return a valid character, or if the character is not a tab, then the next iteration of the
loop starts. If the line starts with a tab character, then the next value is read. It is expected to be a
std_logic value, so it is taken from the line and placed into the variable vreset. If the value is not a
std_logic, then the next iteration of the loop begins. If it is a std_logic, then we are confident that we
have found a line containing a test vector. Tab characters and vector elements are read, according to
the test vectors listed above. )

After reading in the test vector, we force 10 ns of simulation time before scheduling the inputs. We
want to apply the vectors 10 ns before the rising edge of the clock. If the clock has a 40 ns clock
period, and the clock starts out at 0, then we want to wait 10 ns, apply the vectors, wait 10 ns, clock
the circuit, wait for 20 ns (for a 50% duty cycle clock), and transition the clock back to 0 before
reading in the next vector. We will record the present outputs 10 ns before the rising edge of the
clock.

~- test fixture for memory controller
-- reads file "memory.inp" ; writes file "memory.out"

entity test_fixture_of_memory is end;

library ieee;
use ieee.std_logic_1164.all;
use std.textio.all;
use work.myio.all;
use work.memory_pkg.all;
architecture testmemory of test_fixture_of_memory is
signal clk: std_logic := '0';
signal reset, read_write, ready, burst, oe, we : std logic;
signal bus_id: std_logic_vector (7 downto 0);
signal addr: std_logic_vector (1l downto 0);
begin
-~ instantiate the unit under test
uut: memory_controller port map (
reset => reset,
read_write => read_write,
ready => ready,
burst => burst,
clk => clk,
bus_id => bus_id,
oe => oe,
we => we,
addr => addr );

test: process
file vector_file : text is in "memory.inp";
file output_file : text is out "memory.out";
variable invecs, outvecs : line;
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variable good : boolean;
variable ch : character;
variable vbus_id: std_logic_vector (7 downto 0);
variable vreset, vread_write, vready, vburst : std_logic;
variable out_vec: std_logic_vector{3 downto 0);
begin
while not endfile(vector_file) loop
-- read a line from the file
readline(vector_file, invecs);

--gskip line if it does not begin with a tab
read(invecs, ch, good);
if not good or ch /= HT then next; end if;

-- skip line if next value is not a std_logic
read(invecs, vreset, good);
next when not good;

-- found a vector

-- read vreset, vread_write, vready, vburst, vbus_id
-- with tabs in between
read (invecs,ch);
read(invecs,vread_write) ;
read (invecs,ch);

read (invecs, vready) ;

read (invecs,ch) ; L
read{invecs, vburst) ;
read(invecs,ch);

read (invecs, vbus_id) ;

-- wait for 10 ns before scheduling the vector (we want
-- to introduce skew between the vectors and clock edges)
wait for 10 ns;

-- schedule vectors

reset <= vreset;
read_write <= vread_write;
ready <= vready;

burst <= vburst;

bus_id <= vbus_id;

-- apply vectors with plenty of setup time

-- also, record the current output vector

-~ we will record output vectors 10 ns before rising

-- edge of clock for each clock cycle

wait for 10 ns;

out_vec := oe & we & addr;

write(outvecs, out_vec); writeline(output_file, outvecs):;

-~ schedule and execute clock transition
clk <= not (clk);

wait for 20 ns;

-- schedule and ensure execution of next clock transition
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clk <= not (clk) after 0 ns;
end loop;

assert false REPORT "Test complete";
end process;
end;

Listing 9-3 Test fixture for memory controller

The signals could have been scheduled by appending the words "after 10 ns" to the assignment
statement, but since we need to record the outputs at same time that we are scheduling the inputs, we
used the simple WAIT statement.

The output vectors are stored in a file called "memory.out"; presynthesis simulation results can be
compared with post-layout simulation results by comparing the output files. On a UNIX system, the
"diff" command can be used to ensure that the contents of two files are the same .

Overloaded Read and Write Procedures

The following are the overloaded read and write procedures used in the test fixture above. The
procedures are overloaded for the type std_logic. Keep an eye on the World Wide Web (http:/
www.vhdl.org) for upcoming standard read and write procedures.

library ieee;
use ieee.std_logic_1164.all;
use std.textio.all;

package myio is
procedure Read (L: inout Line; Value: out std_logic; Good: out boolean);
procedure Read (L: inout Line; Value: out std_logic);
procedure Read (L: inout Line; Value: out std_logic_vector; Good: out
boolean) ;
procedure Read (L: inout Line; Value: out std_logic_vector);
procedure Write (L: inout Line; Value: in std_logic;
Justified:in Side := Right; Field: in Width := 0);
procedure Write (L: inout Line; Value: in std_logic_vector;
Justified:in Side := Right; Field: in Width := 0);
end myio;

package body myio is

procedure Read (L: inout Line; Value: out std_logic; Good: out boolean)
is
variable temp: character;
variable good_character: boolean;
begin
read (L, temp, good_character);
if good_character = true then

good := true;
case temp is
when 'U' => value := 'U‘';

when 'X' => value := 'X';
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when '0' =>
when '1l' =>
when 'Z' =>
when ‘W' =>
when 'L' =>
when 'H' =>
when '-' =>
when others

end case;
else
good := false;
end if;
end Read;

value
value
value :=
value :=
value :=
value :=
value :=
=> good :

0
111;
A
W'
'L
'H';

procedure Read (L: inout Line; Value:
variable temp: character;
variable good_character: boolean;

begin

read(L, temp,

if good_character =
case temp is

when 'U' =>
when 'X' =>
when '0' =>
when '1l' =>
when 'Z' =>
when 'W' =>

when 'L' =>
when 'H' =>
when '-' =>
when others => value
end case;
end if;

end Read;

true then

value :=
value :=
value :=
value :=
value :=
value :=
value :=
value :=
value :=

= U

good_character) ;

r

false;

out std_logic) is

U
"X
Q'
111;
A
W'
"Lt;
'H';

procedure Read (L: inout Line; Value:

boolean) is

variable temp:

variable good_string: boolean;

begin
read (L,

temp,

good_string);

if good_string = true then

good

:= true;

for i in temp'range loop
case temp(i) is

when
when
when
when
when
when
when
when
when

g
X
0
N
A
W
L
Ty

=> value(i)
=> value (1)
=> value (i)
=> value (i)
=> value(i)
=> value (i)
=> value (i)
=> value (i)
=> value (i)

= U
= "X
= 10
= 10
A
= W'
= 'L';
:= 'H';

string(value'range) ;

out std_logic_vector; Good:

out



when others => good := false;
end case;
end loop;
else
good := false;
end if;
end Read;

procedure Read (L: inout Line; Value: out std_logic_vector) is
variable temp: string(value'range);
variable good_string: boolean;
begin
read (L, temp, good_string);
if good_string = true then
for i in temp'range loop
case temp (i) is

when 'U' => value(i) := 'U';
when 'X' => value(i) := 'X';
when '0' => value(i) := '0';
when '1l' => value(i) := '1';
when 'Z' => value(i) := 'Z';
when 'W' => value(i) := 'W';
when 'L' => value(i) := 'L';
when 'H' => value(i) := 'H';
when '-' => value(i) := '-';
when others => exit;
end case;
end loop;
end if;
end Read;

procedure Write (L: inout Line; Value: in std_logic;
Justified:in Side := Right; Field: in Width := 0)

is
variable write_value: character;
begin
case value is
when 'U' => write_value := 'U';
when 'X' => write_value := 'X';
when '0' => write_value := '0';
when 'l' => write_value := '1';
when 'Z' => write_value := 'Z';
when 'W' => write_value := 'W';
when 'L' => write_value := 'L';
when 'H' => write_value := 'H';
when '-' => write_value := '-';
end case;

write (L, write_value, Justified, Field);
end Write;

procedure Write (L: inout Line; Value: in std_logic_vector;
Justified:in Side := Right; Field: in Width := 0) is
variable write_value: string(value'range);
begin
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for i in value'range loop
case value(i) is

when 'U' => write_value(i) := 'U';
when 'X' => write_value(i) := 'X';
when '0' => write_value(i) := '0';
when 'l' => write_value(i) := '1';
when 'Z' => write_value(i) := 'Z';
when 'W' => write_value(i) := 'W';
when 'L' => write_value(i) := 'L';
when 'H' => write_value(i) := 'H';
when '-' => write_value(i) := '-';
end case;
end loop;
write(L, write_value, Justified, Field);
end Write;
end myio;

1. List the advantages of using test fixtures.
2. Create a comprehensive test fixture for a 16-bit carry-lookahead adder.

3. Create a comprehensive test fixture for a 8-bit updown counter with three-state outputs. Verify the
functionality of the counter with your test fixture. Ensure that your test fixture has the ability to

evaluate setup time violations.

4. Survey the EDA industry for companies that support test fixtures for VHDL designs.

5. If you were to write an automated test fixture software to verify the functionality of a design, how
would you go about it? What basic features would it include? '
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Appendix A—Glossary

actual —a signal name in the port map of a component instantiation that has been declared at the
current level of hierarchy. The signal that is being mapped to a port of a component. Actuals are
required in every component instantiation. See formal.

antifuse — whereas a fuse provides an electrical connection of wires that is initially intact, broken
only after a programming voltage is applied across the fuse, an antifuse is an interconnection
between wires that is initially broken and formed only after a programming voltage is applied across
the antifuse.

architecture — the section of a VHDL description that describes the behavior or structure of the
circuit that is defined by the entity. An entity must be paired with at least one architecture for a
complete circuit description. See entity.

ASIC - stands for application specific integrated circuit. A semiconductor device that is custom
made to perform a dedicated function. ASICs are not field programmable and must be manufactured
specifically for a given application. Development of an ASIC typically requires an NRE, and the
manufacturing of prototype devices can take multiple weeks. See NRE.

component — a declaration of an entity/architecture pair as a unit which can be instantiated in other
designs, or another portion of a design. See entity, architecture.

constant declaration — a VHDL construct that defines a data object to hold a constant value.

die — the physical emiconductor silicon device found inside a device’s packaging. Multiple silicon
devices are formed on a single silicon wafer that is then cut into individual die for packaging.

die size — The area of the rectangular piece of silicon which makes up the semiconductor device.

entity — the section of a VHDL description that describes the communication or interface of a circuit
to the outside world. An entity describes the external ports of communication, their type, and their
mode or direction. An entity can also include generic declarations. See architecture, generic.

fault tolerance — the design of a system that is resistant to failure. A fault tolerant system is one that
is designed to correct itself and continue to operate under many circumstances. The space shuttle
computer is an example of a fault tolerant system. The term is also used to describe a state machine
that forces itself into a known state whenever an unforeseen condition or hardware glitch is
encountered. See glitch.

FIFO - stands for First In First Out. A FIFO is a buffer, a semiconductor memory device which
stores information in the order in which it was received and then releases that information starting
with the first element it received and progressing sequentially. FIFOs typically have a depth and
width associated with them related to the size and amount of information that can be stored within.

fitting — the process of transforming a gate level or sum-of-products representation of a circuit into a
file used for programming a PLD or CPLD device. This process typically occurs after synthesis, and
the resulting file is typically a JEDEC file. See synthesis, place and route.

formal — the signal name of a component that is defined in that component’s entity declaration. The
signal that is being mapped to a component instantiation. Formals are optional when using positional
signal associations. See actual.
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generic — a VHDL construct that is used with an entity declaration to allow the communication of
parameters between levels of hierarchy. A generic is typically used to define parameterized
components wherein the size or other configuration are specified during the instantiation of the
component. See entity.

Glitch - a voltage spike on a data line that should otherwise remain in a stable state. A glitch can
occur on a signal that is at a logic high or logic low level.

hold time — the minimum time an input to a digital logic storage element must remain stable after the
triggering edge of a clock has occurred. See metastability, setup time.

library — a collection of previously analyzed VHDL design units. A library can consist of multiple
packages. See package.

logic block — one of muitiple blocks of logic within a complex programmable logic device that are
interconnected together via a global interconnect. A logic block in a CPLD is similar in nature and
capability to a small PLD such as the 22V10. A logic block typically consists of a product term
array, a product term distribution scheme, and a set of macrocells.

logic cell — a replicated element of logic within an FPGA device that typically contains a register and
additional logic that forms the basic building block for implementing logic in the device.

macrocell — a replicated element of logic in PLD and CPLD architectures that typically contains a
configurable memory element, polarity control, and one or more feedback paths to the global
interconnect.

Mealy machine — a state machine for which outputs may change asynchronously with respect to the
clock. See Moore machine.

metalogical value — a value of ‘U’, ‘X", “W’, or ‘-’ as defined in the IEEE 1164 standard of the type
STD_LOGIC. These values are intended for simulation of VHDL models and represent signal logic
values of uninitialized, forcing unknown, weak unknown, and don’t care respectively.

. metastability - a term meaning “in between.” An undesirable output condition of digital logic

storage elements caused by violation of the basic timing parameters associated with that storage
element such as setup or hold time. Metastability can be seen as an output with a voltage level
between the logic high and logic low states. See set-up time, hold time.

mode — associated with signals defined in a VHDL entity’s port declaration. A mode defines the
direction of communication a signal can have with other levels of hierarchy.

Moore machine — a state machine in which outputs change synchronously with respect to the clock.
See Mealy machine.

NRE - stands for Non Recurring Engineering and refers to the costs associated with a design of a
system that are incurred once. The term is often used when referring to contracting an ASIC
(applications specific integrated circuit) vendor to whom a large fee must be paid to produce the first
devices and incremental fees are required for additional devices.

one-hot-one encoding — a method of state encoding which uses one register for each state. Only one
bit is asserted, or “hot”, for each state. The “hot” state can be asserted as a logic value of zero or one,
but is typically a logic one.



one-hot-zero encoding — exactly like one-hot-one encoding except that the reset or idle state is
encoded with all logic zero levels. This is typically done to allow the use of dedicated hardware
register resets to easily place the state machine in a known reset or idle state.

package — a collection of declarations, including component, type, subtype, and constant
declarations, that are intended for use by other design units. See library.

performance — the maximum clock frequency or slowest propagation delay of a design as
implemented in a particular programmable logic device. Performance is typically measured in
nanoseconds for propagation delay, or megahertz for clock frequency.

place and route — the process of transforming a gate level representation of a circuit into a
programming file that may be used to program an FPGA device. This process requires two steps: one
to place the required logic into logic cells, and one to route the logic cells via the horizontal and
vertical routing channels to each other and the I/O pins. See synthesis, fitting, logic cell.

product term allocation — the method of distributing logic in the form of AND-terms (product
terms) to macrocells, which contain OR gates, to complete the AND-OR logic equation. Each PLD/
CPLD has a different method of distributing product terms to macrocells.

programmable interconnect — generically refers to any two wires which can be connected together
via a programmable fuse (or anti-fuse). Also refers to the communication network within a CPLD
architecture that provides communication between logic blocks and 1/0 pins.

routability — a measure of probability that a signal will successfully be connected from one location
within a device to another location. Routability within FPGA devices is affected by the number of
horizontal and vertical routing channels and the amount of circuitry that can be carried through those
channels. Routability within CPLD devices refers to the probability that a set of logic signals will be
successfully routed through the global interconnect and into a logic block.

setup time — the minimum time an input to a digital logic storage element must remain stable before
the triggering edge of a clock will occur. See metastability, hold time.

synthesis — the process of converting a high-level design description into a gate level or sum-of-
products representation. See fitting, place and route.

test bench — an HDL description which is used to apply simulation vectors to a another HDL design
description. A test bench is used for simulation only and can be applied to either a pre-synthesis or a
post-fitting (place and route) design description.

type — an attribute of a VHDL data object that determines the values that the object can hold.
Examples of types are bit and std_logic. Objects of type bit can hold values '0" or '1'. Objects of type
std_logic can hold values of 'U’, 'X','0', ‘1, ‘Z’, “W’, ‘L’, ‘H’, or '-’.
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Appendix B—Quick Reference Guide

This quick reference guide is not meant to be an exhaustive guide to the VHDL language. Rather, it
is intended to be used as a reference to help you quickly build VHDL descriptions for use with
synthesis tools.

The right hand side columns of all tables contain brief examples. Constructs that are simplified and
modified versions of the BNF (Backus-Naur form) syntax categories found in Annex A of the IEEE
Std. 1076-1993 Language Refererence Manual (LRM) are contained in the left hand side column for
the first three major headings, "Building Blocks," "Language Constructs,” and "Describing
Synchronous Logic." The BNF syntax categories are simplified and modified so as to present only
those constructs most useful in creating VHDL designs for use with synthesis tools, and to combine a
syntax category used in another syntax category. In BNF, boldface words are reserved words and
lower case words represent syntax categories. A vertical bar, |, represents a choice between items,
square brackets, [ ], enclose optional items, and braces, { }, contain items that may be optionally
repeated (except for boldface items immediately following an opening brace—these items must be
included).

The left hand side column for the last two major headings, "Data Objects, Types, and Modes" and
"Operators" contain a brief description of each item. Some editorial comments are also made to
indicate the usefulness of the item in writing simple designs.

Building Blocks

Entities

Creating an entity declaration

entity entity_name is entity register8 is
port ( port (
[signal] identifier {, identifier}: [mode] type_mark clk, rst.en: in std_logic;
{; [signal] identifier {, identifier}: [mode] type_mark}); data: in std_logic_vector(7 downto 0);
end [entity_name]; q: out std_logic_vector(7 downto 0));

end register8;

Creating an entity declaration with generics

entity entity_name is entity register_n is
generic ( generic (
[signal] identifier {, identifier}: [mode] type_mark width: integer := 8);
[:=static_expression] . port (
{; [signal] identifier {, identifier}: [mode] type_mark clk, rst,en:  instd_logics
[:=static_expression] }); data: in std_logic_vector(width-1 downto 0);
port ( q: out std_logic_vector(width-1 downto 0));
[signal] identifier {, identifier}: [mode] type_mark end register_n;

{; [signal] identifier {, identifier}: [mode] type_mark});
end [entity_namel;
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Architectures

Creating an architecture

architecture architecture_name of entity_name is
type_declaration
| signal_declaration
| constant_declaration
| component_declaration
| alias_declaration
| attribute_specification
| subprogram_body
begin
{process_statement
| concurrent_signal_assignment_statement
| component_instantiation_statement
| generate_statement}
end [architecture_name];

architecture archregister8 of register8 is
begin
process (rst, clk)
begin
if (rst =’1") then
q <= (others =>’0");
elseif (clk’event and clk =’1’) then
if (en="1’) then
q <= data;
else
q<=gq;
end if;
end if;
end process;
end archregister8;

architecture archfsm of fsm is
type state_type is (st0, stl, st2);
signal state: state_type;
signaly, z:  std_logic;
begin
process (rst, clk)
begin
wait until clk’event = °1°;
case state is
when st0 =>
state <= st1;
y<="13
when stl =>
state <= st2;
z<="1"
when others =>
state <= st3;
y<="0%;
z<="0";
end case;
end process;
end archfsm;




Components

Declaring a component

component component_name is
port (
[signal] identifier {, identifier}: [mode] type_mark
{; [signal] identifier {, identifier}: [mode] type_mark});
end component;

component register8 is
port (
clk, rst,en:  in std_logic;
data: in std_logic_vector(7 downto 0);
q: out std_logic_vector(7 downto 0));
end component;

Declaring a component with generics

component compnent_name is
generic (
[signal] identifier {, identifier}: [mode] type_mark
[:=static_expression]}
{; [signal] identifier {, identifier}: [mode] type_mark
[:=static_expression]});
port (
[signal] identifier {, identifier}: [mode] type_mark
{; [signal] identifier {, identifier}: [mode] type_mark});
end component;

component register8 is

generic (
width: integer := 8);
port (
clk, rst, en:  in std_logic;
data: in std_logic_vector(width-1 downto 0);
: out std_logic_vector(width-1 downto 0));
end component;

Instantiating a component (named association)

instantiation_label:
componént_name
port map (
port_name => signal_name
| expression
| variable_name
| open
signal_name
| expression
| variable_name

| open});

{, port_name =>

architecture archreg8 of reg8 is
signal clock, reset, enable:
signal data_in, data_out:
begin
First_reg8:
register8
port map (
clkk =>clock,
st =>reset,
en =>enable,
data => data_in,
=> data_out);

std_logics
std_logic_vector(7 downto 0);

end archreg8;
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Instantiating a component with generics (named association)

instantiation_label:
component_name
generic map(
generic_name => signal_name
| expression
| variable_name
| open
{, generic_name =>signal_name
| expression
| variable_name
| open})
port map (
port_name => signal_name
| expression
| variable_name
| open
signal_name
| expression
| variable_name
[ open});

{, port_name =>

architecture archreg5 of reg5 is
signal clock, reset, enable:
signal data_in, data_out:
begin
First_reg5:
register_n
generic map (5)
port map (
clk =>clock,
st =>reset,
en =>enable,
data => data_in,
=> data_out);

std_logics
std_logic_vector(7 downto 0);

end archreg5;

Instantiating a component (positional association)

instantiation_label:
component_name
port map ( signal_name | expression
| variable_name | open
{, signal_name | expression
| variable_name | open});

architecture archreg8 of reg8 is
signal clock, reset, enable:
signal data_in, data_out:
begin
First_reg8:
register8
port map (clock, reset, enable, data_in, data_out);
end archreg8;

std_logics .
std_logic_vector(7 downto 0);

Instantiating a component with generics (positionzil association)

instantiation_label:
component_name
generic map ( signal_name | expression
| variable_name | open
{, signal_name | expression
| variable_name | open})
port map ( signal_name | expression
| variable_name | open
{, signal_name | expression
| variable_name | open});

architecture archreg5 of reg5 is
signal clock, reset, enable:
signal data_in, data_out:
begin
First_regS5:
register_n
generic map (5)
port map (clock, reset, enable, data_in, data_out);
end archreg5;

std_logic;
std_logic_vector(7T downto 0);
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Language Constructs

Concurrent Statements

‘-I-Po?

<

Boolean equations

relation { and relation}

| relation { or relation }

| relation { xor relation }

| relation { nand relation }
| relation { nor relation }

v<=aand b and c;
w<=aorborc;

X <= a xor b xor c;

y <= a nand b nand c;
z <= anor b nor c;

A

Conditional signal assignment (WHEN-ELSE)

{expression when condition else} expression;

a<="1"whenb=celse’0’;

Selected signal assignment (WITH-SELECT-WHEN)

with selection_expression select
{identifier <= expression when
identifier | expression | discrete_range | others, }
identifier <= expression when
identifier | expression | discrete_range | others;

architecture archfsm of fsm is
type state_type is (st0, stl, st2, st3);

signal state:  state_type;
signal y, z:  std_logic;
begin
with state select
X <= "0000" when stO | st1;

"0010" when st2 | st3;
y and z when others;
end archfsm;

Component instantiation — see above

Generate scheme for component instantiation or generation of equations

generate_label: (for identifier in discrete_range)
| (if condition) generate
{concurrent_statement}
end generate [generate_label] ;

gl: foriin O to 7 generate
regl: register8 port map (clock, reset, enable,
data_in(i), data_out(i));
end generate gl;

g2: for jin O to 2 generate
a(j) <= b(j) xor c(j);
end generate g2;
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ntial Statements

ICCSS statement

‘[ocess_labelz]
frocess (sensitivity list)
{type_declaration
| constant_declaration
| variable_declaration
1 alias_declaration}
begin
{ wait_statement
| signal_assignment_statement
| variable_assignment_statement
| if_statement
| case_statement
| loop_statement
end process [process_label];

my_process:
process (1st, clk)
constant zilch : std_logic_vector(7 downto 0) := "0000_0000";
begin
wait until clk =1
if (rst="1") then
q <= zilch;
elsif (en = ’1’) then
q <= data;
else
q<=q;
end if;
end my_process;

IF-THEN-ELSE-ELSIF statement

if condition then sequence_of_statements

if (count = "00") then

{elsif condition then sequence_of statements} a<=b;
[else sequence_of statements] elsif (count = "10") then
end if; a<=c3
else
a<=d;
end if;
CASE-WHEN statement

case expression is .
{when identifier | expression | discrete_range | others =>

case count is
when "00" =>

sequence_of_statements } a<=b;
end case; when "10" =>
a<=c;
when others =>
a<=d;
end case;
FOR LOOP statement

[loop_label:]
for identifier in discrete_range loop
sequence_of_statements
end loop [loop_label];

my_for_loop:
for i in 3 downto O loop
if reset(i) = ’1’ then
data_out(i) :='0'";
end if;
end loop my_for_loop;

WHILE LOOP statement

[loop_label:]
while condition loop
sequence_of statements
end loop [loop_label];

my_while_loop:
while (count > 0) loop
count := count - 13
result <= result + data_in;
end loop my_while_loop;
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Describing Synchronous Logic Using Processes

No reset (assume clock is of type std_logic)

[process_label:] reg8_no_reset:
process (clock) process (clk)
begin begin
if clock’event and clock = ’1’ then if clk’event and clk =1’ then
synchronous_signal_assignment_statement; q <= data;
end if} end if;
end process [process_label]; end process reg8_no_reset;
or or
[process_label:] reg8_no_reset:
process process (clk)
begin begin
wait until clock =’1; wait until clock ="1";
synchronous_signal_assignment_statement; q <= data;
end process [process_label]; end process reg8_no_reset;

Synchronous reset

[process_label:] reg8_sync_reset:
process (clock) process (cik)
begin begin
if clock’event and clock =1’ then if clk’event and clk = ’1’ then
if synch_reset_signal =1’ then if sync_reset =1’ then
synchronous_signal_assignment_statement; q <= "0000_0000";
else else
different_synchronous_signal_assignment_statement; q <= data;
end if; end if;
end if; end if;
end process [process_labell; end process;

Asynchronous reset or preset

[process_label:] reg8_async_reset:
process (reset, clock) process (asyn_reset, clk)
begin begin
if reset =’1’ then if async_reset =1’ then
asynchronous_signal_assignment_statement; q <= "0000_0000";
elsif clock’event and clock =’1” then elsif clk’event and clk =1’ then
synchronous_signal_assignment_statement; q <= data;
end if; end if}
end process [process_label]; end process reg8_async_reset;
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Asynchronous reset and preset

[process_label:]
process (reset, preset, clock)
begin
if reset =1’ then
asynchronous_signal_assignment_statement;
elsif preset =’1’ then
different_asynchronous_signal_assignment_statement;
elsif clock’event and clock =1’ then
synchronous_signal_assignment_statement;
end if;
end process [process_label];

reg8_async:
process (asyn_reset, async_preset, clk)
begin
if async_reset ="1’ then
q <= "0000_0000";
elsif async_reset =1’ then
gq<="1111_1111";
elsif clk’event and clk =1’ then
q <= data;
end if}
end process reg8_async;

Conditional Synchronous Assignment (enables)

[process_label:]
process (reset, clock)
begin
if reset =1’ then
asynchronous_signal_assignment_statement;
elsif clock’event and clock = ’1’ then
if enable =1’ then
synchronous_signal_assignment_statement;
else
different_synchronous_signal_assignment_statement;
end if;
end if;
end process [process_label];

reg8_sync_assign:
process (rst, clk)
begin
ifrst="1" then
q <= "0000_0000";
elsif clk’event and clk =1’ then
if enable =’1” then
q <= data;
else
q<=g;
end if};
end if;
end process reg8_sync_assign;




Data Objects, Types, and Modes

Data Objects
Signals
Signals are the most commonly used data object in architecture archinternal_counter of internal_counter is
VHDL designs. Nearly all basic designs, and many  signal count, data: std_logic_vector(7 downto 0);
large designs as well, can be fully described using sig- :::(g)'cléss (k) :
nals as the only data object. begin
if (clk’event and clk ="1’) then
ifen="1" then
count <= data;
else
count <= count + 1}
end if;
end if;
end process;
end archinternal_counter;
Constants

Constants are used to hold a static value; they are typi- | my_process:

cally used to improve the readability and maintainence | Process (rst, clk)
constant zilch : std_logic_vector(7 dewnto 0) := "0000_0000";

of code. .
: begin
wait until clk ="1’;
if (rst ='1") then
q <=zilch;
elsif (en =’1") then
q <= data;
else
q<=gq;
end if;
end my_process;
Variables
+ Variables can be used in processes and subprograms | architecture archloopstuff of loopstuff is
(sequential areas) only. signal data:  std_logic_vector (3 downto 0);
+ The scope of a variable is the process or subpro- begi:g“al result:  std_logic;
. .,
gram, and the variable does not ret;aln 1t. s value when process (data)
a process or subprogram becomes inactive. variable tmp:  std_logic;
+ Variables are most commonly used as the indices of | begin-
loops, calculation of intermediate values, or for imme- for i in 2’range downto 0 loop
diate assignment. tmp := tmp and data(i);
end loop;

+ To use the value of a variable outside of the process result <= tmp;
or subprogram in which it was declared, the value of | end process; ’
the variable must be assigned to a signal. end archloopstuff;
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Data Types

+ The standard multivalue logic system for VHDL
model interoperability.

+ A resolved type (i.e., a resolution function is used to
determine the value of a signal with more than one
driver).

+ Along with its subtypes, std_logic should be used
over user defined types to ensure interoperability of
VHDL models among synthesis and simulation tools.
+ To use must include the following two lines:
library ieee;

use ieee.std_logic_1164.all;

std_logic
+ Values are: signal x: std_logic;
'U', -- Uninitialized
X', - Forcing Unknown X <= data when enable =1’ else *Z’;
‘0, -- Forcing 0
'l", --Forcing 1
'Z', -- High Impedance
'W', -- Weak Unknown
L, --Weak 0
'H', --Weak 1
2! --Don't care

+ An unresolved type (i.e., a signal of this type may
have only one driver).

+ To use must include the following two lines:
library ieee;

use ieee.std_logic_1164.ali;

std_ulogic
+ Values are: signal x, data, enable:  std_ulogic;
'U", -- Uninitialized
'X', -- Forcing Unknown x <= data when enable =1’ else *Z’;
'0', -- Forcing 0
'1', -- Forcing 1
'Z', -- High Impedance
'W', -- Weak Unknown
T, --Weak O
'H', --Weak 1
' --Don't care

std_logic_vector and std_ulogic_vector




+ Are arrays of types std_logic and std_ulogic

+ Along with its subtypes, std_logic_vector should be
used over user defined types to ensure interoperability
of VHDL models among synthesis and simulation

signal mux:  std_logic_vector(7 downto 0);

if state = address or state = ras then
mux <= dram_a;

else
tools. mux <= (others =>'Z");
+ To use must include the following two lines: end if;
library ieee;
use ieee.std_logic_1164.all;
bit and bit_vector
+ Bit values are: ’0’ and ’1’. signal x: bit;
+ Bit_vector is an array of bits. N
if x="1" then

+ Pre-defined by the IEEE 1076 standard.
+ This type was used extensively prior to the introduc-

state <= idle;

tion and tool vendor support of std_logic_1164. else state <= start;
+ Useful when metalogic values not required. end if;
boolean
+ Values are: TRUE and FALSE signal a: boolean;
+ Often used as return value of function. e
+ Otherwise, not often used. ifa="1" then
state <= idle;
else
state <= start;
end if;

integer

+ Values are the set of integers.

+ Data objects of this type are primarily constant, used
for defining widths of signals or as an operand in an
addition or subtraction.

entity counter_n is

generic (
width: integer := 8);
port (
clk, rst: in std_logic; :
count: out std_logic_vector(width-1 downto 0));

end counter_n;

process(clk)

begin
if (rst ="1’) then
count <= 03

elsif (clk'event and clk='1") then
count <= count + 13
end if;
end process;
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enumeration types

+ Values are user defined.
+ Commonly used to define states for a state machine

architecture archfsm of fsm is
type state_type is (st0, st1, st2);
signal state:  state_type;
signaly, z:  std_logic;
begin
process (clk)
begin
wait until clk’event = ’1°;
case state is
when st0 =>
state <= st2;
y<="1;
when stl =>
state <= st3;
z<="1%
when others =>
state <= st0;
y<="0’;
z<="0";
end case;
end process;
end archfsm;
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Modes

In

+ Used for signals (ports are signals) that are inputs-
only to an entity.

Out

+ Used for signals that are outputs-only and for which
the values are not required internal to the entity.

Buffer

+ Used for signals that are outputs, but for which the
values are required internal to the given entity.

+ Caveat with usage: The formal associated with an
acutal that is of mode buffer must also be of mode
buffer (i.e., if the source of a port of mode buffer is the
output of another component, the mode of the port of
that component must also be mode buffer.)

Inout

+ Used for signals that are truly bidirectional signals
+ May also be used for signals that are inputs-only or

outputs-only, at the expense of readability of the code.

entity counter_4 is

port (
clk, rst, 1d:  in std_logic;
term_cnt; buffer std_logic;
count: inout std_logic_vector(3 downto 0));

end counter_4;

architecture archcounter_4 of counter_4 is
signal int_rst: std_logic;
signal int_count:  std_logic_vector(3 downto 0);

begin
process(int_rst, clk)
begin
if (int_rst = ’1’) then
int_count <= "0000";
elsif (clk'event and clk='1") then
if (Id =’1") then
int_count <= count;
else
int_count <= int_count + 1;
end if;
end if;
end process;

term_cnt <= count(2) and count(0);  -- term_cntis 3
int_rst <= term_cnt or rst; -- resets at term_cnt
count <= int_count when 1d = ’0’ else "ZZZZ";

-~ count is bidirectional

end archcounter_4;

339



Operators

All operators of the same class hve the same level of precedence. The classes of operators
are listed here in order of decreasing precedence. Many of the operators are overloaded in
the NUMERIC_BIT and NUMERIC_STD packages; consult the World Wide Web (http://
www.vhdl.org) for most recent updates to these standards. The IEEE working group 1076.3

is working on these standards.

Miscellaneous operators

+ Operators: **, abs, not

+ The not operator is used frequently, the other two are
rarely used for designs to be synthesized.

+ Predefined for any integer type (**), any numeric
type (abs), and either bit and boolean (not).

signal a, b, c¢: bit;

a<=mnot (b and c);

Multiplying operators

+ Operators: *, /, mod, rem

+ The * operator is occassionally used for multipliers;
the other three are rarely used.

+ Predefined for any integer type (*, /, mod, rem), and
any floating point type (*,/)

variable a, b: integer range 0 to 255;

a<=b*2; -

Sign

+ Operators: +, -

+ Rarely used for synthesis

+ Predefined for any numeric type (floating point or
integer)

variable a, b, c:  integer range 0 to 255;

a<=-(b+2);

Adding operators

+ Operators: +, -

+ Used frequently to describe incrementers, decre-
menters, adders, and subtractors.

+ Predefined for any numeric type

signal count: integer range 0 to 255;

count <= count + 13

Shift operators
+ Operators: sll, stl, sla, sra, rol, ror signal a, b: bit_vector(4 downto 0);
+ Used occasionally signal c: integer range 0 to 4;
+ Predefined for any one-dimensional array with ele- " a<eballcs
ments of type bit or boolean. ’
Relational operators
+ Operators: =. /=, <, <=, >, >= signal a, b: integer range 0 to 255;
+ Used frequently for comparisons signal agtb: std_logics
+ Predefined for any type (both operands must be of i£ 252 b then
same type) agth <="1";
else
agth <="0’;
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Logical Operators

+ Operators: and, or, nand, nor, xor, xnor

+ Used frequently to generate boolean equations
+ Predefined for types bit and boolean.
Std_logic_1164 overloads these operators for
std_ulogic and its subtypes.

signal a, b, c: std_logic;

a<=bandc;
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Appendix C—Std_logic_1164

Below is a copy of the std_logic_1164 package. It is used in many of the examples throughout the
text. The package declaration declares several data types and functions. The package body defines
those functions declared in the package declaration.

- Title : std_logic_1164 multi-value logic system
- Library : This package shall be compiled into a library
-= : symbolically named IEEE.

- Developers: IEEE model standards group (par 1164)

. Purpose :  This packages defines a standard for designers

- : to use in describing the interconnection data types
- : used in vhdl modeling.

-— Limitation: The logic system defined in this package may

- : be insufficient for modeling switched transistors,

- : since such a reguirement is out of the scope of this
. : effort. Furthermore, mathematics, primitives,

-- :  timing standards, etc. are considered orthogonal

- : issues as it relates to this package and are therefore
- : beyond the scope of this effort.

- Note : No declarations or definitions shall be included in,

—— : or excluded from this package. The "package declaration"
= : defines the types, subtypes and declarations of

- : std_logic_1164. The std_logic_1164 package body shall be
- : considered the formal definition of the semantics of

- :  this package. Tool developers may choose to implement

- : the package body in the most efficient manner available
-= : to them.

-- version | mod. date:|
- v4.200 | 01/02/92 |

-- $Id: stdlogic.vhd,v 1.3 1994/04/06 18:02:24 hemmert Exp $

PACKAGE std_logic_1164 IS

-- logic state system (unresolved)

TYPE std_ulogic IS ( 'U', -- Uninitialized
'X', -- Forcing Unknown
'0', -- Forcing O
'l', -- Forcing 1
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'Z', -- High Impedance

‘W', ~-- Weak Unknown
'L', -- Weak 0
‘H', -- Weak 1
t—t -- Don't care

-- unconstrained array of std_ulogic for use with the resolution
function

FUNCTION resolved ( s : std _ulogic_vector ) RETURN std_ulogic;

SUBTYPE X01 1S resolved std_ulogic RANGE 'X' TO 'l'; ~--
(*X','0','1")

SUBTYPE X01Z IS resolved std_ulogic RANGE 'X' TO 'Z'; --
('x*,'0','1','2")

SUBTYPE UX01 IS resolved std_ulogic RANGE 'U' TO 'l'; --

('U','X','O','l')
SUBTYPE UX01Z IS resolved std_ulogic RANGE 'U' TO 'Z'; --
('u','X','0r, ',z

std_ulogic

FUNCTION "and" ( 1 std_ulogic; r ) RETURN UXO01;
FUNCTION "nand" ( 1 std_ulogic; r std_ulogic ) RETURN UXO01;
FUNCTION "or" (1 std_ulogic; r std_ulogic ) RETURN UXO01;
FUNCTION "nor" ( 1 std_ulogic; r std_ulogic ) RETURN UXO01;
FUNCTION "xor" (1 std_ulogic; r std_ulogic ) RETURN UXO01;
-- function "xnor" ( 1 std_ulogic; r std_ulogic ) return ux01l;
FUNCTION "not" (1 std_ulogic ) RETURN UXO01;

-- vectorized overloaded logical opérators



FUNCTION "and"
FUNCTION "and"
FUNCTION "nand"
FUNCTION "nand"
FUNCTION "or"
FUNCTION "or"

FUNCTION "nor"

FUNCTION “"nor"
FUNCTION "xor"
FUNCTION "xor"

std_logic_vector
std_ulogic_vector

std_logic_vector
std_ulogic_vector

std_logic_vector
std_ulogic_vector

std_logic_vector
std_ulogic_vector

std_logic_vector
std_ulogic_vector

std_logic_vector;
std_ulogic_vector;

std_logic_vector;
std_ulogic_vector;

std_logic_vector;
std_ulogic_vector;

std_logic_vector;
std_ulogic_vector;

std_logic_vector;
std_ulogic_vector;

-- Note The declaration and implementation of the "xnor" function is
-- specifically commented until at which time the VHDL language has been
-- officially adopted as containing such a function. At such a point,

-- the following comments may be removed along with this notice without
-- further "official" ballotting of this std_logic_1164 package. It is
~- the intent of this effort to provide such a function once it becomes
-- available in the VHDL standard.

-- function "xnor" ( 1, r std_logic_vector )} return std_logic_vector;
-- function "xnor" ( 1, r std_ulogic_vector ) return std_ulogic_vector;

FUNCTION "not" (1 std_logic_vector ) RETURN std_logic_vector;

FUNCTION "not" ( 1 std_ulogic_vector ) RETURN std_ulogic_vector;

ATTRIBUTE no_op OF "and", "or", "nand", "nor", "xor", "not"

FUNCTION IS TRUE; -- TFor CYPRESS synthesis.

-- conversion functions

FUNCTION To_bit (s std_ulogic; xmap BIT := '0')
RETURN BIT;

FUNCTION To_bitvector ( s std_logic_vector ; xmap BIT := '0')
RETURN BIT_VECTOR;

FUNCTION To_bitvector ( s std_ulogic_vector; xmap BIT := '0'")
RETURN BIT_VECTOR;

FUNCTION To_StdULogic (b BIT ) RETURN
std_ulogic;

FUNCTION To_StdLogicVector (b BIT_VECTOR ) RETURN
std_logic_vector;

FUNCTION To_StdLogicVector ( s std_ulogic_vector ) RETURN
std_logic_vector; .

FUNCTION To_StdULogicVector ( b BIT_VECTOR ) RETURN
std_ulogic_vector;

FUNCTION To_StdULogicVector ( s std_logic_vector )} RETURN

std_ulogic_vector;

345



FUNCTION To_X01 ( s std_logic_vector ) RETURN std_logic_vector;
FUNCTION To_X01 ( s std_ulogic_vector ) RETURN std_ulogic_vector;
FUNCTION To_X01 ( s : std_ulogic ) RETURN XO01;
FUNCTION To_X01 ( b : BIT_VECTOR ) RETURN std_logic_vector;
FUNCTION To_X01 ( b : BIT_VECTOR ) RETURN std_ulogic_vector;
FUNCTION To_X01 (b BIT ) RETURN X01;

FUNCTION To_X01Z
FUNCTION To_X01Z
FUNCTION To_X01Z
FUNCTION To_X01Z
FUNCTION To_XO0l1lZ
FUNCTION To_X01Z

RETURN std_logic_vector;
RETURN std_ulogic_vector;
RETURN X017%Z;
RETURN std_logic_vector;
RETURN std_ulogic_vector;
RETURN X01%;

s std_logic_vector
s std_ulogic_vector
s : std_ulogic

b : BIT_VECTOR

b : BIT_VECTOR

b BIT

o~~~ o~

FUNCTION To_UX01 ( s std_logic_vector ) RETURN std_logic_vector;
FUNCTION To_UX01 ( s std_ulogic_vector ) RETURN std_ulogic_vector;
FUNCTION To_UXO01 ( s : std_ulogic ) RETURN UXO01;
FUNCTION To_UX01 ( b : BIT _VECTOR ) RETURN std_logic_vector;
FUNCTION To_UX01 ( b BIT VECTOR ) RETURN std_ulogic_vector;
FUNCTION To_UXO01 (b BIT ) RETURN UXO01;

FUNCTION rising_edge (SIGNAL s : std_ulogic) RETURN BOOLEAN;
FUNCTION falling_edge (SIGNAL s : std_ulogic) RETURN BOOLEAN;

FUNCTION Is_X ( s std_ulogic_vector )} RETURN BOOLEAN;
FUNCTION Is_X ( s : std_logic_vector ) RETURN BOOLEAN;
FUNCTION Is_X ( s std_ulogic ) RETURN BOOLEAN;

END std_logic_1164;

PACKAGE BODY std_logic_1164 IS

TYPE stdlogic_1d IS ARRAY (std_ulogic) OF std_ulogic;
TYPE stdlogic_table IS ARRAY (std_ulogic, std_ulogic) OF std_ulogic;
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( ‘g, 'u’,
( U, 'xY,
( 'u', ‘X',
( ‘U, 'x',
( g, 'x',
( 'u', 'X',
( U, ‘X',
( U, 'x',
( 'u', 'X',

):

FUNCTION resolved (
VARIABLE result
BEGIN

o,
IXII
IOI,
g
0,
IOI,
0,
lOI,
g

S

std_ulogic :=

‘ur, 'u', ‘U, ‘U,
lxll le, 'x'/ lxr,
‘X', '0', ‘o', ‘o',
S K R
‘1v, vz, ‘W', LY,
1, W, W, W
‘1Y, 'L, ‘W', ‘L',
Vlll 'Hl, 'W', IWI’
X', ‘X', ‘X', XY,

std_ulogic_vector )
AR

U,
‘X,
0,
1,
"H',
W,
A
'H',
X',

U
X!
'
'
X
'l
X
X!
b'dl

mEsE NP ONXA

i

RETURN std_ulogic IS

-- the test for a single driver is essential otherwise the
and that

IF
ELSE

signal.
(s 'LENGTH

loop would return

1)

b

THEN

FOR i IN s'RANGE LOOP

result
END LOOP;
END IF;
RETURN result;
END resolved;

-- truth table for
CONSTANT and_table

- | U X
(o, U
( ‘o', 'x
(o', 'o!
(o, x
(v, 'x',
('u', 'X',
(o', 0"
('uv, 'x
('o, 'x,

)

-- truth table for
CONSTANT or_table

-- | U X
( IUI lUl,
( lUr IXII

:= resolution_table(result,

"and"

function

stdlogic_table := (

"or"

stdlogic_table

1 Z w L
IUI |UI IUI VOI
‘X', X', ‘X', 0!
0, '0', '0', ‘0
1Y, "X, 'X', 'O
X', 'X', 'X', 'O
'X', 'X', 'x', '0°
‘o', 'o', '0', '0'
1, 'X', ‘X', o
‘X', ‘X', 'X', ‘0
function

1 Z w L
1 ‘U U ‘U
] X X! &

RETURN s (s'LOW) ;

for a single driver of ‘'
would conflict with the value of a single driver unresolved

s(i)):
H -
IUI VUI
X g
IOI IOI
Ill lxl
v g
X', X!
VOI IOI
I1I IXI
‘X', Kt
H -
lll IU|
lll IXI

SN oOoXd

-- weakest state default
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( 'w', 'x', '0', '1', 'R', 'XK', '0', 'l', 'K' ), --] o0 |
(*1v, '1', '1v, *1', *1', *1v, 1, 1, 1), o-- | 1]
('ur, XY, X, '1v, 'x, XY, XY, 1, 'x ), -- |z
('ur, X, X', 'L, X, 'K, XK', 1, X)), - W
( 'u', 'x', '0', '1', 'x', ‘X', '0', '1', 'X' ), -- | L |
( '1v, '1v, 1+, t1v, 1, 1Y, 1, ‘1Y, 1), -- | H |
(U, XY, X, 'dv, X, X', XY, 'L, XY ) = |-

)i

-- truth table for "xor" function

CONSTANT xor_table : stdlogic_table := (

- | U X 0 1 Z W L H - | |
( 'w', 'v, 'v', ‘v, ‘v, ‘v, 'v, 'y, ‘v ), --|U|
('u', 'X', X', X', X', 'R', 'RY, 'R, 'R ), -- | x|
( 'ur, 'X', '0', '1l', 'X', 'X', '0', 'l', 'X' ), -- | 0]
( 'u', 'x', '1v, '0', 'X', 'X', '1', '0', 'X' ), -- | 1]
( 'ur, 'X', 'X', 'X', 'X', 'X', ‘X', ‘X', 'X'), - |z |
(U, X, X, X', X, 'K, XY, 'R, X)), -- | W
('ur, 'x', '0', 'l', 'X', 'X', ‘0", 'l', 'x' ), -- |1 |
( 'u', 'xv, '1', '0v, 'X', 'X', '1', '0', 'X'" ), -- | H|
( ) I -1

)i

-- truth table for "not" function
CONSTANT not_table: stdlogic_1d :=

FUNCTION "and" ( 1 : std_ulogic; r : std_ulogic ) RETURN UX01 IS
BEGIN

RETURN. (and_table(l, r));
END "and";

FUNCTION "nand" ( 1 : std_ulogic; r : std_ulogic ) RETURN UX0l IS
BEGIN

RETURN (not_table ( and_table(l, r)));
END "nand";

FUNCTION "or" (1 : std ulogic; r : std_ulogic ) RETURN UX01 IS
BEGIN

RETURN. (or_table(l, x));
END "or";

FUNCTION "nor" (1 : std_ulogic; r : std _ulogic ) RETURN UX0l1l IS
BEGIN
RETURN (not_table ( or_table( 1, v ))):
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END "nor";

FUNCTION "xor" (1 : std_ulogic; r : std_ulogic ) RETURN UX01l IS
BEGIN
RETURN (xor_table(l, r));
END "xor";
-- function "xnor" (1 : std_ulogic; r : std_ulogic ) return ux01l is
-- Dbegin

-— return not_table(xor_table(l, r));
-- end "xnor";

FUNCTION "not" (1 : std_ulogic ) RETURN UX01l IS
BEGIN
RETURN (not_table(l));
END "not";
-- and
FUNCTION "and" ( 1,r : std_logic_vector ) RETURN std_logic_vector IS

ALIAS 1lv : std_logic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_logic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_logic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'and' operator are not of the
same length"
SEVERITY FAILURE;

ELSE
FOR 1 IN result'RANGE LOOP
result (i) := and_table (lv(i), rv(i));
END LOOP;
END IF;
RETURN result;
END "and";
FUNCTION "and" (1,r : std_ulogic_vector ) RETURN std_ulogic_vector IS

ALTAS 1lv : std_ulogic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_ulogic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_ulogic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'and' operator are not of the
same length"
SEVERITY FAILURE;

ELSE
FOR 1 IN result'RANGE LOOP
result (i) := and_table (lv(i), rv(i));
END LOOCP;
END IF;

RETURN result;
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FUNCTION "nand" ( 1,r : std_logic_vector ) RETURN std_logic_vector IS
ALIAS 1lv : std_logic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_logic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_logic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'nmand' operator are not of
same length"
SEVERITY FAILURE;

ELSE
FOR i IN result'RANGE LOOP
result (i) := not_table(and_table (1lv(i), rv(i)));
END LOOP;
END IF;

RETURN result;
END "nand";

FUNCTION "nand" ( 1,r : std_ulogic_vector ) RETURN std_ulogic_vector

ALIAS 1lv : std_ulogic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_ulogic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_ulogic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'mand' operator are not of
same length"
SEVERITY FAILURE;

ELSE
FOR i IN result'RANGE LOOP
result (i) := not_table(and_table (lv(i), rv(i)));
END LOOP;
END IF;
RETURN result;
END "nand";
-- or

FUNCTION "or" ( l,r : std_logic_vector ) RETURN std_logic_vector IS
ALIAS 1lv : std_logic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_logic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_logic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'or' operator are not of the

SEVERITY FAILURE;
ELSE



FOR 1 IN result'RANGE LOOP

result(i) := or_table (lv(i), rv(i));
END LOOP;
END IF;
RETURN result;
END "or';

FUNCTION "or" ( 1,r : std_ulogic_vector ) RETURN std_ulogic_vector IS
ALIAS 1lv : std ulogic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_ulogic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_ulogic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN

ASSERT FALSE

REPORT "arguments of overloaded 'or' operator are not of the

same length"
SEVERITY FAILURE;

ELSE
FOR i IN result'RANGE LOOP
result (i) := or_table (lv(i), rv(i));
END LOOP;
END IF;
RETURN result; ,
END "or";
-—- nor

FUNCTION "nor" ( 1l,r : std_logic_vector ) RETURN std_logic_vector IS
ALIAS lv : std_logic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_logic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_logic_vector ( 1 TO 1'LENGTH );
BEGIN ’ :
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE )
REPORT "arguments of overloaded 'nor' operator are not of the

same length"
SEVERITY FAILURE;

ELSE
FOR i IN result'RANGE LOOP
result(i) := not_table(or_table (1lv(i), rv(i)));
END LOOP; :
END IF;
RETURN result;
END "nor";

FUNCTION "nor" ( 1,r : std_ulogic_vector ) RETURN std_ulogic_vector IS
ALIAS 1lv : std_ulogic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_ulogic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_ulogic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN

ASSERT FALSE

REPORT "arguments of overloaded 'nor' operator are not of the

same length"
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SEVERITY FAILURE;

ELSE
FOR i IN result'RANGE LOOP
result (i) := not_table(or_table (lv(i), rv(i)));
END LOOP;
END IF;
RETURN result;
END "nor";
-- Xor
FUNCTION "xor" ( 1, r : std_logic_vector ) RETURN std_logic_vector IS

ALIAS 1v : std_logic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_logic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std_logic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'xor' operator are not of the

same length"

SEVERITY FAILURE;

ELSE
FOR i IN result'RANGE LOOP
result (i) := xor_table (lv(i), xrv(i));
END LOOP;
END TIF;
RETURN result;
END "xor";
FUNCTION "xor" ( 1,r : std_ulogic_vector ) RETURN std_ulogic_vector IS

ALIAS 1lv : std_ulogic_vector ( 1 TO 1'LENGTH ) IS 1;
ALIAS rv : std_ulogic_vector ( 1 TO r'LENGTH ) IS r;
VARIABLE result : std ulogic_vector ( 1 TO 1'LENGTH );
BEGIN
IF ( 1'LENGTH /= r'LENGTH ) THEN
ASSERT FALSE
REPORT "arguments of overloaded 'xor' operator are not of the
same length"
SEVERITY FAILURE;

ELSE

FOR i IN result'RANGE LOOP
result (i) := xor_table (lv (i), rv(i));

END LOOP;

END IF;

RETURN result;

END "xor";
-- -- xnor

-- Note : The declaration and implementation of the "xnor" function is
-- specifically commented until at which time the VHDL language has been
-- officially adopted as containing such a function. At such a point,

-- the following comments may be removed along with this notice without



=>

further "official" ballotting of this std_logic_1164 package.

It is

the intent of this effort to provide such a function once it becomes

available in the VHDL standard.

std_logic_vector ) return std_logic_vector is

is 1;

std_logic_vector ( 1 to 1l'length );

function "xnor" ( 1,r
alias 1lv : std_logic_vector ( 1 to 1'length )
alias rv : std_logic_vector ( 1 to r'length ) is r;
variable result
begin
if ( 1'length /= r'length ) then

assert false
report "arguments of overloaded
same length"
severity failure;
else
for i in result'range loop
result (i)
end loop;
end if;
return result;
"xnor" ;

end

function "xnor" ( 1l,r
std_ulogic_vector ( 1 to
std_ulogic_vector ( 1 to

std_ulogic_vector

alias 1lv :
alias rv :
variable result
begin
if ( 1'length /= r'length )
assert false
report "arguments of overloaded
same length"
severity failure;

then

else
for i in result'range loop
result (i) := not_table(xor_table (1lv(i),
end loop;
end if;
return result;
end "xnor";
-- not

std_logic_vector ) RETURN std_logic_vector IS
1 TO 1'LENGTH ) IS 1;
std_logic_vector ( 1 TO 1'LENGTH )

FUNCTION "not"
ALIAS 1lv :
VARIABLE result

(1
std_logic_vector (

'X');
BEGIN
FOR i IN result'RANGE LOOP
result (i) := not_table( 1lv(i)
END LOOP;

RETURN result;

not_table (xor_table

)i

'xnor' operator are not of

(Iv(i),

rv(i)));

std_ulogic_vector ) return std_ulogic_vector

1l'length ) is 1;
r'length ) is r;
(1 to 1'length );

'xnor' operator are not of

rv(i)));

(OTHERS
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FUNCTION "not" ( 1 : std_ulogic_vector ) RETURN std_ulogic_vector IS

BEGIN

ALIAS 1lv : std_ulogic_vector ( 1 TO 1'LENGTH ) IS 1;
VARIABLE result : std_ulogic_vector ( 1 TO 1'LENGTH ) := (OTHERS =>
FOR i IN result'RANGE LOOP
result (i) := not_table( 1lv(i) );
END LOOP;

RETURN result;

TYPE logic_x01_table IS ARRAY (std_ulogic'LOW TO std_ulogic'HIGH) OF
TYPE logic_x0lz_table IS ARRAY (std_ulogic'LOW TO std_ulogic'HIGH) OF

TYPE logic_ux0l_table IS ARRAY (std_ulogic'LOW TO std_ulogic'HIGH) OF

table name : cvt_to_x01

parameters
in : std_ulogic -- some logic value

returns : x01 -- state value of logic value
purpose : to convert state-strength to state only
example : if (cvt_to_x01 (input_signal) = 'l' )} then

CONSTANT cvt_to_x01 : logic_x01_table := (

g1, o= g
X' e
IO'/ —_ I0|
Illl —_ lll
IXI’ —_ IZI
IXII - IWI
o', -- 'L’
Ill, —_ VHI
o

table name : cvt_to_x01z

parameters

in : std_ulogic -- some logic value
returns : x01z -- state value of logic wvalue
purpose : to convert state-strength to state only
example : if (cvt_to_x01lz (input_signal) = '1' ) then



CONSTANT cvt_to_x01lz :

X,
X,
101,
1,
A
X,
0,
1,
'

logic_x01z_table := (

- g
- X!
- IOI
- 1
~ g
-— IWV
-
- 'y

-- table name

-- parameters
- in
-- returns

cvt_to_ux01

std_ulogic
ux01

-- gome logic value

-- state value of logic value

-~ purpose to convert state-strength to state only
-- example if (cvt_to_ux01 (input_signal) = 'l' ) then
CONSTANT cvt_to_ux01 logic_ux01_table := (
g, - 'y
X, -- X
10|, — |Or
Illl —_ Ill
X1, = g
XY, e W
IOII — ILI
ll|’ —_— |Hl
X o
)i
-- conversion functions
FUNCTION To_bit ( s : std_ulogic; Xap BIT
RETURN BIT IS
BEGIN
CASE s IS
WHEN '0' | 'L' => RETURN ('0');
WHEN '1l' | 'H' => RETURN ('1');
WHEN OTHERS => RETURN xmap;
END CASE;
END;
FUNCTION To_bitvector ( s std_logic_vector ; xmap BIT
RETURN BIT_VECTOR IS
ALIAS sv : std_logic_vector ( s'LENGTH-1 DOWNTO 0 ) IS s;
VARIABLE result BIT_VECTOR { s'LENGTH-1 DOWNTO 0 );
BEGIN
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FOR i IN result'RANGE LOOP
CASE sv(i) IS

WHEN '0' | 'L' => result(i) := '0'
WHEN '1l' | 'H' => result(i) := '1';
WHEN OTHERS => result (i) := xmap;
END CASE;
END LOOP;
RETURN result;
END;
FUNCTION To_bitvector ( s : std_ulogic_vector; xmap : BIT := '0')

RETURN BIT VECTOR IS .
ALIAS sv : std_ulogic_vector ( s'LENGTH-1 DOWNTO 0 ) IS s;
VARIABLE result : BIT_VECTOR ( s'LENGTH-1 DOWNTO O );
BEGIN
FOR i IN result'RANGE LOOP
CASE sv (i) IS

WHEN '0' | 'L' => result(i) := '0';
WHEN 'i' | 'H' => result(i) := '1';
WHEN OTHERS => result (i) := xmap;
END CASE;
END LOOP;
RETURN result;
END;
FUNCTION To_StdULogic ( b : BIT ) RETURN std_ulogic
Is
BEGIN
CASE b IS
WHEN '0' => RETURN '0';
WHEN 'l1' => RETURN 'l';
END CASE;
END;
FUNCTION To_StdLogicVector ( b : BIT_VECTOR ) RETURN

std_logic_vector IS
ALTIAS bv : BIT_VECTOR ( b'LENGTH-1 DOWNTO 0 ) IS b;
VARIABLE result : std_logic_vector ( b'LENGTH-1 DOWNTO 0 );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN 'l' => result(i) := '1';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_StdLogicVector ( s : std_ulogic_vector ) RETURN
std_logic_vector IS
ALIAS sv : std_ulogic_vector ( s'LENGTH-1 DOWNTO O ) IS s;
VARIABLE result : std_logic_vector ( s'LENGTH-1 DOWNTO 0 );
BEGIN
FOR 1 IN result'RANGE LOOP
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result(i) := sv(i);
END LOOP;
RETURN result;

FUNCTION To_StdULogicVector ( b : BIT VECTOR } RETURN
std_ulogic_vector IS
ALIAS bv : BIT_VECTOR ( b'LENGTH-1 DOWNTO O ) IS b;
VARIABLE result : std_ulogic_vector ( b'LENGTH-1 DOWNTO O );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN 'l' => result(i) := '1l';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_StdULogicVector ( s : std_logic_vector ) RETURN
std_ulogic_vector IS
ALIAS sv : std_logic_vector ( s'LENGTH-1 DOWNTO 0 ) IS s;
VARIABLE result : std_ulogic_vector ( s'LENGTH-1 DOWNTO 0 );

BEGIN
FOR i IN result'RANGE LOOP
result (i) := sv(i);
END LOOP;
RETURN result;
END;

FUNCTION To_X01 ( s : std_logic_vector ) RETURN std_logic_vector IS
ALTAS sv : std_logic_vector ( 1 TO s'LENGTH ) IS s;
VARIABLE result : std_logic_vector ( 1 TO s'LENGTH );

BEGIN
FOR i IN result'RANGE LOOP
result (i) := cvt_to_x01 (sv(i));
END LOOP;
RETURN result;
END;
FUNCTION To_X01 ( s : std_ulogic_vector ) RETURN std_ulogic_vector IS

ALIAS sv : std_ulogic_vector ( 1 TO s'LENGTH ) IS s; i
VARIABLE result : std_ulogic_vector ( 1 TO s'LENGTH );

BEGIN
FOR i IN result'RANGE LOOP
result (i) := cvt_to_x01 (sv(i));
END LOOP;
RETURN result;
END;
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FUNCTION To_X01 ( s : std_ulogic ) RETURN X01 IS
BEGIN
RETURN (cvt_to_x01(s));

FUNCTION To_X01 ( b : BIT VECTOR ) RETURN std_logic_vector IS
ALIAS bv : BIT_VECTOR ( 1 TO b'LENGTH ) IS b;
VARIABLE result : std_logic_vector ( 1 TO b'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0'; ,
WHEN 'l' => result(i) := '1';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_X01 ( b : BIT_VECTOR ) RETURN std_ulogic_vector IS
ALIAS bv : BIT_VECTOR ( 1 TO b'LENGTH ) IS b;
VARIABLE result : std_ulogic_vector ( 1 TO b'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN 'l' => result(i) := '1l';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_XOl (b : BIT ) RETURN X01 IS

BEGIN
CASE b IS
WHEN '0O' => RETURN('0');
WHEN '1' => RETURN('1');
END CASE;
END;
-- to_x01z

FUNCTION To_X01Z ( s : std_logic_vector ) RETURN std_logic_vector IS
ALIAS sv : std_logic_vector ( 1 TO s'LENGTH ) IS s;
VARIABLE result : std_logic_vector ( 1 TO s'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
result (i) := cvt_to_x01z (sv(i));
END LOOP;
RETURN result;

FUNCTION To_X01Z ( s : std_ulogic_vector ) RETURN std_ulogic_vector
IS
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ALIAS sv : std_ulogic_vector ( 1 TO s'LENGTH ) IS s;
VARIABLE result : std_ulogic_vector ( 1 TO s'LENGTH );
BEGIN .
FOR i IN result'RANGE LOOP
result (i) := cvt_to_x01lz (sv(i));
END LOOP;
RETURN result;

FUNCTION To_X01Z ( s : std_ulogic ) RETURN X01Z IS
BEGIN
RETURN (cvt_to_x01z(s));

FUNCTION To_X01%Z (b : BIT_VECTOR ) RETURN std_logic_vector IS
ALIAS bv : BIT_VECTOR ( 1 TO b'LENGTH ) IS b;
VARIABLE result : std_logic_vector ( 1 TO b'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN 'l' => result(i) := '1l"';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_X012 (b : BIT_VECTOR ) RETURN std_ulogic_vector IS
ALIAS bv : BIT_VECTOR ( 1 TO b'LENGTH ) IS b;
VARIABLE result : std_ulogic_vector ( 1 TO b'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN 'l' => result(i) := '1';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_X01Z ( b : BIT ) RETURN X01Z IS

BEGIN
CASE b IS
WHEN '0' => RETURN('0’');
WHEN '1' => RETURN('l'):;
END CASE;
END;
-- to_ux01
FUNCTION To_UX01 ( s : std_logic_vector ) RETURN std _logic_vector IS

ALIAS sv : std_logic_vector ( 1 TO s'LENGTH ) IS s;
VARIABLE result : std_logic_vector ( 1 TO s'LENGTH );
BEGIN
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FOR i IN result'RANGE LOOP

result (i) := cvt_to_ux01 (sv(i));
END LOOP;
RETURN result;

FUNCTION To_UX01 ( s : std_ulogic_vector ) RETURN std_ulogic_vector
IS
ALIAS sv : std_ulogic_vector ( 1 TO s'LENGTH ) IS s;
VARIABLE result : std_ulogic_vector ( 1 TO s'LENGTH )

BEGIN
FOR i IN result'RANGE LOOP
result (i) := cvt_to_ux01 (sv(i)):;
END LOOP;
RETURN result;
END;

FUNCTION To_UX01 ( s : std_ulogic ) RETURN UX01l IS
BEGIN -
RETURN (cvt_to_ux01(s)):;

FUNCTION To_UXO01 ( b : BIT_VECTOR ) RETURN std_logic_vector IS
ALIAS bv : BIT_VECTOR ( 1 TO b'LENGTH ) IS b;
VARIABLE result : std_logic_vector ( 1 TO b'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN '1' => result(i) := '1';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_UX01 ( b : BIT_VECTOR ) RETURN std_ulogic_vector IS
ALIAS bv : BIT_VECTOR ( 1 TO b'LENGTH ) IS b;
VARIABLE result : std_ulogic_vector ( 1 TO b'LENGTH );
BEGIN
FOR i IN result'RANGE LOOP
CASE bv(i) IS

WHEN '0' => result(i) := '0';
WHEN 'l' => result(i) := '1';
END CASE;
END LOOP;
RETURN result;

FUNCTION To_UX01 ( b : BIT ) RETURN UX01 IS
BEGIN
CASE b IS
WHEN '0' => RETURN('0');
WHEN '1' => RETURN('1');
END CASE;
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-- edge detection
FUNCTION rising_edge (SIGNAL s : std_ulogic) RETURN BOOLEAN IS
BEGIN
RETURN (s'EVENT AND (To_X0l(s) = 'l') AND
(To_X01(s'LAST _VALUE) = '0'));
END;

FUNCTION falling_edge (SIGNAL s : std_ulogic) RETURN BOOLEAN IS
BEGIN '
RETURN (s'EVENT AND (To_X01l(s) = '0') AND
(To_X01(s'LAST_VALUE) = '1'));

FUNCTION Is_X ( s : std_ulogic_vector ) RETURN BOOLEAN IS
BEGIN
FOR i IN s'RANGE LOOP
CASE s (i) Is

WHEN 'U' | 'x' | '2* | 'W' | '-' => RETURN TRUE;
WHEN OTHERS => NULL;
END CASE;
END LOOP;
RETURN FALSE;

FUNCTION Is_X ( s : std_logic_vector ) RETURN BOOLEAN IS
BEGIN
FOR i IN s'RANGE LOOP
CASE s(i) IS
WHEN 'U' | 'x' | '2* | 'W' | '-' => RETURN TRUE;
WHEN OTHERS => NULL;
END CASE;
END LOOP;
RETURN FALSE;

FUNCTION Is_X ( s : std_ulogic ) RETURN BOOLEAN IS
BEGIN
CASE s IS
WHEN 'U' | 'X' | *2' | 'Ww' | '-' => RETURN TRUE;
WHEN OTHERS => NULL;
END CASE;
RETURN FALSE;
END;

END std_logic_1164;
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Appendix D—Std_math Package

Below is a copy of the std_math package that is used in several of the designs in this text. This
package is used to overload the + operator for operands of std_logic. This is not the the

NUMERIC_STD package being worked on by the IEEE 1076.3 working group. For a draft copy of

that standard, consult the World Wide Web (http://www.vhdl.org).

library ieee;
use ieee.std_logic_1164.all;

package std_math is
FUNCTION inc_std(a : STD_LOGIC_VECTOR) RETURN
STD_LOGIC_VECTOR;

FUNCTION std2i (std : STD_LOGIC_VECTOR) RETURN INTEGER;

FUNCTION i2std (VAL, width : INTEGER) RETURN
STD_LOGIC_VECTOR;

FUNCTION "+" (a, b ¢ STD_LOGIC_VECTOR) RETURN
STD_LOGIC_VECTOR;

FUNCTION "+" (a : STD_LOGIC_VECTOR; b : INTEGER) RETURN

STD_LOGIC_VECTOR;
end std_math;

PACKAGE BODY gstd_math IS
-— inc_std
-- Increment std_logic_vector
-— In: std_logic_vector.
-- Return: std_logic_vector.

FUNCTION inc_std (a : STD_LOGIC_VECTOR) RETURN
STD_LOGIC_VECTOR IS
VARIABLE s : STD_LOGIC_VECTOR (a'RANGE) ;
VARIABLE carry : std_logic;
BEGIN
carry = ‘1

FOR i IN a'LOW TO a'HIGH LOOP

s (i) := a{i) XOR carry;
carry := a(i) AND carry;
END LOOP;

RETURN (s);
END inc_std;

o mym
-- Add overload for:

-- 1In: two std_logic_vectors.
-~ Return: std_logic_vector.

FUNCTION "+" (a, b : STD_LOGIC_VECTOR) RETURN
STD_LOGIC_VECTOR IS
VARIABLE s : STD_LOGIC_VECTOR - (a'RANGE) ;
VARIABLE carry : STD_LOGIC;
VARIABLE bi : integer; -— Indexes b.

363



BEGIN
carry = '0"';

FOR 1 IN a'LOW TO a'HIGH LOOP

bi := b'low + (i - a'low);
s(i) := (a(i) XOR b(bi)) XOR carry;
carry := ((a(i) OR b(bi)) AND carry) OR (a(i) AND b(bi));
END LOOP;
RETURN (s);
END "+"; -- Two std_logic_vectors.
-- std2i
-- std_logic_vector to Integer.
-- In: std_logic_vector.

-- Return: integer.

FUNCTION STD2I (std : std_logic_vector) RETURN integer IS

VARIABLE result, abit : integer range 0 to 2**std'length - 1 := 0;
VARIABLE count : integer := 0;
BEGIN -- STD2I
bits : FOR I IN std'low to std'high LOOP
abit := 0;
IF ((std(I) = '1')) THEN
abit := 2**(I - std'low);
END IF;
result := result + abit; -- Add in bit if '1'.
count := count + 1;
EXIT bits WHEN count = 32; -- 32 bits max.

END LOOP bits;
RETURN (result);

END STD2I;

-- i2std

-- Integer to Bit_vector.

-- In: integer, value and width.

-- Return: std_logic_vector, with right bit the most significant.
FUNCTION i2std (VAL, width : INTEGER) RETURN
STD_LOGIC_VECTOR IS
VARIABLE result : STD_LOGIC_VECTOR (0 to width-1) := (OTHERS=>'0');
VARIABLE bits : INTEGER := width; ~
BEGIN
IF (bits > 31) THEN -- Avoid overflow errors.
bits := 31;
ELSE
ASSERT 2**bits > VAL REPORT
"Value too big FOR STD_LOGIC_VECTOR width"
SEVERITY WARNING;
END IF;

FOR i IN O TO bits - 1 LOOP
IF ((val/(2**i)) MOD 2 = 1) THEN
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result(i) := '1';
END IF;

END LOOP;

RETURN (result);

END i2std;

o g

-- Overload "+" for std_logic_vector plus integer.
-- In: std_logic_vector and integer.

-- Return: std_logic_vector.

FUNCTION "+" (a : STD_LOGIC_VECTOR; b : INTEGER) RETURN
STD_LOGIC_VECTOR IS
BEGIN
RETURN (a + i2std(b, a'LENGTH));
END "+";

end std_math;
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Language Constructs

Concurrent Statements

Boolean equations

relation { and relation}

| relation { or relation }

| relation { xor relation }

| relation { nand relation }
| relation { nor relation }

v<=aandb and c;
w<=aorborc;

X <= a Xor b xorc;

y <= anand b nand c;
z <= anor b nor c;

Conditional signal assignment (WHEN-ELSE)

{expression when condition else} expression;

_[ a<=’1"whenb=celse’0’;

Selected signal assignment (WITH-SELECT-WHEN)

with selection_expression select
{identifier <= expression when

identifier <= expression when

identifier | expression | discrete_range | others, }

identifier | expression | discrete_range | others;

architecture archfsm of fsm is
type state_type is (st0, stl, st2, st3);
signal state:  state_type;
signaly, z:  std_logic;
begin
with state select
X <= "0000" when stO | st1;
"0010" when st2 | st3;
y and z when others;
end archfsm;

Component instantiation — see above

Generate scheme for component instantiation or generation of equations

generate_label: (for identifier in discrete_range)
| Gif condition) generate
{concurrent_statement }
end generate [generate_label] ;

gl: foriin O to 7 generate
regl: register8 port map (clock, reset, enable,
data_in(i), data_out(i));
end generate gl;

g2: for jin O to 2 generate
a(j) <= b(j) xor c(j);
end generate g2;
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Sequential Statements

. Process statement

[process_label:]
process (sensitivity list)
{type_declaration
| constant_declaration
| variable_declaration
| alias_declaration}
begin
{wait_statement
| signal_assignment_statement
| variable_assignment_statement
| if_statement
| case_statement
| loop_statement
end process [process_label];

my_process:
process (1st, clk)
constant zilch : std_logic_vector(7 downto 0) := "0000_0000";
begin
wait until clk =173
if (rst="1") then
q <= zilch;
elsif (en =’1”) then
q <= data;
else
q<=gq;
end if}
end my_process;

IF-THEN-ELSE-ELSIF statement

if condition then sequence_of_statements

if (count = "00") then

{elsif condition then sequence_of statements } a<=b;
[else sequence_of_statements] elsif (count = "10") then
end if; a<=c;
else
a<=d;
end if;
CASE-WHEN statement

case expression is
{when identifier | expression | discrete_range | others =>

case count is
when "00" =>

sequence_of_statements} a<=b;
end case; when "10" =>
a<=c;
when others =>
a<=d;
end case;
FOR LOOP statement

[loop_label:]
for identifier in discrete_range loop
sequence_of_statements
end loop [loop_labell;

my_for_loop:
for iin 3 downto 0 loop
if reset(i) =1’ then
data_out(i) :='0';
end if;
end loop my_for_loop;

‘WHILE LOOP statement

[loop_label:]
while condition loop
sequence_of _statements
end loop [loop_label];

my_while_loop:
while (count > 0) loop
count := count - 1
result <= result + data_in;
end loop my_while_loop;
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