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Figure 17. SPARC Single-Level Cache Extension to Multilevel Cache Topology

memory and modifies it, thus becoming the owner of the
data. At some point, Cache B requests the same piece of
information.

In a system using indirect data intervention, Cache A
informs Cache B that the miss occurred and that Cache B
should attempt to gain access to the bus later. Cache A
then seizes the bus and updates main memory.
Meanwhile, Cache B tries to gain access to the bus, while
its processor is on hold, awaiting the new data. When
finished updating main memory, Cache A releases the
bus. Cache B gains access, and begins to retrieve the data
from main memory. Eventually, after a considerable num-
ber of cycles, processor B is released from hold and per-
mitted to continue.

In a system using direct data intervention, Cache A
supplies the data requested by Cache B directly, resulting
in considerably fewer hold cycles for processor B. Addi-
tionally, with a reflective main memory system, main
memory observes the information transfer and updates it-
self at the same time. With a non-reflective approach,
main memory would contain stale data relative to the
caches.

Mbus

Mbus is a fully synchronous, 64-bit, multiplexed ad-
dress/data bus that supports multiple bus masters and has
a peak transfer rate of 320 Mbyte/s at 40 MHz. All signals
are sampled on rising clock edges and driven active and
inactive. Mbus supports single-address/multiple-data-cycle
bursts of 16, 32, 64, and 128 bytes, with full retry support.
Finally, central arbitration is separate from the master and
slave; the type of arbitration scheme used is completely
up to you. The cache consistency model for the Mbus is
based on the MOESI model.
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A Cache Hierarchy for SPARC MP Systems

This section presents two possible multilevel cache
implementations for SPARC multiprocessing systems. For
highest performance, both topologies require a level 2
cache controller that is as complex as the cache controller
in the CY7C605. Specifically, the level 2 cache must sup-
port fully concurrent bus snooping and direct data inter-
vention. In addition, it is generally preferable that the
level 2 cache have a larger line size than the level 1
cache. The level 2 cache controller thus needs to be sector
based, which increases the level 2 cache controller’s com-
plexity.

Figure 17 shows a single-level cache extension topol-
ogy, which forces the level 2 cache to manage cache con-
sistency. Consistency management is thus moved as far
away from the processor as possible. This approach im-
proves performance because it tends to cause fewer hold
cycles for the processor. This topology also permits
smaller level 2 caches — a definite advantage if the speed
of the level 2 cache is critical, because small caches are
easier to optimize for speed.

The main disadvantage of this topology is that the
level 2 cache is not shared by several level 1 caches. This
results in higher total system cost because each level 2
cache requires its own controller.

Topology 2 (Figure 18) is a multilayer bus-based
hierarchy. This topology permits a common level 2 cache,
whose single controller keeps costs lower. However, this
topology probably requires a level 2 cache size of 2
Mbyte or more to achieve high system-level performance.
This large cache size generally results in a slower (per-
haps multicycle) level 2 cache. If cost of the level 2 cache
is critical, however, this topology is probably the best
choice.
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Synchronous Trap Identification
for CY7C600 Systems

This applications note discusses the decoding of the
status bits in the CY7C601 SPARC processor’s
synchronous fault status register (SFSR). When a memory
access fault occurs, these bits indicate the type of fault.

Due to the pipelined nature of the SPARC processor,
multiple traps can occur before it leaves normal execution
mode and vectors to a trap handler. If a multiple-trap
situation occurs, the information in the SFSR and the
synchronous fault address register (SFAR) might not
reflect the status for the trap to which the CY7C601 first
responds. Although the corrective course of action for the
fault case depends on your system’s characteristics, this
application note explains how to interpret the fault so that
it can be corrected.

Section 4.9 in the SPARC RISC User's Guide
describes the operation of the SFSR and SFAR upon en-
countering a synchronous fault. Reviewing section 4.9
will help you understand the information given in this ap-
plication note. A brief summary of the SFSR .charac-
teristics appears in the last section of this applications
note.

Trap Handler Objectives

The objective for the trap handler is to resolve a
memory access error, if possible. In the case of a double
fault occurrence, the first of the two faults is generally,
but not always, the desired fault to be corrected. In one
group of cases, correcting the second fault is preferable,
because the CY7C601 re-executes the instruction that
caused the first fault upon leaving the trap handler.

Errors in address translation are generally -non-
recoverable, as they imply a mapping problem in the
MMU virtual page-mapping tables. For these cases, the
identification and recording of the error condition is the
only purpose that the trap handler can serve.

Memory access errors are signaled when the
CY7C604 or the CY7C605 cache and memory manage-
ment units assert the MEXC signal. This event forces the
CY7C601 to vector to either an instruction access excep-
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tion or a data access exception. Instruction access excep-
tions are delayed until the fetched instruction reaches the
execute stage in the CY7C601. Because data accesses are
generated as a result of an instruction that has reached the
execute stage, the exceptions associated with a data access
are recognized immediately. This difference in the timing
of exception recognition causes many of the double fault
cases described in section 4.9.1 of the SPARC RISC
User’s Guide.

Upon detecting an instruction or data exception, the
CY7C601 enters the corresponding trap. The two trap
handlers share the task of identifying the synchronous
fault case. The following sections describe the fault cases
that each handler can identify using the contents of the
SFSR and SFAR. Figures 1 and 2 illustrate the decision
tree seen by the data exception handler and the instruction
exception handler, respectively.

Data Exception Fault Groups

Group D1

This group consists of case 14, as described in the
SPARC RISC User’s Guide. The CY7C601 traps for the
data memory access fault. The information in the SFAR
and SFSR reflects the instruction translation fault and is
not useful for servicing the initial data access fault. The
address of the data access instruction is not lost, however.
The address is given by the PC stored in 1{17], or local
register 11, of the trap handler window.

Group D2

The members of this group are cases 12 and 13. Han-
dling this group is straightforward in that the information
in the SFSR and SFAR reflects the first occurring fault.
However, translation faults in general are a non-
recoverable type of error, as they imply a mapping prob-
lem within the page tables. Handling this type of fault
consists of dropping the task altogether and recording the
fault information for system debug.
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Group D3

This group consists of cases 8, 15, 16, and 17. In
cases 8, 16, and 17, the data access translation fault that
the CY7C601 traps on is the either the only or the first of
the two occurring faults. The information stored in the
SESR and SFAR is valid and can be stored in an error
dump for debug purposes.

Case 15 is an instruction fault followed by a data ac-
cess translation fault. The information for the instruction
access fault is non-recoverable, as the CY7C601 traps on
the data translation fault, which overwrites the instruction
access fault information.

Group D4

This group ‘ consists of cases 3, 4, and 5. The
CY7C601 traps on the data fault in all of-these cases, and
the information in the SFSR and SFAR reflects the infor-
mation for the data fault. Case 3 is a single data fault, and
is straightforward in its recovery. Case 4 is an instruction
fault that is overwritten by a following data fault. The in-
formation for the initial instruction fault is lost, but can be
recovered by correcting the data fault first. The CY7C601
reissues the address for the instruction that caused the ini-
tial instruction fault, allowing the fault to be handled.
Case 5 is the occurrence of a data fault followed by an
instruction fault. It should also be handled by correcting
the data fault and allowing the CY7C601 to reissue the
address for the fault-causing instruction.

‘Instruction Exception Fault Groups

Group 11

The single member of this group is case 9, an instruc-
tion access translation fault preceded by an instruction ac-
cess fault. The CY7C601 traps for the first instruction ac-
cess fault. The information in the SFAR and SFSR
reflects the instruction translation fault and is not useful
for servicing the initial instruction access fault. The ad-
dress of the instruction is not lost, however. The instruc-
tion address is given by the PC stored in r{17], or local
register 11, of the trap handler window. Recovery from
this fault case involves using the old PC to re-execute the
fault-causing instruction and attempting correction of the
error condition.
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Group I2

This group consists of case 2, which is a triple in-
struction fault. Note that the SPARC RISC User’s Guide
describes this case as a double instruction fault, but the
User's Guide errata makes the correction to a triple fault,

The CY7C601 traps on the first occurring instruction
trap, but the information in the SFSR and SFAR has been
overwritten by the following instruction faults. The ad-
dress of the first instruction fault can be recovered in the
same manner as group I1.

Group I3

This group of faults includes cases 7, 10, and 11. All
of these cases are translation faults on an instruction ac-
cess. Case 7 is a singular occurrence of an instruction ac-
cess translation fault. Cases 10 through 13 are occurrences
of an instruction access translation fault followed by some
other type of fault. The information in the SESR and
SFAR reflects the status stored from the first occurring
fault. These faults involve translation errors, which are
generally handled by dropping the task altogether and
recording the fault information for system debug.

Group I4
This group consists of case 1, which is a single in-
struction fault. Information in the SFSR and SFAR is
valid.

SFSR Description

The SFSR is described in sections 4.4.11 and 4.9 of
the SPARC RISC User's Guide, but is briefly repeated
here for reference.

Figure 3 gives the bit assignments for the SFSR. The
SFSR’s UC, TO, and BE bits are set according to the type
of error signaled to the CY7C604 by an Mbus agent (such
as memory or the Mbus arbiter) in response to an Mbus
transaction. Table 1 gives the encoding for the Mbus
transaction response signals.

Mbus transactions that signal a bus error, time out, or
uncorrectable error set the corresponding bit in the SFSR
of the CY7C604/605, which then responds by asserting
CMER to the interrupt logic. These bits describe Mbus
error cases and do not apply to the synchronous fault
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Table 1. Mbus Transaction Response Signal

Action
Nothing
Relinquish and Retry*
Data Strobe
Reserved
Bus Error
Time Out
Uncorrectable Error

rrrrmmm:ﬁg
rrmmrrmmg
rmrmr‘mrmg

Retry

Table 2. SFSR Fault Level

Level
Entry in Context Field
Entry in Level 1 Table
Entry in Level 2 Table
Entry in Level 3 Table

wWiN=lo|M™

cases described in section 4.9 of the SPARC RISC User's
Guide.

The SFSR’s level (L) bits describe the level in which
an incorrect page entry was found for translation faults.
These bits are described in Table 2. Note that they are
irrelevant for non-translation fault errors.

The access type (AT) bits are described in Table 3.
They give the type of access that caused the currently
reported memory access fault.

The fault type (FT) bits describe the type of error
found by the CY7C604/605. Table 4 gives the fault type
for the case of a table walk that correctly finds a page
table entry (PTE) but still causes a fault condition. The
access type (AT) is compared against the access protec-
tion field of the PTE (ACC bits), and the fault type is set
according to Table 5.
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Table 3. SFSR Access Type

AT

Access Type

Load from User Data Space (ASI = 0xA)

Load from Supervisor Data Space (ASI = 0xB)

Load/Execute from User Instruction Space
(ASI = 0x8)

Load/Execute from Supervisor Instruction Space
(ASI = 0x9)

Store to User Data Space (ASI = 0xA)

Store to Supervisor Data Space (ASI = 0xB)

Store to User Instruction Space (ASI = 0x8)

Qloajuwnin] w

Store to Supervisor Instruction Space (ASI = 0x9)

Table 4. SFSR Fault Type

Fault Type

None

Invalid Address Error

Protection Error

Privilege Violation Error (user mode only)

Translation Error

Bus Access Error

Not Generated

Slalun|slwio|=|old

Reserved

Table 5.

Fault Type (FT) for PTE[ET] = 2 (valid PTE)

»
-]

ACC
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An Introduction to Mbus

This application note provides an introduction to
Mbus, a part of the SPARC architectural standard, which
addresses the requirements for interfacing to a processor
system’s physical memory space.

In a system supporting virtual memory with cache,
the physical memory and /O interface are key com-
ponents of the system architecture. Maintaining bandwidth
and response time is critical to achieving adequate perfor-
mance levels for the system.

Architectural Overview of Mbus

Mbus provides a high-performance interface to the
physical address space in a SPARC system, with facilities
to support the cache coherency requirements of symmetric
multiprocessing. Mbus is intended to operate with SPARC
processors that have local virtual caches, so that access to
the physical address space only occurs in the event of a
cache miss. With reasonable-sized local caches, the Mbus
loading from an individual processor is in the range of 5
to 10 percent. This allows the Mbus to support other
processors and I/O activities without degrading individual
performance.

Bus overhead, which mostly consists of arbitration
and transaction time, is a critical element in determining
overall system performance. Many different bus-arbitra-
tion mechanisms are available, with a variety of cost/per-
formance tradeoffs. For this reason, the SPARC architec-
tural standard does not define a specific arbitration
mechanism for Mbus. You thus have complete flexibility
in system design.

Mbus does support bus arbitration that can operate
concurrently with data transactions. When a system can
use overlapped arbitration, bus arbitration incurs no bus
overhead.

The second aspect of bus overhead, transaction time,
is the bus time required to perform the actual data trans-
fer. High bus bandwidth minimizes transaction time on
Mbus, which is capable of peak data rates up to 320
Mbytes/s and 256 Mbytes/s sustained at 40 MHz.

Two Mbus compliance levels are defined to suit dif-
fering system requirements. Level 1 compliance is for
uniprocessor applications, and level 2 for multiprocessing
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systems that incorporate shared memory with caching.
This application note primarily focuses on level 1 com-
pliant system design.

A complete set of Mbus communication protocols
provide for access to physical memory and I/O channels.

Basic Structure of the Bus

Mbus is a 64-bit bus that can transfer up to 128 bytes
in a single data burst, with support to transfer 8 bytes on
each clock cycle. Elements on the bus operate in a
master/slave relationship, where a master element initiates
a transaction and a slave element responds by either ac-
cepting or providing data. A “ready” status line from the
slave element controls data transfers. Data is not trans-
ferred until the ready line is asserted. This allows a slave
element to operate even if it is not fast enough to handle
data on each clock cycle.

Bus arbitration is supported on Mbus using a conven-
tional request/grant mechanism, which assumes a central-
ized arbiter. The protocol enables arbitration to overlap
data transfers. This feature allows the arbitration process
to execute without using any bus cycles dedicated to ar-
bitration. The algorithm for implementing the grant
response to a bus request is user defined for maximum
flexibility.

Several Mbus protocols support error conditions that
can occur in a typical system implementation. These er-
rors include: External Bus Error, Response Timeout, Un-
correctable Memory Error, and Transaction Retry. These
protocols handle most of the error conditions encountered
in a system interface to physical memory and I/O.

Multiprocessing Facilities

A significant trend in computer systems is toward
multiprocessing. In a shared-memory multiprocessing sys-
tem, maintaining local cache coherency without degrading
system performance is a major architectural challenge.

Figure 1 shows the topology of a multiprocessing
system. All processor nodes contain local caches and
operate out of them most of the time. However, when one
processor changes data that is shared, the other processors
need to be made aware that the data has changed, so that
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subsequent references can be made without using stale
data. Further, the multiprocessing system needs an effi-
cient mechanism to allow a processor to access the
modified data when it is required.

Mbus implements a bus snoopmg protocol that allows
a processor node to communicate to the other nodes that a
piece of shared data has been modified. Each processor
node responds by marking that datum as invalid in the
node’s own cache tag. When. a processor node references
that datum, a cache miss occurs because the entry has
been invalidated in the cache. The processor node then
generates a normal Mbus read transaction to access the
datum. Instead of the physical' memory element supplying
the datum, the Mbus protocol allows the datum to be sup-
plied by the processor node whose local cache contains
the current datum.

This approach has the advantage that no data transfer
occurs on the bus until the shared data is needed, saving a
considerable amount of bus bandwidth, Further, the per-
formance penalty to access modified data is no worse than
the a penalty of a normal cache miss.

When the processor node provides its modified data
on the bus to the requesting node; the Mbus protocol al-
lows the physical memory and other processor nodes to
update their data. This reflective memory feature can save
additional bus bandwidth by requiring that modified
shared data be transferred only once, rather than each time
a dlfferent node references the data.

Mbus Descnpuon

Mbus is a fully synchronous bus whose 64-bit data
path (MAD) multiplexes address and data for each data
transaction. All data is sampled on the rising edge of the

v/ N/ N/ NN\
Mo — () ——
W\ '
NRDY \
U ‘ SR

| APRRESS 1 DATA' PHASE. = co

—

Figure 2. Basic M-Bus Transaction Timing

8-70

system clock, MCLK, and a bus transaction can only be
initiated by the bus master that currently owns the bus.

A transaction consists of an address phase followed
by one or more data transfer cycles. The address phase
provides a 36-bit physical address and a set of control
fields that defines the transaction’s nature and size. The
data phase consists of multiple 64-bit transfers that are
synchronous with the bus clock. A simple illustration of a
32-byte transaction appears in Figure 2.

Address Phase

Mbus’s 64 data bits are defined as a 36-bit physical
address space and a set of control fields that determine the
type of bus cycle that is being initiated. The master sig-
nals the beginning of a cycle by placing the required ad-
dress and control information on the data bus and assert-
ing an address strobe (MAS) on the bus. The command
fields are
MAD(36 - 39) Transaction Type (Type)

‘ read

write :

coherent invalidate*

read coherent®

coherent write and invalidate*
coherent read and invalidate*

*Level 2 only

Transaction Size (Size)
-0 Byte

1 Halfword

2 Word

3 Doubleword

4 16 Bytes

5 32 Bytes

6 64 Bytes

7 128 Bytes
MAD(43) Memory Cacheable (MC)

This advisory bit indicates whether the address space
for the transaction is cacheable.

MAD(44) Locked Transaction (MLOCK)

This bit signals that the transaction is part of a multi-
transaction operation that must be indivisible; thus, the
master will not relinquish the bus between transactions.

VA WN=O

MAD(0 - 42)
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. MAD - OoO—CCCo T —
MERRHYMRDY* MRTY* Meaning L/ \ ,
oY \_/ \—/
H H H |Idle cycle | | |
H H L  |Relinquish and Retry [ rew croe T wmive ovae !
H L H |Valid Data Transfer Figure 3. Mbus Read and Write Transaction Timing
H L L  |undefined L1, reserved L2
L H H |ERRORI1 => Bus Error starting address is not on a block boundary, the address
L o T sequence increments to the block boundary and then
L H L |ERROR2 -> Timeout wraps to the block’s start boundary. A simple example of
L H  (ERROR3 => Uncorrectable a 32-byte transfer is illustrated below:
L L L__|Retry Block boundary is at 100000000000
100000010000  starts on the third 8-byte subblock
MAD(45) Boot mode/Local (MBL) 100000011000

This bit signals that the processor is in the boot mode
or that the transaction is in the local space (Address Space
Identifier (ASI) = 01). This is an advisory bit that the sys-
tem can use, but is not required for compliance.

MAD(46 - 49)  Virtual Address

This field contains bits 12 - 19 of the virtual address
being accessed. These bits are used by virtually indexed
secondary caches for synonym elimination, and they are
only required in multiprocessing level 2 compliant sys-
tems.

MAD(50 - 59) Reserved
MAD(60 - 63) Module Identifier

These bits contain the ID(0 - 3) for the master initiat-
ing the transaction. Used by slave elements to keep track
of which master to reconnect to when implementing
Relinquish and Retry operations, these bits are used only
for multiprocessing level 2 compliance.

Data Phase

The element that occupies the physical address
defined during the address phase responds to the request
by either accepting 64 bits of data for a write or providing
data for a read. The slave signals the master its readiness
to complete a data transfer by asserting a ready status on
the bus. This provision allows a slave to operate at a data
rate slower than that available on Mbus.

The Mbus command protocol supports up to 16 suc-
cessive data transfers. This allows up to 128 bytes to be
transferred in 17 system clock cycles.

Figure 3 illustrates a simple read and write transac-
tion. For' transactions that require multiple data phases
(more than 8 bytes), Mbus supports an address wrap fea-
ture within the block being transferred. An address wrap
is accomplished by specifying a burst starting address that
is not on a block boundary. This feature can be useful for
cache line transfers, where the CPU is waiting for a
specific word. This word is transferred first, allowing the
CPU to proceed while the balance of the cache line is
transferred.

Block wrapping is implemented by not allowing the
addresses accessed to cross a block boundary. When the
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100000000000  wraps to the start of the block
100000001000
Data Control Lines

Mbus provides two multiplexed data control lines:
MAS Address Strobe

The current bus master asserts this line for one clock
cycle when a bus transaction’s address phase is executed.
The slave occupying the specified address in the physical

memory space is expected to capture the address and
command fields on the bus when MAS is asserted.
MRDY Ready

Slave elements use this line to signal to a master that
requested data is ready for a read or data has been ac-
cepted for a write. A master monitors MRDY to know
when a slave is ready for the next cycle in a data transac-
tion.

Mbus Transaction Status and Encoding

MRDY combines with the MRTY and MERR control
lines to encode the current status of a transaction’s data
phases. The slave element controls the status lines and
thus determines how the current data phase cycle is ter-
minated. The status encoding appears in Table 1.

The rest of this section describes the Mbus transac-
tion activities.

The Idle cycle occurs when a slave element is not yet
ready to transfer data to or from the master. The cycle
occurs when the slave does not assert any of the status
lines. The idle cycle thus effectively operates as a wait
cycle on the bus. Note that this encoding also appears on
the bus when there are no transactions currently being ex-
ecuted.

The Data Transfer cycle, executed by the slave ele-
ment asserting MRDY for one bus cycle, indicates to the
master that the slave is ready for the requested data trans-
fer for the current data phase cycle.

The Retry cycle causes the master to restart the full
bus transaction with the address and all data phases
repeated. This cycle is often useful for memory modules
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executing an ECC data correction that needs additional
time.
The Relinquish and Retry cycle operates the same as
a Retry cycle, except that the master must release the bus
and re-arbitrate before starting the transaction cycle again.
A Relinquish and Retry cycle typically is used for devices
that have a long data latency or when the module is busy
and cannot respond.

The Bus Error status is typically used to signal that
an external bus error has occurred. This could be a bus
parity error or invalid status. Note:that this encoding is
only a suggested definition. You can use the error encod-
ing as a system-specific error if desired.

The Bus Timeout Error is generated by an external
watchdog timer to signal that the time allotted for a full
bus transaction has expired. It is important to note that
this error applies to transactions requiring from one to 16
data phases, and the time limit chosen must accommodate
the transaction requiring the greatest time. The suggested
timeout interval for Mbus is 200 ps. This encoding to
identify a timeout error is only a suggested definition.
You can use the error encoding as a system-specific error
if desired. : :

An Uncorrectable Error is typically generated by
memory elements that encounter an uncorrectable error,
such as parity or a multi-bit ECC error, in the data being
accessed. This encoding to identify an uncorrectable error
is only a suggested definition. You can use the encoding
as a system-specific error if desired.

Interrupt Support

Mbus provides four dedicated lines, IRL[0:3], for
feeding the current interrupt level to the processor. These
lines typically connect directly to the CPU’s interrupt in-
puts. An external interrupt controller is expected to drive
the interrupt lines.

The four lines operate as an encoded, 16-level,
priority interrupt request, ranging from no interrupt pend-
ing (0000) to non-maskable interrupt request (1111). The
system is expected to include a separate interrupt request
encoder to drive the IRL lines for Mbus.

Arbitration Mechanisms

Transfer of bus ownership on Mbus is accomplished
using dedicated request and grant control lines from a
central arbiter to the system’s bus masters. The current
master controls a busy status line (MBB) to signal that the
bus is in use.

Arbitration between masters can occur concurrently
with data transactions. This is accomplished in the follow-
ing manner: When a master requires the bus, the master
asserts its bus request (MBR) to the arbiter. The arbiter
responds by asserting the bus grant (MBG) for the re-
questing master and deasserting the MBG for the current
master. The new master deasserts its MBR on the next
system clock cycle. When the requesting master detects
the grant, that master does not take ownership of the bus
until the bus busy (MBB) is inactive. This allows the cur-
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rent data transaction to complete before ownership is
transferred. )

This protocol places several requirements on the ar-
biter and the bus masters:

The current master must deassert MBB after the com-
pletion of a data transaction.

The current master must have its MBG active to in-
itiate a new data transaction. The arbiter signals a master
that it no longer has bus ownership by deasserting the
MBG.

The arbiter is not allowed to re-arbitrate new requests
after a new grant until MBB is deasserted.

Details of the control algorithm for bus arbitration ap-
pear in Figure 4, which is a state flowchart for a bus
master arbitration state machine.

Module Identification and Configuration

An optional facility allows the CPU to identify and
configure modules attached to the Mbus. This facility
provides up to 16 logical positions on the bus, with the
requirement that each logical position contain a small
memory space dedicated to that logical position. An Mbus
module supporting the configuration facility can incor-
porate any control or status registers required within its
assigned memory space. Four dedicated lines are provided
for each Mbus module (ID[0:3]) to identify the logical
position the module occupies on the Mbus.

In a typical configuration, each slot on the Mbus has
a unique value hard-wired on its ID control lines. A
module decodes its configuration map space in a specific
slot by using the ID value.

An Mbus Port Register (MPR)-—a single 32-bit
word at location FFFFFCh in the configuration space — is
defined with a standard format to allow a uniform iden-
tification mechanism for a module. The format of the Port
Register is defined in Figure 5, and the configuration ad-
dress map for the 16 ID values is defined in Table 2.

The MPR fields are defined as follows:

MDEYV - Mbus Device Identification Number

This field contains a unique vendor-defined iden-
tification number for the Mbus device being addressed.
MREYV - Mbus Device Revision Number

This field contains the revision or configuration num-
ber for the Mbus device being addressed.

MVEND - Mbus Vendor Number

This field contains a unique vendor identification
number for the Mbus device being addressed. The current
vendor number assignments are:

0 Fujitsu

1 Cypress

2 (reserved)

3 LSI Logic

4 Texas Instruments

Note that on reset, a processor begins execution at
location OFFO00000h. This is the same memory space as
the first logical position in the configuration space. Thus,
the ID = Oh logical position must be treated as predefined
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Figure 4. Bus Arbitration Flowchart

and considered the logical position for the Mbus boot
PROM module.

AC Timing Parameters

Because the Mbus is fully synchronous, with all data
sampled on MCLK’s rising edge, all AC parametrics are
specified as set-up and hold times with respect to this
edge. The signals are grouped into two categories: data
path (MAD) and control (CNTRL). The AC specifications
are provided in Table 3. Table 4 summarizes the DC char-
acteristics and reflects the assumption that the maximum
loading per module is a single CMOS load per line.

Processor Modules

Another part of the Mbus standard defined by
SPARC International is a physical connector that allows
you to take advantage of a wide variety of standard
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Figure 5. M-Bus Port Register Configuration

modules from multiple vendors. These modules are typi-
cally for memory, I/O devices, and bus adapters. Modules
can be configured to be mounted either parallel or perpen-
dicular to the mother board.

Cypress has developed a family of processor modules
that incorporate the standard Mbus connector. These
modules include a uniprocessor cluster module, a multi-
processor cluster module, and a dual multiprocessor
cluster. A cluster is considered to be an integer unit, float-
ing point unit, memory management unit, and a 64K
cache.

The Mbus connector is available as a standard com-
ponent from Amp Incorporated and has 100 signal pins in
a dual row on 0.05-inch centers. The signal interconnects
through the connector are a constant 50Q impedance.
Separate power and ground blades minimize the supply-
rail impedance. Table 5 defines the connector’s pin as-
signments,

System Design Considerations

Virtually any Mbus-based system requires scveral
support elements, including clock generator, watchdog
timer, interrupt controller, and bus arbiter. The following
sections examine the functional requirements and design
considerations for each of these support elements. The
support functions are relatively straightforward, and can
be implemented with four PLDs, a TTL buffer and possib-
1y a flip-flop.

Clock Generator

The system clock is derived from the clock generator,
which should be crystal referenced. For many applica-
tions, a simple crystal-controlled oscillator module per-
forms very well. On the other hand, operating with a 2x
clock followed by a toggle flip-flop might be useful if the
application requires true and complement clocks. Note
that Mbus does support a true and complement clock dis-
tribution, although it is not required.

Clock distribution on the bus should be implemented
using a single printed circuit trace with no stubs and char-
acteristic impedance of 50 to 75Q. The line must be

Table 2. Mbus Address Configuration Map

] Configuration Spaces Mbus Identifier
0xFF0000000 to OXFFOFFFFFF | Range for ID=0x0
0xFF1000000 to OxFF1FFFFFF | Range for ID=0x1
0xFF2000000 to OxFF2FFFFFF | Range for ID=0x2
0xFFF000000 to OXFFFFEFFFE | Range for ID=0xF
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Table 3. Level 1 DC Characteristics

Level 1 DC Characteristics and Pin Ca[%citmce (Ta = 0-70C)

Symbol Signal Description Conditions min max unit
Vih Input High Voltage level 2.1 Vce \'
Vil Input low Voltage level 0.0 8 \%
Iil Input Leakage + 10 uA
Tih Input High Current 10 uA
Tilo Input Low Current -10 uA
Voh Output High Voltage loh = -2mA 24 Vee v
Vol Output Low Voltage loi = 8mA 0.0 0.5 A%
Cin Input Capacitance 10 pF
Cout Output Capacitance 12 pF
Ci/o Input/Qutput Capacitance 15 pF

properly terminated. The requirements for clock distribu-
tion dictate the use of a low-propagation-delay buffer with
the ability to drive the transmission line. If complemen-
tary clock distribution is required, the buffers must also
have low delay skew.

Watchdog Timer

The watchdog timer provides the timing reference re-
quired for bus timeout error detection. The Mbus recom-
mendation for the timeout interval in a 40-Mhz system is
200 ps. The actual value chosen for an application
depends on the system clock rate and the worst-case trans-
action time of any element on the bus. Normally a value
between 100 and 500 us is adequate.

While a transaction is in process, the current master
asserts the Bus Busy status line (MBB), which serves as
the controlling status for the watchdog timer. Each time
MBB is asserted, the timer is triggered. If the timer
reaches terminal count before MBB is deasserted, a Bus
Timeout Error is generated.

The watchdog timer can also be used to generate
timing for the bus reset strobe (MRST). This is possible
because the watchdog function does not have to operate
during reset. The additional logic required to support both
functions is minimal,

You can implement the watchdog timer in a pair of

22V10 PALs. Figure 6 shows a block diagram of the
function, with the flowchart for the reset state machine
shown in Figure 7. The design incorporates a single
counter, the watchdog timer, and the reset function.

Two counters make it possible to implement the func-
tion in two 22V10s. The modulo 40 counter uses a
synchronous count enable connected to the terminal count
of the modulo 250 counter. Thus, 250 x 40 = 10000 clock
cycles for the timer to reach terminal count. At 40 Mhz,
this value corresponds to a 200 ps timeout interval.

When RUN is asserted, the reset state machine is
quiescent, MBB* is not asserted, and the counter chain is
held reset. When MBB* asserts, the counter chain begins
counting toward terminal count. In normal operation,
MBB* is deasserted long before terminal count is reached,
and the timer returns to the reset state. If MBB* remains
asserted until terminal count is reached, however, MERR*
and MRDY* are asserted for one clock cycle. The current
master is expected to respond to this condition by ter-
minating the transaction and deasserting MBB*,

In the case of a reset condition, it cannot be predicted
if MBB* will be asserted at the start of the reset interval.
It is therefore necessary to gate-out MBB* from the
timing block during a reset interval. This is accomplished
with GATE from the reset state machine.

Table 4. Level 1 AC Characteristics

Parameter min max Unit
Tcp 25 25 ns
Tch 11 14 ns
Tei 11 14 ns
Tsi(MAD) 3 - ns
Thi(MAD) 2 - ns
Tdo(MAD) - 18 ns
Tho(MAD) 4 - ns
Tsi(CNTRL 3 - ns
Thi(CNTRL) 2 - ns
Tdo(CNTRL) - 18 ns
Tho(CNTRL) 4 - ns

* All times are for a Capacitive load of 100 pF
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Table 5. Mbus Connector Pin Assignments

Pin # Signal Name Pin # Signal Name |
1 SPARE] 51 SPARE7
2 SPARE2 52 MERR_
3 SPARE3 53 SPARER
4 TOE_CMU 54 MAS |
5 _SPARE4 55 MBRI1]_
6 MIRLO[1] 56 MBB_
7 MIRLOI[0] 57 MBGI1]_
8 MIRLO[3] 58 SPARE9
9 MIRLOI[2] 59 MADI32]
10 SPARES 60 MADI(33]
11 MADIQ] 61 MAD([34]
12 _MADI[1] 62 MADI{35]
13 MADI{2] 63 MADI[36]
14 MADI[3] 64 _MADI[37]
15 MAD{4] 63 MAD(38]
16 _MADIS] 66 MAD[39]
17 MADI6] 67 MADI[40
18 MADI[7] 68 MAD{41]
19 MADI8] 69 MADI[42]

20 MADI9] 70
21 MADI{10] 71 MAD{[44]
22 MADI(11] 12 MADI[45]
23 MADI{12] 13 MAD{46]
24 MAD[13] 74 MADI[47]
25 MADI[14] 75 MADI[48]
26 MADI{15] 76 MADI(49]
27 MADI[16] 77 MADI50]
28 MADI17] 78
29 MADI18] 79 MADI52]
30 MAD([19] 80 MADI[53]
31 MADI[20] 81 MAD{54]
32 MAD[21] 82 MADISS
33 MADI221 83 MADI[36] |
34 MAD[23] 84 MAD[57]
35 MAD{24] 85 MAD([58]
36 MADI25] 86
37 MADI[26] 87 MADI[60]
38 MAD[27] 88 )
39 MADI[28] 89 MAD{62]
40 MADI[29] 90 MADI[63]
41 MADI[30] 91 SPARE10
42 MAD(31] 92 SPARE11
43 MBRIO] 93 SPARE12
44 MSH_ 94 SPARE13
45 MBGIO]_ 95 SPARE14
46 MIH_ 96 AERR_
47 MCLKO 97 RSTIN
48 MRTY_ 98 SPARE1S
49 _SPAREG6 99 SPARE16
50 MRDY_ 100 SPARE17

| _Bladel | Graound | Blade2 + 5V

| __Blade3 Ground Blade4 + 5V

L__Blades Ground
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When a reset occurs, RUN is deasserted. The state
machine deasserts GATE to disable MBB* and hold the
counter in the reset state. When RUN goes active,
COUNT is asserted. This enables the counter, disables
MERR* and MRTY*, and causes MRST* to assert. The
state machine remains in this state until terminal count
(TC) from the counter is detected. The state machine then
asserts GATE and deasserts COUNT. The latter deasserts
MRST* and enables MBB* to control the triggering of
the timing chain. The state machine remains in this state
until another reset occurs.

Interrupt Control

Interrupt processing for Mbus-based systems requires
a simple priority encoder that uses individual interrupt re-
quests to determine the priority level. The interrupt con-
troller then drives the bus’s four Interrupt Status Lines
(ISL 0 - 3). System elements that generate interrupts are
expected to assert their individual interrupt request line
and hold it asserted until the processor takes action to
clear the interrupt condition. You can easily implement
this function in a single 22V10 with 16 inputs and four
outputs.

Bus Arbitration

Most Mbus-based systems require some type of bus
arbitration. In addition to the processor requiring access to
the bus, I/O devices such as disk drives require access to
the memory space for data transfer. Thus, the system
needs at least a simple arbitration mechanism to allow the
processor and the /O device to share the bus.

You can implement many different arbitration
strategies in an Mbus system. These strategies include
fixed priority, round robin, dynamic assignment, or ran-
dom priority. System performance requirements largely
dictate the arbitration strategy for a specific application.
The arbiter must, in any case, conform to the interface
protocol defined by Mbus.

For a good example of Mbus arbitration, see the
Cypress application note “Using the CY7C330 as a Multi-
channel Mbus Arbiter.” This application note shows how
to implement two different arbitration algorithms in a
single CY7C330 PLD. Note that the design requires the
availability of a 2X clock.

DRAM Memory Module Design

Several issues must be resolved in defining an Mbus
memory module. The module’s capacity, the required per-
formance level, and cost are the basic constraints that dic-
tate the module’s design.

For reasonable performance, the memory must sup-
port Mbus’s full 64-bit access per memory cycle. This im-
plies a minimum capacity of 8 Mbytes for a IM x 1
DRAM design. This is a reasonable minimum size and
capacity increment. Alternatives include a 1M x 4, which
reduces parts count but increases cost; a 256K x 4, which
also reduces parts count and the minimum capacity to 2
Mbytes; and finally a 4M x 4, which increases the mini-
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STATE
MACHINE

Figure 6. Watchdog Timer Block Diagram

mum capacity to 32 Mbytes with no increase in parts
count.

Figure 8 shows a curve relating a system’s relative
performance to Mbus wait cycles. The curve is derived for
32-byte cache line replacements and a 95 percent cache
hit ratio. Note that the relative performance does not
strongly depend on the number of wait cycles. For ex-
ample, doubling the transaction time for a cache line re-
placement to five wait cycles reduces performance by
only 13.5 percent.

Thus, the curve indicates that the incremental im-
provement in performance for a reduction in the number
of wait cycles is somewhat marginal, with only a 2- to
3-percent increase in performance for each wait cycle
eliminated. You must therefore evaluate the relative cost

Figure 7. Reset State Machine Flowchart
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for a given performance level to determine if an approach
is cost effective.

Table 6 illustrates several performance-cost design
points for 40-, 33-, and 25-Mhz systems. The small per-
formance difference between the lowest-cost design for a
specific clock frequency and the highest-performance
design makes the low-cost implementation quite attractive
from a cost-performance standpoint.

An Example Memory Design

To better understand Mbus memory module design,
consider an example of a design for a 25-Mhz system
with 8-Mbyte capacity and 128K of boot PROM. The
design supports the module identification facility. This ex-
ample illustrates the design requirements without the addi-
tional issues involved in a full-speed, 40-Mhz module. A
block diagram of the module appears in Figure 9 and con-
sists of three major functional blocks: interface decode,
DRAM, and PROM/identification generation.

Interface Decode

The interface decode block decodes Mbus commands,
and generates control signals, and supports the DRAM
and PROM blocks for data transfer across the data bus.
The decode block thus detects Mbus commands directed

Relgtive
Performance
1.004

.98 4
.88 .4
.94 4
924
.80 L
.88
.86 4
.84

.80

" 2 3 4 5 1 7 )

Figure 8. Relative Performance vs M-Bus Wait States



An Introduction to Mbus

% 2 CYPR&
2’; SEMICONDUCTOR

at the module; informs the DRAM, PROM or ID genera-
tion block of the request; and supports the transaction by
providing control of the data transceiver, generating the
MRDY as needed, and terminating the transaction when
complete.

The decode block can locate the DRAM anywhere in
the system’s physical address space on a 1 Mbyte bound-
ary. This is accomplished using the Mbus configuration
facility to load the DRAM position in the module’s port
register.

A block diagram of the decode function appears in
Figure 10. The block consists of a high-speed bus decode
PLD, a pair of 22V10s for the address decode, the Mbus
port register that contains the DRAM map position, and
an auxiliary decode PLD for control decode within the
module. The interface decode also provides transaction
control for the data-bus buffer. The buffer is an FCT648
transceiver/register, which can be configured with a com-
binational or registered data path in either direction. The
DRAM design requires a registered data path on a read
operation.

The bus decode block provides the buffered clock for
the module and generates MRDY out to the Mbus when
the module is active. The ready signal is derived from the
DRAM and PROM blocks’ RDYSTB signals.

The block generates LDSTB to the decode registers
when MAS is asserted on Mbus. The block detects that
the module is active by monitoring the match signals from
the address decode.

The decode block controls the bus buffer via BUS-
DIR and BUSSEL. BUSDIR normally causes data to go
from Mbus into the module but reverses direction when
the module is accessed and the transaction is a read opera-
tion. BUSSEL controls the type of output data path from
the module for the transaction. When a DRAM read ac-
cess occurs, the data path is registered; when a PROM or
configuration port read access is executed, the datapath is
combinational. These transactions are decoded using the
match decodes and RD\WT. The bus decode function ter-
minates the transaction by using CLR to clear the block’s

decode registers. This is initiated from either the DRAM
or PROM block through the CLRSTB signals.

The address decode block decodes DRAM addresses
by comparing the Mbus address to the map position for a
match (more on the map position later). The PROM
decode is a simple decode for address 000000000 to
00003FFFF. Two match signals for DRAM and PROM
are implemented to avoid the additional delay that would
occur from ANDing the decode outputs from the two
PLDs. The two signals are ANDed in the DRAM and
PROM control elements with no additional delay over-
head.

The MPR block implements the write portion of the
Mbus configuration facility. The decode PLD detects the
configuration address space and matches the ID field to
ID(0 - 3) for a module match. This condition is signaled
with CMAT. The map position register is loaded from the
data bus when CMAT is asserted and the transaction type
is a write. The PROM block is responsible for the transac-
tion termination via the CLRSTB.

The auxiliary decode block is a simple decode PLD
that captures the transaction size and read/write status.
Note that BOOT and LOCK are decoded in the auxiliary
block, but are not used in this design example.

DRAM Block

The DRAM block is implemented using 70-ns RAMs
operating in page mode with two wait states to initial ac-
cess and zero wait states for up to 32 bytes. For transac-
tions requiring more than 32 bytes, an additional wait
state is required after every fourth transfer cycle. The ad-
ditional wait state is necessary because the DRAM
operates in page mode at a 50-ns cycle time. This causes
the data access to skew out 10 ns per cycle, and an addi-
tional cycle allows the data access to resynchronize with
MCK. Figure 11 shows the basic timing for a 32-byte
read transaction.

Among the numerous approaches to DRAM control
design, the implementation required for an Mbus page-
mode controller has no special peculiarities except for the

Table 6. Memory System Perfomance/Cost Anaylsis

Clock Description Wait =~ Absolute
MHZ Cycles Perfomance
40 35ns 1Mx1 BiCMOS 4 0.88
Non-multiplexed :
40 70ns 256Kx4 Static Col 5 0.86
2 way interleave
40 60ns 1IMx1 DRAM 7 0.83
Fast Page Mode
33  35ns 1IMx1 BiCMOS 2 0.77
Non-multplexed
33 70ns 1Mx1 DRAM 4 0.72
Fast Page Mode
25 45ns Imx1 BiCMOS 1 0.60
Non-multiplexed

Relative Relative Relative
Performance Complexity Cost
0.88 038 20

0.86 15 1.5
0.83 1.0 1.2
0.94 038 20

0.88 1.0 1.0
0.97 0.8 1.7
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address map requirement. This requirement affects only
the page-address generation. The control block appears in
Figure 12 and consists of a 10-ns timing chain generator,
a high-speed control state machine, an interval counter,
and a refresh counter.

The timing chain generator derives a 10-ns interval
from MCK using a 10-ns tapped delay line and a high-
speed decode PLD. The output clock drives the control
state machine and the interval counter.

The control state machine is a conventional finite
state machine that generates the direct DRAM control, the
data buffer strobe, and ready/clear timing to the interface
decode block. The state machine uses the interval counter
for the fixed idle intervals to reduce state-transition com-
plexity. A DRAM cycle is initiated when RMAT is as-
serted, and the cycle type is determined by RD/WT.
Refresh requests are also monitored from the refresh
counter (RFREQ) and acknowledged (RACK).

The interval counter measures timing intervals with a
resolution of 10 ns for the control state machine. The
fixed intervals are the initial access delay (50 ns) and the
RAS precharge (70 ns). In addition, the transaction size is
decoded and used to count data transfers. Terminal count
signals that the count interval is complete. A second ter-
minal count is used during transfer counting to signal
when the count equals 4 for the additional wait state.

Figure 13 shows the address generation block, which
is implemented with three high-speed PLDs. The block
generates the row address for the DRAM array on the ini-
tial access and provides the column addresses for page-
mode operation. The column address sequence imple-
ments the address-wrap feature described earlier and
decodes SIZE to determine the wrap point.

Figure 14 shows a functional block diagram of the
PLD. It acts as a column-address latch —a presetable

w/ L
wss_/ \

ruT J
m o\ /
w [ |

S Y [ Y VY A U A

/ ./ /s AU
DATA
Ay N VY S WY S W (O VR
WY \ /
T A A VARV AR V A W

Figure 11. DRAM Control Timing
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counter with a select mux for the preload input. This ap-
proach allows the counter to be loaded with the row or
column address. The control decode uses the CMD input
from the control state machine to control the counter and
steer the data inputs. The SIZE input carry modifies the in
and out operations for address wrapping.

PROMIID Generation

The PROM and ID generation block combines the
boot ROM function and the module identification block.
Because the two elements are both read only, it is sensible
to combine the functions under a single control element.
The block diagram appears in Figure 15. A state machine
controls the PROM and ID generation, and both elements
share a set of output buffer registers.

A single 256K x 8 PROM implements the PROM
block, which requires eight sequential accesses to as-
semble a full 64-bit word for transfer across the Mbus.
The controller includes eight load strobes to sequentially
load the bytes into the assembly registers. The PROM ad-
dress generator drives the address input to the PROM and
increments the address on command from the control state
machine. The address generator also accommodates ad-
dress wrapping by decoding SIZE from the interface
decode block. This implementation reduces the component
count to a minimum compared to a parallel-access ap-
proach, but is considerably lower in performance. When
the PROM is used only for bootstrapping, the cost savings
and higher density can be attractive.

ROAT — |
RFREQ |

s1zE 2
RUAT 2|

22V10-7
(2)

—

CONTROL

1c

2]

22V19)
-7
SIZE _78_J
—
MCK | RFREQ
RACK | 22V10)
CONTROL FUNCTION
000 LD ACCESS DELAY (5)
001 LD XFER COUNT (16 MAX)
010 CD RAS PRECHARGE (7)
011 COUNT
1XX IDLE

Figure 12. DRAM Control Block Diagram
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Multiprocessing System Boot-Up

This application note describes a simple scheme to
arbitrate granting of the Mbus among competing process-
ing modules during system boot. This approach is not the
only workable solution, but it is offered as a suggestion to
SPARC multiprocessing system designers.

In a shared-bus multiprocessing system, all process-
ing nodes simultaneously request the bus upon reset to ex-
ecute their processor boot code. You must provide the
mechanism to make the multiple processing nodes boot-up
in their proper sequence. Figure I illustrates the
mechanism described here.

Boot-up Procedure

Upon release of the power-on reset signal, all proces-
sor modules (CY7C601s with CY7C605-based cache sys-
tems) wake up in boot mode and request the Mbus by
asserting MBR. Because there is one MBR signal for each
CY7C605, the Mbus arbiter can identify the processors
according to which MBR signal is asserted. By estab-
lishing a priority for the processor modules based upon
their MBR signals, the arbiter can control which processor
is allowed to boot first.

To allow a processor module to complete its boot
procedure, the Mbus arbiter locks the grant for the proces-
sor module until the boot routine is completed. For ex-
ample, processor module 0 asserts MBRO after reset,
along with all other processor modules and their respec-
tive MBG signals. If processor module O is the highest-
priority processor, the Mbus arbiter asserts MBGO to grant
this module access to Mbus. During this boot procedure,
the Mbus arbiter locks grant of the Mbus to processor
module 0, ignoring all other Mbus requests. This allows
the processor node to keep the Mbus until the node has
finished booting.

After a processor module has booted-up, the Mbus
grant must be unlocked. One way to do this is to use an
Mbus-arbiter reset control register. This register is cleared
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upon power-on reset. After each processor finishes boot-
ing, that processor completes its boot routine by setting a
bit in the reset control register. The Mbus arbiter uses the
setting of a new bit to release the Mbus grant to that
processor module. The Mbus arbiter then asserts grant to
the next processor module, assuming that all the boot
routines are not yet completed. Upon a processor module
setting the last bit in the reset register, the Mbus arbiter
leaves boot mode and assumes normal operation.

Note that a processor module can also determine its
module identification number by reading the value stored
in the reset control register. (Refer to the MID notes at the
end of this application note.) Assuming that processing
nodes might have unique portions of boot code, the value
stored in the reset register can also be used to branch to
different areas of boot code for each processor. The
module identifier (MID) number can be read from the
boot program for that processor, or determined from the
reset register, and written into the CY7C605’s SCR (sys-
tem control register). Initializing the CY7C605 SCR’s
MID field is necessary if the CY7C605 is to supply the
module identifier field of an Mbus address cycle. The
module identifier field identifies which Mbus master has
asserted an address on the Mbus and is highly useful to
some multiprocessing systems.

Module Identifier (MID) Notes

Level-2 Mbus uses the MID field in the CY7C605’s
SCR to identify the module asserting an address onto the
Mbus. Figure 2 shows where the SCR’s MID field is as-
serted in the Mbus address cycle. This information can be
used by the Mbus arbiter or by a secondary cache to note
which module asserted the current address on the Mbus.
The MID(3:0) field of the CY7C605 system control
register is writeable by asserting ASI = 4 H and the
register address 0 H with the correct word to be written
into the register.



%}3 e Multiprocessing System Boot-Up

SEMICONDUCTOR
Power -on
Reset

All MBR lines are asserted

Mbus arbiter
asserts MBGO
for highest priority]

processor modul
(asserting MBRO)

'

Processor module
reads Mbus reset [*€ T

control register

L Assert next MBG

Value of Mbus reset signal
control register is
Execute boot used to determine

f program lat——] start of boot code A
for processor

module

I Processor sets |
appropriate bit in the
Mbus reset control
register (arbiter
releases current MBG)

boot prograrg
?

All boo!
routines
ompleted,

NO

Go to normal
operation mode

Figure 1. Boot-Up Mechanism
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CY7C605 System Control Register
IMPL l VER I MCA I MCM | le MID(3:0) IBMI c | nsﬂmr{cmlmlcs' RSV INFl MEI
31 28 27 24 23 22 21 20 19 18 1514 13 12 11 10 9 8 7 21 0
IMPL = Specific Implementation of the MMU C = Cacheable (when MMU disabled)
VER = Version of Specific Implementation MR = Memory Reflection
MCA (0:1) = Multichip Address CM = Cache Mode
MCM (0:1) = Multichip Mask CL = Cache Lock
MID(3:0) = Module Identifier (3:0) CE = Cache Enable
MV = Multichip Valid NF = No Fault
BM = Boot Mode ME = MMU Enable
RSV = Reserved
Mbus Address Cycle: MAD({63:0)
Mbus Address Cycle | Physical Address |

63:60 59:50 40:46 45 44 43 42:40 39:36 35

A A

[+ BN Mbus write
| Mbus read
MC Memory 2 . Coherent Invalidate
Cacheable 3..... Coherent Read
MLOCK 4 .... Coherent Write
Locked and Invalidate
Transaction 5..... Coherent Read
and Invalidate
MBL Boot mode/Local
Size
‘Vlnual Address 0 .. Byts
1 .... Haltword
Reserved 2 Word (32 bits)
3 .. Doubleword .
v.ov. 2-bytes
Module ldentifier 6 . BA-byles
7 128-bytes

Figure 2. Module Identifier Field
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Porting UNIX to the CY7C604 or CY7C605

This application note describes the issues involved in
porting UNIX to a system that includes the CY7C601
SPARC microprocessor and either the CY7C604 or
CY7C605 cache and memory management units. The as-
sumption here is that the UNIX operating system has al-
ready been ported, leaving only the task of integrating the
CY7C604/605 hardware into the virtual memory/cache
sections of the operating system (O/S). This application
note specifically addresses SunOS, which serves as an ex-
ample for porting any UNIX variant.

The Cypress CY7C604 and CY7C605 are cache and
memory management units that interface to the CY7C601
microprocessor without glue logic. Porting an operating
system to either of these chips is not a difficult task, but it
requires a complete understanding of what functions the
CY7C604/605 provide for the operating system and its
hardware translation layer. This application note should
help provide that understanding.

The CY7C604 and CY7C605

The CY7C604 and CY7C605 share the following
features:

4096 contexts for translation look-aside buffer (TLB)
entries )
64 fully associative TLB entries
Page-level memory access protection
Multi-level address mapping
4096 contexts for cache tags
Virtual cache support
Read-line and write-line buffer
Both devices conform to the SPARC reference MMU
standard. The CY7C605 differs from the CY7C604 in its
support for reflective memory and of multiprocessing by
concurrent, transparent bus snooping (without a clock
penalty).

Porting to the UNIX O/S

The UNIX operating system is divided into inde-
pendent objects or layers that communicate with each
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other via fixed data structures. (For a detailed description
of this O/S implementation philosophy and details of the
various layers, see Reference 2.) This object orientation of
UNIX simplifies the task of porting UNIX to different
hardware architectures.

The UNIX layer that affects a port to the
CY7C604/605 is the hat, or hardware address translation
layer. The hat implementation is machine dependent: its
functions rely upon the underlying machine architecture.
The hat layer is used by the machine-independent address
space (as) layer, which provides the operating system con-
structs necessary for virtual memory support. The hat
layer provides the functions and structures needed to con-
trol and operate the underlying cache/memory manage-
ment hardware in the system. The hat layer implements
machine-dependent functions with machine-independent
interfaces, as listed in Table 1.

" Because the hat functions are machine dependent,
their implementation depends upon the underlying cache-
control/memory-management hardware. Their interfaces
are machine independent to allow the as layer to utilize
any implementation of the hat layer.

The hat layer also contains the machine-dependent
control parameters and description and operation
parameters. The control parameters and description tell
the as layer what the cache controller/memory manage-
ment unit (CC/MMU) hardware can do and how to con-
trol the hardware (i.e., whether the cache can be locked,
and if so, what control bit accomplishes the locking). The
operation parameters set limits on the CC/MMU hardware
capabilities, including the number of contexts supported,
the number of segments per context, etc. You can find a
list of the SunOS parameters for the SPARCstation
CC/MMU in /ust/share/sys/sundc/mmu.h and in Tables 2
through 5.

Porting to the CY7C604

The information in Tables 2 through 5 reflects the
CC/MMU hardware implementation for the SPARCsta-
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Table 1. Machine-Dependent Functions

Operation Function

hat_init() Initialize the structures and hardware
hat_atloc(as) Allocate hat structure for as
hat_free(as) Release all hat resources for as
hat_pageunioad(pp) Unload all translations to page pp
hat_pagesync(pp) Sync ref and mod bits to page pp

hat_unlock(seg, addr)

Unlock translation at addr

hat_chgprot(seg, addr, len, prot)

Change protection values

hat_unload(seg, addr, len) Unload translations
hat_memload(seg, addr, pp, prot, flags) Load translations to page pp
hat_devload(seg, addr, pf, prot, flags) Load translation to cookie pF

(a cookie is a contiguous section of memory)

Table 2. SPARCstation Hardware Context and

Table 3. SPARCstation Address Space Identifiers

Segment Info
NPMENTPERPMGRP |64 Nun}ber of page map ASI UP 0x8 User program
entries/page map group ASI_SP 0x9 Supervisor program
NCTXS 8 Number of contexts ASI UD OxA User data
NPMBRPPERCTX (4096 |Number of ASI‘SD 0xB Supervisor data
segments/context — peh o
NPMGRPS 128 |Number of segments ASI_FCS 0xC Flush cache segment
MNCTXS 8 Maximum number of ASI_FCP 0xD Flush cache page
contexts ASI_FCC OxE Flush cache context
MNPMGRPS 128 |Maximum number of ASI_CTL 0x2 Control space
segments ASI_SM 0x3 Segment map
tion, which is implemented in gate arrays. The CY7C604 ASI PM 0x4 Page map

and CY7C605 are custom circuits that have a higher level
of integration and capability. They differ from the
SPARCstation CC/MMU in several vital respects.

Most importantly, the SPARCstation uses a two-level
virtual memory space consisting of a segment and a page
table; the CY7C604/605 CC/MMUs use a three-level vir-
tual memory space composed of three page tables. The
CY7C604/605 CC/MMUs determine the value of non-

cached virtual addresses by performing a table walk
through page tables in memory. The hardware performs
this table walk without software intervention.

Modifying SunOS to utilize the CY7C604/605 is
more complex than just changing the parameters. An addi-
tional parameter must be defined to represent the different
nature of the virtual address space. Using as a model the
mmu.h for the SUN 4_460 (which employs a three-level

Table 4. SPARCstation ASI Control Constants

CONTEXT REG 0x30000000 Context register

SYTEM_ENABLE 0x40000000 System enable

SYNC_ERROR_REG 0x60000000 Synchronous error register
SYNC_VA_REG 0x60000004 Synchronous virtual address register
ASYNC_ERROR_REG 0x60000008 Asynchronous error register
ASYNC_VA _REG 0x6000000C Asynchronous virtual address register
CACHE_TAGS 0x80000000 Cache tags

CACHE_DATA 0x90000000 Cache data

UART_BYPASS 0xF0000000 UART bypass
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Table 5. SPARCstation Cache Constants

VAC_SIZE 0x10000 Virtual address cache size

VAC_LINESIZE 16 Virtual address cache line size

VAC_LINESHIFT 4 Line size in base 2

VAC_CTXFLUSH_COUNT 4096 Virtual address cache context flush count

VAC_SEGFLUSH_COUNT 4096 Virtual address cache segment flush count

VAC_PAGEFLUSH_COUNT 256 Virtual address cache page flush count

virtual address space), the mmu.h file for a system based
on the CY7C604 has the parameters listed in Tables 6
through 9 (new parameters are listed in boldface type).
The addition of NSMENTPERSMGRP,
NSMGRPPERCTX, and NSMGRPS works directly with
the SunOS because these constants are already defined
and used by the SUN 4_460 O/S variant. However, the
CY7C604 provides address space identifier (ASI) func-
tions that are unavailable from the SPARCstation MMU.
The additional functions are:
Directly addressing the Mbus extended address space
Flushing entries from the TLB
Probing entries in the TLB
Directly accessing the cache tags
Flushing the cache lines for a memory region
Flushing the cache lines for a specific user
Operating in pass-thru mode
To use these additional functions, the O/S must be
modified in two- ways. First, the ASI values must be
defined and made available by modifying the header files.
Second, the hat functions in mmu.c must be modified to
utilize these new capabilities when performing the hat
functions. The calls to the hat layer from the as layer can
remain the same; only the underlying implementation of
those calls by the hat procedures must change. ‘

Some of the CY7C604’s ASI control constants are
also new to the SunOS. Although the SPARCstation has a
subset, the CY7C604 offers the O/S more control over the
working of the cache and memory management. These
capabilities are set by manipulating the bit fields in the
SCR (System Control Register). The following additional
capabilities are available when using the CY7C604:

* Enable/disable virtual cache

¢ Lock the entire cache .

*  Set the cache to write-through or copy-back operation

«  Setinstruction or data access to cacheable or non-
cacheable when the MMU is disabled

¢ Set the CY7C601 for multichip mode

¢ Set the CY7C604 to signal/not-signal data access ex-
ceptions to the CY7C601

« Enable/disable the MMU

»  Read/write the Context Table Pointer register

» Read/write the Instruction Access Page Table Pointer

(IPTP) register
*  Read/write the Data Access Page Table Pointer

(DPTP) register
* Read/write the Root Pointer register

Table 7. CY7C604 Address Space Identifiers

ASI_EA  |0Ox1 Mbus extended address space
Table 6. CY7C604 Hardwarg Context and Segment ASI MFP |0x3 MMU flush/probe
Information =
- ASI_ CTL |0x4 Control space (register access)
NPMENTPERPMGRP |64 Nun_lber of page map ASI MDT |0x6 MMU diagnostics
Zr;(;hule)s/page map. - instruction/data TLB
NSMENTPERSMGRP {64  |Number of segment ASLUP__ |Ox8 |User program
entries/segment group ASI_SP 0x9 Supervisor program
NCTXS 4096 |Number of contexts ASL UD  |0xA User data
NSMGRPPERCTX  |256 |Number of segment ASI SD  |0xB Supervisor data
groups/context ASI CT |0xE Cache tag access
NSMGRPS 64 |Number of segment ASI FCP  |0x10  |Flush cache line (page)
BTOups ASI FCS  |0x11 Flush cache line (segment)
NPMGRPS 64 ggﬁl;: T of page map ASI_FCR |0x12 Flush cache line (region)
MNCTXS 4096 |Maximum number of ASI FCC  |0x13 Flush cache line (context)
contexts ASI FCU |0x14 Flush cache line(user)
MNPMGRPS 64  |Maximum number of ASI_PTA |0x20-2F |MMU passthrough mode
segments : physical address
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Table 8. CY7C604 ASI Control Constants

CONTROL_REG 0x0 System control register (SCR)
CONTEXT_PTR 0x100 Context table pointer register (CTPR)
CONTEXT_REG 0x200 Context register (CXR)
SYNC_ERROR_REG 0x300 Synchronous fault status register (SFSR)
SYNC_VA_REG 0x400 Synchronous fault address register (SFAR)
ASYNC_ERROR_REG 0x500 Asynchronous fault status register (AFSR)
ASYNC_VA_REG 0x600 Asynchronous fault address register (AFAR)
RESET_REG 0x700 Reset register (RR)
ROOT_PTR 0x1000 Root pointer register (RPR)
INS_PTP 0x1100 Instruction access PTP (IPTP)
DATA_PTP 0x1200 Data access PTP (DPTP)
INDT_REG 0x1300 Index tag Register (ITR)
TLBRC_REG 0x1400 TLB replacement control register (TRCR)

Table 9. CY7C604 Cache Constants
VAC_SIZE 0x10000 Virtual address cache size
VAC_LINESIZE 32 Virtual address cache line size
VAC_LINESHIFT 5 Line size in base 2
VAC_CTXFLUSH_COUNT 4096 Virtual address cache context flush count
VAC_SEGFLUSH_COUNT 256 Virtual address cache segment flush count
VAC_PAGEFLUSH_COUNT 64 Virtual address cache page flush count

¢ Read/write the Index Tag register
*  Lock/unlock TLB entries by writing/reading the Re-
placement Counter (RC) and Initial Replacement

Counter (IRC) fields in the TLB Replacement Con-

trql Register
¢ Read the Reset Register (RR) to ascertain whether a

watch dog reset, software internal reset, or software
external reset has occurred; writing to the RR is also
possible

These additional functions do not have to be imple-
mented for the O/S to use the CY7C604. Utilizing these
optional functions allows the O/S to "customize" the
CY7C604’s capabilities to the task at hand, which in-
creases system throughput and capability. Note that all of
these functions are dynamic; they can be changed after
system boot-up. Although parameters such as the multi-
chip mode bit should not be altered after initialization,
parameters such as the cache locking feature enable the
O/S to fine-tune system operation.

The final modification that must be done to the O/S
is in the area of trap handling. Like the SPARCstation
MMU, the CY7C604 has both asynchronous and
synchronous fault status and address registers. The inter-
pretation of the bits set in these registers differs between
the systems. Additionally, the methods differ in the way
they handle the trap once it is correctly decoded. For ex-
ample, the CY7C604 has level bits that determine the

level where the fault occurred during a table walk (if ap-
plicable). The trap handler must use these bits to correctly
recover from a fault.

Porting to a Multichip CY7C604 System

So far, this application note has focused on porting
SunOS for the SPARCstation to a single-chip CY7C604
SPARC system. This section covers the issues involved in
porting an O/S from a single-CY7C604 system to a multi-
ple-CY7C604 system. The information given here as-
sumes that all the modifications required to port the
SunOS to a CY7C604 system have already been done.

Because the CY7C604 is cascadable, you can expand
the cache from 64K with one CY7C604 up to 256K with
four CY7C604s. In a multichip system, one CY7C604
responds to all addresses from the CY7C601 until all
CY7C604s have been initialized. This one CY7C604 is
designated as the boot-mode CY7C604, and it is the only
CC/MMU to interface to the memory subsystem (via the
Mbus). The boot-mode CY7C604 handles all the MMU
functions; the other CY7C604s control their respective
caches.

You designate the boot-mode CY7C604 by hard-
wiring the CSEL, MHOLD, and IOE signals. (See the
CY7C604 data sheet or the User’s Guide for details.) You
configure all the CY7C604s in the system by setting the
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multichip address field (MCA), multichip mask field
(MCM), and the multichip valid (MV) bit in the devices’
System Control Registers (SCRs). These values determine
what address space each CY7C604 responds to. The in-
itialization routine for SunOS (hat_init) must be re-written
to set these fields to the correct value.

The only other modification that must be made to the
O/S is to change the constant VAC_SIZE to its correct
value, All other parameters and constants are unaltered.

Porting to a CY7C605

Although the CY7C60S is based upon the CY7C604,
the devices differ in several respects. The most notable
difference is the CY7C605’s ability to support multi-
processing by transparent bus snooping. The CY7C605
also differs in its ability to support reflective memory and
its inability to lock the cache. The only differences that
affect the O/S are the latter two. These two capabilities
are activated by accessing the System Control Register
(SCR).

The CY7C605 SCR differs from the CY7C605 SCR
in that the former has two additional fields:

e MID(3:0) — Module Identifier at SCR (18 - 15)
* MR — Reflective memory enable bit at SCR (11)

These fields use reserved (i.e., unimplemented) SCR
bits in the CY7C604. This allows the fields in the
CY7C605 SCR to be in the same bit position as the cor-
responding fields in the CY7C604 SCR. The only control
field in the CY7C604 SCR that is not implemented in the
CY7C605 SCR is the cache lock (CL) bit at SCR (9).
This bit is reserved in the CY7C605.

Porting UNIX to the CY7C604 or CY7C605
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The only changes needed to port a CY7C604-ready
OIS to the CY7C605 are in the initialization routines in
the hat layer. Trap handling and the implementation of the
hat routines can remain the same because the CY7C605
has the same fault conditions and implements the same
cache control and memory-management functions. Upon
initialization; the module number for the CPU cluster in-
corporating the CY7C605 must be written into the SCR. If
the system uses reflective memory, the MR bit must
be set.

Porting to a Multichip CY7C605 System

The. porting of the SunOS to a multiple-CY7C605
system is almost identical to porting to a multiple-
CY7C604 system. The only change is a modification of
the initialization code so that the SCR’s multichip address
and mask fields are set to the correct values.
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Getting Started With Real-Time
Embedded System Development

This application note illustrates the use of a real-time
operating environment from Mizar and Wind River Sys-
tems to develop, download, -and test application code on
Sun-based Ethernet systems. The application note has four
sections:

*  Mizar MZ7170 system description

*  Wind River Systems VxWorks description
*  Sample applications

e VxWorks

Mizar MZ7170 System Description

Integrating Wind River Systems’ VxWorks real-time
operating system with Mizar’s MZ7170 real-time server
produces an ideal environment for real-time applications.
Mizar's application servers provide the foundation for
SPARC-based applications prototyping or for specific ap-
plication use. The VxWorks real-time operating system
furnishes the platform for powerful application debugging
or real-time system operation.

The Mizar system incorporates a VME-| based system
enclosure, which contains both a SPARC-based processor
board and an Ethernet board. The VMEbus 32-bit
master/slave interface provides seven interrupts; 16-, 24-,
or 32-bit address generation; and 8-, 16-, or 32-bit.data
types. The 20-MHz CPU comes with 1 Mbyte of zero-
wait-state memory and 256 Kbytes of socketed PROM,
which contains the VxWorks operating system and debug-
ger. You can expand the PROM space by utilizing the full
4-Mbyte capability of the board’s 32-pin JEDEC PROM
sockets. These PROMS could also contain your embedded
applications linked with the VxWorks operating system.

A Dallas Semiconductor DS1287 real-time clock
provides battery-backed-up, time-keeping information. An
SCN68681 DUART pravides two full-duplex asynchronous
RS-232C serial ports, which can transmit data at rates as
high as 38.4K baud. The initial configuration of serial port
0 provides 9600 baud with 8 data bits, 1 stop bit, and no
parity. This channel can connect the Mizar system directly
to a monitor. The SCN68681 also provides a program-
mable timer, along with the ability to generate a level 3,
autovectored, SPARC CPU interrupt request under three
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conditions: (1) upon receiving a character, (2) when the
transmitter buffer becomes empty; or (3) when the 16-bit
timer reaches its desired limit.

In addition, a bank of 10 processor-readable dip
switches provides selectable features such as fixed addres-
ses within a system. LEDs indicate SYSFAIL, processor-
to-RAM  access, processor-to-VMEbus access, and
VMEbus-to-RAM access.: You can also define the opera-
tion of four additional LEDs. Table 1 shows the memory
map of the Mizar system.

The on-board 32-bit read/write control register con-
trols several functions on the MZ7170 CPU board. The
register is located at address FE000400. The CPU can

only read to or write from this register in 32-bit-word

Table 1. Mizar System Memory Map

Address Description
00000000 - 003FFFFF PROM
00400000 - 007FFFFF ~ reserved
00800000 - 008FFFFF RAM ,
00900000 - 0OBFFFFF  Reserved for RAM expansion
00C00000 - 0OFFFFFF  reserved
01000000 - FDFFFFFF ~ VMEbus A32 master
FE000000 - FEOOO1FF 68681 DUART (DO - D7 only):
FE000200 - FEOOO3FF  DS1287 Real-Time clock

' (DO-D7 only)

FE000400 - FEOQOSFF
FE000600 - FEOOO7FF
FE000800 - FEOQOSFF

Control register (D0-D31 only)
Status register (D0-D15 only)
Mailbox interrupt 1 clear

FEO00AQO - FEOOOBFF  Mailbox interrupt 2 clear
FE000C00 - FEOOODFF  VMEbus interrupter

: (DO0-D7 only)
FEOOOEQO - FEQOOEFF = VMEDbus slave base addr

: s - (D0-D31)
FE001000 - FEOOFFFF  reserved for extra penpherals
FE010000 - FE7FFFFF - = reserved
FE800000 - FEFFFFFF - Memory mapped VMEbus

JACK :

FF000000 - FFFEFFFF
FEFF0000 - FFFFFFFF

VMEDbus A24 master
VMEbus A16 master
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Table 2. Power-up Condition of Control Register

Table 3. System Level Interrupts

Bit Value Pescription

0 0 bus request inhibit

1 1 bus request level 0

2 1 bus request level 1

3 1 system bus error enable

4 0 system bus controller;
priority (1)/round robin (0)

5 1 local arbiter bus clear ignore

6 1 local arbiter PREL inhibit

7 0 local arbiter ROR inhibit

8 0 interrupter level 0

9 0 interrupter level 1

10 0 interrupter level 2

11 0 slave A16 decoding inhibit

12 0 slave A24 decoding inhibit

13 0 slave A32 decoding inhibit

14 0 interrupter inhibit

15 0 FPCHAIN

16 0 * fail and abort inhibit

17 -1 VME IRQ1 inhibit

18 .1 VME IRQ2 inhibit

19 1 VME IRQ3 inhibit

20: 0 . VME IRQ4 inhibit

21 1 VME IRQS inhibit

22 1 VME IRQS6 inhibit

23 .1 VME IRQ7 inhibit

24 0 PROM wait state 0

25 1 PROM wait state 1

26 1 local bus error enbable

27 0 SYSFAIL

28 0 LED1

29 1 LED2

3 1 LED3

31 0 LED4

operations. Table 2 shows the descriptions and values of
the fields within this register at initialization,

When the SPARC CPU receives an interrupt, it halts
execution of the current task and jumps to the interrupt
handler. The SPARC processor supplies its own vector
during the interrupt. This vector which points to a location
containing four instructions. Table 3 shows the defined in-
terrupts.

‘Any of three signals from the backplane — ABORT
active, SYSFAIL true, or ACFAIL true — sends a non-
maskable level 15 interrupt to the CPU. The mailbox in-
terrupt allows any VMEbus master to interrupt the CPU
by performing a write operation to the mailbox’s' VME
address location.

The- SCN68681 has two separate ‘interrupt locations.
The first sends a level 3 interrupt to the CPU when, (1) an
Rx holding register receives a character, (2) a Tx holding
register becomes empty, or (3) the timer reaches its ter-
minal count. The second SCN68681 interrupt location
sends a level 11 interrupt based on the DUART’s inde-
pendent timer. In addition to the interrupts mentioned'so
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Levei ) Description

spare

VME IRQ1
DUART serial
VME IRQ2
Mailbox 2

VME IRQ3
Mailbox 1

VME IRQ4
Real:-Time clock
VME IRQ5
DUART timer
VME IRQ6
spare

VME IRQ7
Miscellaneous (abort, sysfail, or acfail

far, the MZ7170 can handle all of the seven VME request
levels.

Table 4 shows the MZ7170 memory map as seen
from the VMEbus.

Wind River Systems’ VxWorks

Software development begins on the Sun system
using the SunOS enhanced UNIX operating system. Sys-
tem developers use UNIX for. software development and
non-real-time facets of an application. VxWorks, on the
other hand, is used for testing, debugging, and running
real-time applications. After the development phase, the
application programmer can integrate the real-time ap-
plication into ather machines running VxWorks or UNIX.
Applications can also operate on a stand-alone basis.

A development system usually contains one or more
multi-user UNIX machines connected over an Ethernet
network to one or more VxWorks target systems. The
UNIX systems can contain large main memory, extensive
disk space, and printers, while the VxWorks systems
usually has only the resources required for the real-time
applications.

Developers create and compile source code in the
UNIX environment in the usual way. The code does not
have to be linked with the VxWorks system library. In-
stead, the VxWorks loader loads the object modules,
while dynamically resolving external symbol references.

OO ~TAWNEWN =
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Table 4. VMEbus MZ7170 Memory Map

Address Description

01000000 - 0010FFFF
FFFF8000 - FFFF80FE

DPRAM - 1 MByte :

Mailbox 2 in VMEbus A16
space (Even bytes)
Mailbox 1 in VMEbus A16
space (Odd bytes)

FFFF8001 - FFFE8OFF
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Application developers can load modules over the
Ethernet network and begin debugging. The VxWorks
debugging system examines data variables, calls sub-
routines, spawns tasks, disassembles code in memory, sets
breakpoints, and obtains subroutine call tracebacks using
the original symbol names. The operating kernel safely
traps and reports hardware interrupts. VxWorks can link
fully developed applications with the real-time operating
kernel and produce an executable file that you can load
into a PROM.

The VxWorks system utilizes task-blocking
semaphores for intertask communication and multi-tasking
to achieve task synchronization and coordination. The
multi-tasking kernel uses interrupt-driven, priority-based
task scheduling to realize very fast context-switch times

and low interrupt latency. Inter-task communication
mechanisms include these semaphores, shared memory,
ring buffers, linked lists, pipes, sockets, remote procedure
calls, and signals. The higher-level structures, such as
sockets and pipes, use semaphores as their basic building
blocks.

The scheduling is pre-emptive. If a higher-priority
task becomes ready to run, the kernel interrupts the cur-
rent task and switches to the higher-priority task. A task’s
context consists of the task’s program counter; the CPU
registers; the dynamic variable stack; the function call
stack; /O assignments for standard input, output, and
error; the delay timer; signal handlers; code debuggers;
and performance-monitoring values.

Table 5. SPARC-Specific MZ7170 Routines

STATUS sysClkConnect(routine,arg)
VOID sysClkDisable()

VOID sysClkEnable()

int sysCIkR ateGet()

VOID sysClkRateSet(ticksPerSecond)
STATUS sysAuxClkConnect(routine,arg)
VOID sysAuxClkDisconnet()

VOID sysAuxClkDisable()

VOID sysAuxClkEnable()

int sysAuxClkRateGet()

VOID sysAuxClkRateSet(ticksPerSecond)

STATUS sysIntDisable(intLevel)

STATUS sysIntEnable(intLevel)

STATUS sysBusIntAck(intLevel)
STATUS sysBusIntGen(intLevel,intVector)
STATUS sysMailboxConnect(routine,arg)
STATUS sysMailboxEnable(mailbox Adrs)
int sysProcNumGet()

VOID sysProcNumSet(procNum)

BOOL sysBusTas(addr)

VOID sysImrSet(setBits,clearBits)
STATUS sysDuartConnect(recvRoutine,xmitRoutine)
int sysMailboxAddressGet()

int sysMailboxAddressSet()

ULONG sysBCRGet()

VOID sysBCRSet(mask,value)

ULONG sysSARGet()

VOID sysS ARSet(mask,value)

ULONG sysStatusGet()

int sysFrontPanelSwitches()

STATUS sysMailbox2Connect(routine,arg)
STATUS sysMailbox2Enable(mailbox Adrs)

Routine Description

char *sysModel() Return model name of the system CPU
VOID sysHwInit() Initialize hardware

char *sysMemTop() Get top of memory address
STATUS sysToMonitor(startType) Transfer to ROM monitor

STATUS sysLocalToBusAdrs(adrsSpace,Local Adrs,pBusAdrs)
STATUS sysBusToLocalAdrs(adrsSpace,busAdrs,pLocal Adrs)

Connect a routine to the system clock interrupt
Turn off system clock interrupts
Turn system clock interrupts on
Get rate of the system clock
Set rate of the system clock
Connect a routine to the auxiliary clock interrupt
Clear the auxiliary clock routine
Turn off auxiliary clock interrupts

Turn auxiliary clock interrupts on

Get rate of auxiliary clock

Set rate of auxiliary clock

Convert local address to bus address

Convert bus address to local address

Disable VMEbus interrupt level

Enable VMEDbus interrupt level

Acknowledge VMEbus interrupt

Generate VMEDbus interrupt
Connect a routine to mailbox interrupt #1
Enable mailbox interrupt #1
Get processor number
Set processor number
Test and set across VMEbus

Set and clear bits in the M68681 DUART int register
Connect interrupt routines for the MZ7170 DUART
Get currently defined mailbox addresses
Set mailbox addresses as determined by sysProcNum
Return the value of the board control register
Set bits in the board control register
Return the value of the slave address register
Set bits in the slave address regsiter
Return the value of the board status register
Read DIP switches

Connect a routine to mailbox interrupt #2

Enable mailbox interrupt #2
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loader has the ability to load object modules anywhere in
memory. The loader uses the object module symbol table

help Print this list to create a system-wide symbol table. The run-time linker
dbgHelp - Print debugger help info ensures.that every task can use a single copy of a set pf
‘nfsHelp Print nfs help info subroutines instead oi:‘ requiring that each task have its
netHelp Print network help info own copy of each routine. . .
spyHelp Print task histogrammer help info The VxWorks debugging facility has routines to dis-
“timexHelp Print execution timer help info play system and task status. This facility also has routines
that give a symbolic disassembly of any loaded module, a

trace-back facility for nested C routines, safe trapping of
hardware exceptions, and breakpoint and single step
facilities. In addition, the dbxWorks facility from Sun
Microsystems allows remote source-level debugging.

The VxWorks operating system also provides many
other facilities that real-time application developers need.
For example, VxWorks provides a timer library to obtain
the execution times of various functions and subroutines.
Uniform device access, buffered I/O, and serial com-
munication drivers provide C-like real-time access to all
the standard devices.

VxWorks’ extensive networking facility uses the
TCP/IP protocol to implement all network communica-
tions. VxWorks’ network facilities supports process-to-
process  sockets, remote command execution, Temote
login, remote procedure calls, remote file access, and
remote source level debugging.

VxWorks contains an interactive command line shell.
This shell provides the ability to interpret and execute the
C language, including calls to functions and references to
variables. The VxWorks real-time operating system ex-
tends the non-real-time aspects of UNIX C. The VxWorks

Table 7. Useful Commands

Command Parameters Description

h n] Print (or set) shell history

i [task] Summary of tasks’ TCBs

ti task Complete info on TCB for task

sp adr,args Spawn a task, pri=100, opt=0,stk=20000

taskSpawn name,pri,opt,stk,adr,args Spawn task

td task Delete a task

ts task Suspend a task

tr task Resume a task

d [adr[,nwords]] Display memory

m adr Modify memory

mRegs [task] Modify a task’s registers mteracuvely

0-i7,10-17, [task] Display a register of a task

00-07,g1-g7,

PC,RpC,pst,wim,y

version Print VxWorks version info, and boot lme .

iam " user"[,"passwd"] Set user name and passwd

whoami Print user name

devs List devices

cd "path’ Set current working path

pwd Print working path

Is ["path"] List contents of directory

rename "old","new" Change name of file

copy ["in"][,"out"] Copy in file to out file (0 = std in/out)

1d [syms[,noAbort]] Load std in into memory (syms = add symbols to table:
: -1 = none, 0 = globals, 1 = all)

Ikup ["substr"] List symbols in system symbol table

1kAddr adr List symbol table entries near address

checkStack [task] List task stack sizes and usage

printErrno value Print the name of a status value

period - secs,adr,args... Spawn task to call function periodically

repeat n,adr,args... Spawn task to call function n times (O=forever)

diskinit "device" Format and initialize RT-11 device

squeeze "device" " Squeeze free space on RT-11 device
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A library contains a number of SPARC-specific
routines that allow you to build system-independent code.
These routines manipulate the CPU board’s primary func-
tions and are included with #define DEBUG. Table 5
shows the routines’ usage and description.

Sample Applications

The development system can debug, test, run, and
benchmark real-time applications. You begin the develop-
ment process by creating an application in C using the
normal UNIX environment. Compile the application code
by typing:

cc -¢ -O -Fusr/vw/h <filename>

The -c¢ flag suppresses linking with the UNIX C
libraries and leaves the undefined externals unresolved.
The VxWorks linking loader resolves these unresolved ex-
ternals. The optional -O flag optimizes the code. The -I
flag tells the compiler where to find the VxWorks header
files. ‘

The MIZAR/VxWorks system is linked to the
Cypress Ethernet Network. To access the system, type

rlogin mizar

The VxWorks user shell displays a ->. The shell con-
tains the last 20 commands issued, and you can access the
shell by issuing vi-like commands. This interactive shell
evaluates and executes virtually any C command. For ex-
ample, the command

-> printf("hello world")

produces the response

hello world

You can get help by typing any of the help com-
mands shown in Table 6. Refer to Table 7 for a list of
other useful commands and their explanations.

System developers can easily benchmark code and
time context switches within the VxWorks operating sys-
tem. You create an application first in the host UNIX en-
vironment. The sample program used for illustration pur-
poses is a C program containing little more than a loop
that iterates 100 times. This program measures its own ex-
ecution time — a necessary feature for benchmarking user

#include "vxWorks.h"

timeLoop()
t int loops,i;
loops = 100;
for(i=0;i<loops;++i);
}
timeMain()
) timexN(timeLoop);

Figure 1. Sample C Test Code
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-> 1 timeLoop, 31
_timeLoop:
008f9¢30
008f9c34
008f9c38
008f9c3c
008f9c40
008f9c44
008f9c48
008f9c4c
008f9¢50
008f9c54
008f9c58
008f9¢5¢c
.008f9c60
008f9c64
008f9¢c68
008f9c6e
008f9¢70
008f9c74
008f9c78
008f9¢7c
_timeMain:
008f9c80
008f9¢84
008f9c88
008f9¢8c
008f9c90
0089c94
008f9c98
008f9¢9¢c
008f9ca0
008f9cad
008f9ca8

033fffff sethi %hi (Oxffffffb8), %g1l
820063b8 add %gl, %lo (Oxffffffb8), %gl
9de38001 save%sp, %gl, %sp
90102064 mov 0x64, %00

d027bffc st %00, [%fp - 0x00000004]
c027bff8 clr [%fp - 0x00000008]
d207bff8 1d [%fp - 0x00000008], %01
d407bffc 1d [%fp - 0x00000004], %02
80a2400a cmp %01, %02

16800007 bge 0x008f9c70

01000000 nop

d607bff8 1d [%fp - 0x00000008], %03
9602e001 add %03, 1, %03 .
d627bff8 st %03, [%fp - 0x00000008]
10bffff8 b 0x008f9c48

01000000 nop

90102000 clr %00 )

b0100008 mov %00, %i0

81c7e008 ret

8180000 restore

033fffff sethi 9%hi (Oxffffffa0), %gl -
820063a0 add %gl, %lo (Oxffffffa0), %gl
9de38001 save%sp, %gl, %sp

110023e7 sethi. %hi (_timeLoop), %00
90122030 or %00, %lo (_timeLoop), %00
Tffc8cab call timexN

01000000 nop

90102000 clr %00

.b0100008 mov %00, %i0

81c7e008 ret

81e80000 restore

Figure 2. Disassembled Un-Optimized Object Code

applications. Figure 1 shows the source code for this ap-
plication.

The timexN() subroutine in this program continues
executing the subroutine or function passed to it until the
subroutine’s execution time is known to within +2 per-
cent. VxWorks supplies this routine along with an exten-
sive library of other routines, which perform tasks ranging
from network communication, to device drivers and
linked-list manipulation. These UNIX C-compatible
routines are optimized for speed and real-time operation.

The following user login session assumes that joe has
logged into the UNIX environment with a home directory
called /home/joe and a benchmark working directory
called bench. All UNIX operating system prompts, there-
fore, begin with Cypress/home/joe/bench, while all
MIZAR/VxWorks operating system prompts begin with
->. To compile the source code (timetest), type the follow-
ing at the UNIX prompt:

Cypress/home/joe/bench: cc -c -I/usr/vw/h timetest.c



Real-Time Embedded System Development

.

Table 8. Useful Debugger Commands

Figure 3. Disassembled Optimized Object Code

This command produces unoptimized, unlinked code
that has headers located in the directory /usr/vw/h. To log
into the Mizar system type

Cypress/home/joe/bench: rlogin mizar
To switch the Mizar operating system root directory to
that of the user (joe), type
-> iam "joe"

Next, switch to the working directory:

-> c¢d "~/bench"
To link and load the test program, type

-> Id < timetest.o
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->dbgHelp

dbgHelp Print this list ‘

dbgInit Install debug facilities

b : Display breakpoints

b addr[,task[,count]] Set breakpoint

bd addr[,task] Delete breakpoint

bdall  [task] Delete all breakpoints

[ [task[,addr]] Continue from breakpoint

cret [task] Continue to subroutine return

§ [taskf,addr]] Single step

o) [task] Single step/step over subroutine

1 [adr[,nInst]] List disassembled memory

t [task] Do stack trace on task
o1 To initialize the debugging facility, which allows you to
:illnt;goeolgop, 13 disassemble code, set breakpoints, step through code, and
0089bd8  9a102000 clr %05 perform other tasks (Table 8), type
008f9bdc 92036001 add %05, 1, %05 . =>dbglnit .
008f9be0 80a36064 cmp %05, Ox64 For example, Figure 2 shows the disassembled code
008f9bed 26bEEFEf bl,a0x008f9be0d for this test program. This code was produced using the
008f9be8 9a036001 add %05, 1, %05 debugger command "1" (list disassembled memory). The
008f9bec  81c3e008 retl listing shows the hex memory address, the hex instruction
0089bf0 90002000 add 0, %00 code, and the instruction itself. To execute the program,
_timeMain: type . .
008f9bf4 9de3bfa0 save%sp, Oxffffffa0, %sp -> timeMain
008f9bf8 110023e6 sethi %hi (0x008f9800), %00 The operating system responds with
008f9bfc  7ffc8edl call timexN timex: 7500 reps, time per rep = 90 +1- 2 (2%) microsecs
008f9c00 901223d8 or %00, 0x3d8, %00 This response indicates that after 7500 iterations of
008f9¢04 81c7e008 ret the routine timeMain, the routine found that it took 90 + 2

s to execute. TimeMain is the name of the subroutine
that represents the main part of the program. You can also
get the timing of this code by typing
-> timexN(timeLoop)

The system responds with
timex: 7725 reps, time per rep = 91 +/- 2 (2%) microsecs
To exit the Mizar system type

, -,

Real-time programs can also take advantage of the C
compiler’s optimization features., To create a fully op-
timized version of the code, type

Cypress/home/joe/bench: cc -¢ -O4 -I/usr/vw/h

timetest.c

The significantly optimized code appears in Figure 3.
This code also has a significantly better execution time, as
shown by typing

-> timeMain

timex: 46250 reps, time per rep = 14 +/- 0 (0%) microsecs
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In addition to giving an overview of real-time sys-
tem characteristics, this application note shows how the
Cypress SPARC chip set supports real-time operations.
Special attention is given to operating models that
either reduce procedure call overhead or minimize the
time needed for a context switch.

A real-time system must react to external events as
they happen. These systems are, by nature, event driven
as they respond to external, asynchronous stimuli and
must do so in a timely manner. If both logical correct-
ness and timing correctness are not satisfied, severe
consequences can result. Although the need for logical
correctness is obvious, the need for timing correctness
arises due to the possible physical impact-of the con-
trolling system’s activities. If a computer controlling a
satellite does not respond to an external event in time,
for example, the satellite might collide with a foreign
object and be knocked out of orbit.

At the highest level, you can view a real-time sys-
tem as one that acquires data and detects the occur-
rence of events by means of hardware inputs. These in-
puts are then processed and the results transmitted to
hardware outputs. An embedded computer can be used
to process the data, with a real-time operating system
controlling the computer.

“ When defining a real-time system, it is essential to
partition the functions to be performed into individual
units called tasks. Each task is implemented as a
software module that can be invoked to perform a
specific function. Although many tasks are usually as-
sociated with a real-time system, only a limited number
of processors is generally available to execute these
tasks. This application note concentrates on the
simplest case, where a single processor is involved.

Because multiple tasks compete for use of a limited
resource, the processor, it is crucial ‘that tasks be
prioritized. The highest-priority task that is ready to run
at any given time must actually be running. This re-
quirement often leads to a case where a higher-priority
task becomes ready while a lower-priority task is ex-
ecuting. In this case, the lower-priority task must imme-
diately be pre-empted, and the higher-priority task must
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take control of the processor. This concept of pre-emp-
tive scheduling is essential in all real-time systems.

The real-time ‘systems design considerations
described so far deal with the general behavior of a
real-time system. To put these generalities into perspec-
tive, consider the following example.

Dealing with Overhead

In this example, several tasks are defined in
prioritized order (task 1 through task 6). Included in
this system is a real-time clock that generates aninter-
rupt to the processor every 500 pus. Table 1 lists the
CPU requirements for. this example.

Tasks 1 through 5 all have specific jobs that require
a fixed amount of ‘time. Task 6 checks for yser com-
mands, and thus the amount of time it needs varies
depending on whether a user command is present.

Based on the data in Table 1, the CPU time re-
quirements for a second of processing time for each
task appear in Table 2.

Tasks 1 through 5 use 743 ms, which leaves 257 ms
for the background task to execute. This means that the
background task executes at a worst-case rate of 1.3
times per second. In the best case, the background
task’s frequency is 25 times per second. This rate allows
display updating 25 times per second, while user com-
mands can only be processed at the rate of 1.3 per
second.

So far, this example has not accounted for the over-
head associated with switching processor contexts be-

Tablg 1. CPU Requirements

>Task . -Duraﬁon Operating Speed
1 35us |  2000Hz
2 100 us 1000 Hz
3. 1ms 333Hz
4 ‘ 200us

200 Hz
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Table 2. CPU Time Per Second

Task Im:l::;l{on Invocations | Total Time
1 35us 2000 70 ms
2 100 us 1000 100 ms
3 1ms 333 | 333ms
4 200us | 0200 40 ms

tween tasks. This overhead includes several operations.
Specifically, the state of the processor at the time of
pre-emption is saved with each context switch.. Then the
scheduler determines the next task to run. Finally, the
state of the new task is loaded into the processor. In
commercially available real-time operating systems, the
time required for a task switch generally ranges from 25
s to over 100 ms for some processors.

Including a 25-ps task switch overhead, the CPU
usage during 1 second breaks down as shown in Table 3.
More than 14 percent of the total CPU time is spent on
overhead; no useful work was'done.

In this case, the background task only runs at a
best-case frequency of 11 times per second, while the
worst-case frequency is only once every other second.

Increasing the . context” switch overhead to 35 ps
produces an interesting -effect’ associated with real-time
systems, as shown in Table 4. Although it seems as if the
system works, critical timing parameters have been vio-
lated. For example, task 5 is scheduled to run a second
time when it has not received enough CPU time to
complete its first run. To help compute context switch
overhead you can use the example C program thqt ap-
pears m Appendix A.

Interrupt Latency

. The need to meet externally imposed deadlines hes
at the heart of a real-time system. In real-time comput-
ing, the correctness of the system depends not only on
the logical result of the computation, but also on' the
time at which- the results are produced. A system must
be fast as well as predictable,

The parameter used to specify a- system’s predict-
ablhty is its worst-case interrupt latency. This parameter
is defined as the maximum amount of time 3’ system
takes before responding to an' external event. Interrupt
latency usually indicates a- specific processor s worthx-
ness as a real-time controller.

Interrupt latency directly affects two key system
performance factors: the guaranteed response time- to
an event and the guaranueed response time of any in-
dividual task. The latter is the, maximum amount of time
it takes to pass control from a lower-priority task to a
pre-empting higher-priority task. .
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Table 3. 25.us Context Switch Overhead

Tasks 1-§ 743 ms
Switch Overhead 25 us
Number of Switches 5733

Overhead 143 ms

You can think of the response time to an event as
the maximum amount of time that elapses before the
system can ‘identify that an event has occurred and
respond with the necessary action. In the case of detect-
ing meltdown in a nuclear power plant, the processor
could use the instructions directly from the interrupt
handler to perform the critical actions necessary to shut
the reactor down. This avoids the time penalty of a con-
text switch.

Table 5 shows the effect of interrupt latency in a
real-time system. Many. factors contribute to this effect.
The processor itself has a worst-case interrupt response
time, and the memory subsystem might also contribute
to interrupt latency. The -operating system nught be re-
quired to disable mterrupts during critical sections of
code, thus adding to mten'upt latency.

Interrupt response time ‘varies among processors.
Some processors -are designed ‘'such that. they save the
entire state of the machine when-an im.errupt occurs. In
this case, the interrupt handler starts executing without
regard to the context of the interrupted task. Although
this practice might be convenient for the person writing
the interrupt handler, it adds to the system’s overhead
and slows interrupt response time.

" . Other - processors vector to the -interrupt handler
and make the interrupt routine responsible for saving
any part of the interrupt task- state that the handler
might use. The state of the interrupt task must then be
restored upon exit from the interrupt handler. This. is a
good approach because it does not introduce any un-
necessary-overhead, -

"~ The best approach in mmmuzmg interrupt latency
at the. processor level is to employ a dedicated set of
registers . reserved for interrupt handlers, With this ap-
proach, the "interrupt handler need not be concerned

Table 4. 35-us Context Switch Overhead

| Tasks15 743 ms
Switch Overhead 35 us
Number of Switches “ 5733

" Overhead 200 ms
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with saving and restoring the mterrupted task’s working
registers.

Another factor you must account for is memory
system latency. In a design using dynamic memory, the
interrupt latency includes the worst-case memory-cycle
timing for fetching interrupt handler instructions. In a
cache system, the worst-case timing includes the time
penalties of a cache miss. With processors running in
the 25- to 40-Mhz range, failure to consider these laten-
cies can have drastic effects.

Just as important as the time taken to switch tasks
or respond to interrupts is the time window during
which the operating system is unable to do these things.
An operating system’s ability to do a context switch in
10 ps is not useful if the operating system disables con-
text switching for SO ms or more while doing something
else. -
An operating system might disable interrupts to
place a task in a ready queue or to access a critical
region while doing inter-task communication, resource
allocation, or task synchronization. When accessing a
critical region, a real-time system must provide a way to
get uninterrupted access to a shared variable. Some
processors support this requirement in hardware; how-
ever, the following example shows the overhead in-
volved when hardware does not support unmterruptable
access to shared variables.

Access to Shared Variables

This example defines two tasks Table 6. Task 1
counts- ‘the number of input pulses from an- input
stream. - Task 2 reads the total number of pulses every
second, clears the count variable, and performs a series
of operations based on the total number of ‘pulses. If
special care is not taken in accessing the-shared count
variable, the following might occur:
1. Task 1 has control /* count is at 200 */

count->register

register+1->register

interrupt occurs
2. Task 2 gets control (One second has elapsed)

count->register )

0->count

execute based on count
3. Task 1 resumes

register->count

- Table 5. Effect of Interrupt Latency

Event Worst-Case Time
Task Switch 35 us
Interrupt latency 25 us
Response to event 25 us
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A serious problem has occurred: The variable
count contains a value of 201 when the count should be
1. This is a common problem that must be overcome in
a multitasking environment. The key to eliminating the
problem is- uninterruptable updating of shared variables.
In processors without hardware support for this
capability, the only way to update a shared variable
without the possibility of pre-emption is to disable inter-
rupts. Table 7 shows modifications.: (Note that this
solution is valid only for single-processor systems. In a
multiprocessor system, some form of hardware lockout
is essential.)

Although this solution works and the maximum
amount of time in which interrupts are disabled is mini-
mal, everything is not as it seems. The main problem is
that interrupts can only be disabled in supervisor mode.
This means that a software trap must be executed, the
processor must branch to a trap vector, change into su-
pervisor ‘mode, execute the few uninterruptable instruc-
tions, then go back to the original point. You must con-
sider the time during which the processor is uninterrup-
table' when calculating worst-case interrupt latency.

SPARC as a Real-Time Controller

As real-time systems vary widely in requirements, it
is important that a specific processor chip set provide
the flexibility to meet the needs of specific applications.
It does not make sense to pay for a processor that has a
built-in floating point unit to do strictly integer opera-
tions. The same holds true for a processor with a built-
in MMU when you use only a physical memory system.
The Cypress SPARC chip set is specifically designed to
meet the needs of individual applications without forc-
ing you to buy something you do not need. Table
8shows the SPARC family of chips. You can use these
parts in any combination to create a systemthat fits
your application. family of chips. You can use these
parts in any combination to create a system that fits
your application. family of chips. You can use these
parts in any combination to create a system that fits
your application..

Processor Interrupt Response Time

The CY7C601 SPARC integer unit minimizes inter-
rupt latency at the processor level. The processor dedi-
cates eight of its 136 registers strictly for use by ‘inter-
rupt  handlers. When an interrupt occurs, the interrupt
routine automatically gets a new- set of -eight registers
with which to work. On an interrupt, the processor
switches to supervisor mode, gets the new set of

Table 6. Format of Tasks
Task 1 ’ » Task 2
count->register count->register
0->count

register+1->register
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Table 7. Modified Format of Tasks
Task 1 Task 2

disable interrupts

- ..disable interrupts
count->register - count->register.

register+1->register 0->count

register->count enable interrupts

registers, and completes execution of the first instruc-
tion in the interrupt routine in a worst-case time-of 14
clock cycles. At 40 MHz that time equals 350 ns.

Two of the CY7C601’s interrupt-handling registers
automatically save the program counter and next pro-
gram counter of the interrupted task, with the remain-
ing six registers: at the disposal of the interrupt routine.
Upon return from the interrupt, the processor automat-
ically restores the state of the interrupted. task; this is
done in two clock cycles, or 50 ns at 40 MHz.

Achieving Deterministic Response Time

The CY7C604 CMU has two special features that
help guarantee deterministic response for systems using
either virtual or physical addressing, with or without
cache memory. The MMU allows selected pages to be
locked into the Translation Lookahead Buffer (TLB).
This capabxhty ensures that critical memory pages are
always in main memory, avoiding the delay associated
with a table walk,

In systems using cache memory, the CY7C604 al-
lows the cache to be locked. You can load the cache
with time-critical code, such as interrupt handlers and
time-critical tasks, and be sure that these routines will
always be present in the cache. With these features,
memory latency is no longer a problem, and predict-
ability is guaranteed. .

" Semaphore Support in Hardware
Included in the CY7C601’s instruction set are two
instructions that provide uninterruptable access to an
external memory location. The SWAP instruction ex-
changes the contents of a selected register with the con-
tents of the addressed memory location. The atomic

Table 8. RISC 600 Family of SPARC Chips

- Device - Description
CY7C601 Integer Unit
CY7C602 Floating Point Processor
B Cache Tag-Controller/
CY7C604 MMU

load-store instruction' moves a byte from memory into
the selected register and then rewrites the same byte in
memory to all Ones. The CY7C601 executes both in-
structions thhout allowing intervening asynchronous
traps.

You can use either of these inslrucuons to create a
semaphore for accessing a critical region. without the
need to enter supervisor mode and disable interrupts.
The SWAP instruction can be used for counting
semaphores, and the atomic load-store is appropriate
for a simple semaphore for critical regions.

Alternate Register Models For SPARC

The Cypress CY7C601 has a total of 136 32-bit
registers, which are divided into a set of 128 local
registers and eight globals. The use of these registers is
configurable by accessing a processor register called the
Current Window Pointer (CWP). Two common oOperat-
ing models are supported by commercially available
compilers and operating systems: The standard register
windowing model is optimized to minimize procedure
call overhead, and an alternate model significantly
reduces the time required for a context switch,

Register Windowing Model

For the register windowing model, the register file
is divided into a set of eight overlapping register win-
dows. Each window contains a set of 24 local registers.
The registers. in each window are divided into three sets
of eight registers referred to as INS, LOCALS, and
OUTS. At any given time, the processor can access only
one window and the eight globals. The windows are
joined together in a circular stack, with each window
sharing its INS and OUTS with adjacent windows. Two
instructions provide for rotating the windows among
procedures.

A save instruction is used with a procedure call to
allocate the next window for the called procedure.
Before executing the save instruction, the calling proce-
dure stores the parameters to be passed in its OUT
registers. Upon execution of the save instruction, the
register set is rotated such that the called procedure has
access to the passed parameters in its IN registers.

A restore instruction is used with a return from
procedure to restore the register set of the calling pro-
cedure. Before executing the restore instruction, the
called procedure stores in its IN registers the
parameters to be returned to the calling procedure.
Upon execution- of ‘the restore instruction, the register
set is rotated back to its previous position with the
returned parameters. in the caller’s OUT registers.

. Because the processor logically provides new LO-
CALS and OUTS with each procedure call, local
register values need not be saved and restored across
calls, The overlapping registers also minimize the over-
head of passing and retumning procedure parameters
because the parameters are passed in registers instead
of the main memory stack.
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Fast Task Switch Register Model

For the fast task switch register model, the register
set is divided into four non-overlapping sets of 24
registers. Three of the four register sets are dedicated
to the three highest-priority or time-dependent tasks.
All the remaining tasks share the other set of registers.
Associated with each register set are a set of eight inde-
pendent registers for use by interrupt handlers. These
registers also store the state of the processor on a task
switch.

Using this register model, the processor can do a
task switch to any of the three highest priority tasks in
under a microsecond. A task switch to one of the other
tasks can be done in less than 3 ps.

When an interrupt occurs, the processor automat-
ically switches register sets to access the interrupt
registers corresponding to the new task. If the interrupt
initiates a task switch, the state of the processor is saved
in the interrupt registers. If the new task is one of the
three high-priority tasks, the task’s state is loaded from
its dedicated interrupt registers, and execution begins
immediately. In this case, the state of the machine is
merely the PSR, PC, NPC and possibly a few other con-
trol registers. The general-purpose registers are not af-
fected, as they are dedicated to general-purpose tasks.

If the new task shares a set of registers, the state of
the task previously using that register set is saved to
memory and the new task’s state is loaded into the
processor. This state includes the minimal processor
state as well as the 24 general-purpose registers.

To understand this model’s task switching behavior,
consider two examples:

Example 1—Switching to a higher-priority task
1) Interrupt occurs
Automatically switches to interrupt registers
PC and NPC saved in interrupt registers
2) Save PSR and any other control register to interrupt registers

3) Load the pointer to the new task’s interrupt registers into the
CWP

4) Restore new task’s PSR and any other control registers
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5) Execute RETT (return from trap)

Example 2—Switching to a lower-priority task
1) Interrupt occurs

Automatically switches to interrupt registers

PC and NPC saved in interrupt registers
2) Save PSR and any other control registers to interrupt registers
3) Load pointer to the shared set of working registers into' the CWP
4) Save the registers to memory

(these are the registers of the previous task using the window)
5) Restore the working registers of the new task from memory
6) Update the CWP to point to the shared task’s interrupt registers
7) Save to memory the eight interrupt registers containing the

state of the previous task running out of these registers
8) Restore the state of the new task
9) RETT (return from trap)

Each register model has certain advantages. Using
register windowing significantly reduces both proce-
dure-call overhead and data-bus traffic as parameters
are passed in registers. This approach also has the af-
fect of caching local variables because each procedure
gets a new set of local registers. The price paid for this
advantage lies in the context switch overhead. On a con-
text switch, the processor must save and restore all the
used registers—up to 120, as determined by the Win-
dow Invalid Mask (WIM), a processor status register.

When using the fast context switch register model,
on the other hand, you do not get the ultra-fast proce-
dure calls that result from register windowing. You do
get the benefit of four separate register files and very
fast context switching, however. In this model,
parameters are passed on the stack as is done on most
other architectures. Each task’s allocation of 24 general-
purpose local registers and eight global registers is the
same as the total number of registers in most other ar-
chitectures.

Because register usage in the CY7C601 is con-
figurable by software, you can mix these models to
achieve the benefits of both. The SPARC register set
and the entire Cypress chip set has been designed to
cover a wide range of applications efficiently.



i

SPARC as a Real-Time Controller

Appendix A. Sample C Program to Compute Context Switch Overhead

/

1*

*/

/* This program is used for determining the overhead of context switching in a real-time system. This simulation does not take into */
/* account interrupt latency, memory latency, or any of the other many possible forms of overhead associated with a realtime *
/* system, but these can easily be added, The current version should be sufficient to give a good idea of how much time the kernel %/

/* is spending on context switching.

*/

#inalnd \eAme\inend, h h

#include \c\ms\include\stdio.h
#define BCKGRND 100
FILE *fp; int openfile; char fname[35]; int numtasks;

main (arge, argv)

int arge;

char *argv[];

{

int ij;

int iterations;

int curr_task;

int time[100];
int duration[100];
int frequency[100];
int total;

float background;
int swtime;

int - switchh;

int temp;

int - templ;

int sampfreq;
float tempflt;

float cs_time;
create_fileQ;

temp = 0;

/* get number of simulation points per second */
while (temp==0)
{
place (7,4,"Enter the sampling rate in Hz (100 - 10000)
locate (7,58);
ceol();
iterations = 0;
temp = getchar();
while (temp<>0xa)

{

if ((temp > = 0x30) && (temp < = 0x39))
{
temp = temp - 0x30;
iterations = iterations * 10;
iterations = iterations + temp;
}

temp = getcharQ);

13

temp = 1;
locate (22,5);

%
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Appendix A, Sample C Program to Compute Context Switch Overhead (continued)

ceol(;

if (((iterations % 100) != 0) || (iterations = 100) || (iterations = 10000))
{
temp = 0;
place (22,5,"Error must be = 100 or 10,000 and a mult of 100");
}

I3

/* time in microseconds of one clock tick */
sampfreq = 10000 / (iterations / 100);

place (8,4,"Enter the context switch overhead in microseconds : ");

locate (8,58);
swtime = O;
temp = getchar();
while (temp<>0xa)
{
if ((temp > = 0x30) && (temp< = 0x39))
{
temp = temp - 0x30;
swtime = swtime * 10;
swilime = swtime + temp;
}
temp = getchar();
L
temp = 0;
while (temp==0)
{
place (9,4," Enter the number of tasks (100 max) : ");
locate (9,58);
ceol();
numtasks = 0;
temp = getchar(;
while (temp < > Oxa)
{
if ((temp > = 0x30) && (temp < = 0x39));
{
temp = temp - 0x30;
numtasks = numtasks * 10;
numtasks = numtasks + temp;
}
temp = getchar();
}
temp = 1;
locate (20,5);
ceol(); if (numtasks > 100)
{
temp = 0;
place (20,5 ,"Maximum number of tasks is 100");
}
b

/* tasks numbered O to n */
numtasks = numtasks - I;
for (i=0; i=numtasks; i++)
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Appendix A. Sample C Program to Compute Context Switch Overhead (continued)

{
temp = 0;
while (temp==0)

{ :
locate (i+11,4);

printf("Enter the frequency of task %d in Hz",i);
locate (i+11,60);

ceolQ;
frequencyli] = 0;
temp = getchar();
while (tem<>0xa)
{
if ((temp > = 0x30) && (temp < = 0x39))
{
temp = temp - 0x30;
frequencyli] = frequency(i] * 10;
frequencyli] = frequency[i] + temp;
}
temp = getchar();
}
locate (20,5);
ceol(;
locate (21,5);
ceol();
if (frequencyli] 0)
{
if ((iterations % frequency[i]) != 0)
{
locate (20,5);
printf (" Warning : %d and the simulator frequency : %d are not multiples",frequencyli],iterations);
place (21,5," Would you like to re-enter the value (not mandatory) (y/n) : );
locate (21,70);
temp = getchar();
templ = getchar();
™ CR ¥
if ((temp=="Y’) || (temp=="y’))
temp = 0;
else
temp = 1;
}
}
else
{
place (20,5," Frequency must be greater than zero ");
temp = 0;
}
}

/¥ frequency(i] will be used with modulo operator to see when task ready */
frequencyli] = iterations / frequencyfil;
/* integer divide */
}
locate (20,5);
ceol();
locate (21,5);
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Appendix A. Sample C Program to Compute Context Switch Overhead (continued)

ceol();
for (i=0; i=numtasks; i++)
{
locate  (i+numtasks+14,4);
printf("Enter the duration of task %d in microseconds”,i);
locate (i+numtasks+14, 60);
durationfi] = 0;
temp = getchar();
while (temp<>0xa)

{

if ((temp > = 0x30) && (temp < = 0x39))
{
temp = temp - 0x30;
durationi] = duration[i] * 10;
duration[i] = duration[i] -+ temp;
}

temp = getchar();

}

}
* init ialize current task */
curr_task = BCKGRND;
/* init current task, task switch needed for 1st task background task time of execution */
background = 0;
/* number of context switches %/
switchh = 0;
/* init total time left in this time s lice */
total = O;
/* check to see whether a disk file is to be opened */
if (openfile==1)
init_fileQ);
clsQ;
/* init time spent in individual tasks */
for (i=0; i=numtasks; i++)
time[i] = 0;
/* iterations start at O */
iterations = iterations - 1;
/* main simulation loop */
for (j=0; j=iterations; j++)
/* number of samples */
{
/* screen oup ut to show system didn’t die */
if ((§ % 100)==0)
{
locate (10,6);
printf (" Doing simulation loop %d of %d ", jiterations+1);
i3
total = total + sampfreq;
/* increment clock time for each time slice scheduling of tasks */
for (i=0; i=numtasks; i++)
{
/* check if task is scheduled to execute */
if (§ % frequency[i])==0)
/% madu lo operator */
if (time[i]= = 0)
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Appendix A. Sample C Program to Compute Context Switch Overhead (continued)

/* has it completed from last time */
{
time{i] = duration[i];
/* init time slice required */
if (openfile == 1)
fprintf(fp,"task%d is ready \n",i);
}
else
/* hasn’t pleted previous scheduled time */
{
clsQ;
locate (10,6);
printf (" Need a faster processor, check simulation file");
if (openfile==1)
fprintf (fp," task %d has been scheduled again but has not completed”,i);
goto pl; /* abort simulation */ ‘

}

}
/* print which clock tick in file */,
if (openfile==1)
fprintf(fp,"%d:"j); ,
/* executing of tasks */
for (i= 0; i= numtasks; i+ + )}
/* check for tasks O to n being ready */
{
if (total > 0)
/* check if there is time to run the task */
{
if (timeli]>0)
/* is this particular task ready to run */
{
/* does a context switch actually take place or was */
if (i != cumr_task)
{
total = total - swtime;
/* context switch time */
switchh = switchh + 1;
/* # of context switches *
}
/* can task time slice be completed */
if (total = timeli])
{
if (openfile= = 1)
fprintf(fp," %d" time[i]);
total = total - timefi};
/* time left in slice */
time[i] = 0;
/* update ready list */
curr_task = i;
/% mark as last task to run ¥/

}
/* can run portion of task */
else

{
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Appendix A. Sample C Program to Compute Context Switch Overhead (continued)

/* use remaining time available in simulation slice */
if (total 0) {
/* time still required by the task */
time[i] = time[i] - total;
total = 0;
/* time slice has expired */
}
/* mark in sim file that a context switch has started for */
/* one task but a higher priority task has become ready */
/* and will has pre-empted the scheduled task */
else
{
if (openfile==1)
fprintf(fp,"X");
}
/* mark state of processor */
curr_t ask = i;

1
}
else
{
if (openfile == 1)
fprintf(fp,"-");
}
}
else
{
if (openfile= =1)
fprintf(fp,"-");
}
}

/* background */
/* if time left after all scheduled tasks have run, let bac kground task run */
if (total 0) )
{
/* check to see if background was last to use the processor */
if (curr_task != BCKGRND)
{
switchh = switchh + 1;
total = total - swtime;
}
curr_task = BCKGRND;
/* set curr_task to background */
if (total 0)
{ B
if (openfile==1)
fprintf(fp,"%d" total);
/* add to background task exec ution time */
background = background + total;
total = 0;
/* background takes all remaining time */
}

else

{
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Appendix A. Sample C Program to Compute Context Switch Overhead (continued)

if . (openfilemsl)

fprintf(fp,"X");

}
}
else
{
if (openfile==1)
fprintf(fp,"-");
}
if (openfilex=1)
fprintf(fp,"\n");
}
/* screen output */

clsQ);

for (i = 0; i=numtasks; i++)

{

tempflt = (((float)iterations + 1) / (float)frequency[i]) *

tempflt = tempflt / 1000;
locate (i+4,6);
printf (" Total execution time for task %d : %6.2f ms",itempflt);

}

locate (numtasks + 6,6);
printf (" There were %d cohitext switc hes",switchh);
cs_time = ((float) swtime * (float) switchh) / 1000;
locate (numtasks + 8,6);
printf (" Context switch ove rhead : %6.2f ",cs_time);
locate (numtasks + 10,6);
printf ("Time available for background tasks : %6.2f ",background / 1 000);
pl: locate (numtasks + 15,6);
printf ("For more info look at simulation file ");

locate (22,1);
if (openfile==1)

fclose(fp);

}
}

/* screen utilities supported with ansi.sys clear screen utility */

cls 0

{

prinif ("%cf 2J",27);
}

ceol ()

{

printf ( "%c{K",27);
}

locate (row,col)

int row,col;

{

printf("%c[%d; %dH",27, row,col);

}

place (row,col,text)
int row,col; char text[];
{

locate (row,col);

puts (text);
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Appendix A. Sample C Program to Compute Context Switch Overhead (continued)

}
create_file()
{
int temp,i;
openfile = 0;
for (i=0;i#;i++)
fname[i] = 0;
clsO; :
place (5,4,"Enter file to be created (Retu rn for no file): );
locate (5,51);
i=0;
temp = getcharQ;
if (temp=0xa)
{
temp = getchar();
while (temp<>0xa)

{
fname( i] = temp;
i++;
temp = getchar();
}
fp = fopen(fname,"w");
openfile = 1;
}
}
init_file()
{
int i;
fp rintf(fp,"\n\n\n\n Simulation Results \n\n\n\n\n");
fprintf(fp," Tick ")

for (i=0; i=numtasks; i++ )

fprintf(fp,"task%d  ",i);
fprintf(fp,"background \n\n");
I3
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Memory Protection and Address Exception
Logic for the CY7C611 SPARC Controller

This application note describes an address validity
check circuit for the Cypress CY7C611 SPARC-com-
patible RISC controller. The design provides validity
checks on 32-bit word boundaries for the entire 24-bit
CY7C611 address space. If an address falls outside a
valid boundary, the check circuit generates a memory
exception.

The absence of a memory management unit
(MMU ) often distinguishes an embedded microproces-
sor from a central processing unit. This does not mean
that some MMU functions are not desired for em-
bedded applications, but these applications usually do
not need the full range of such functions (mapping, ac-
cess protection, validity check, etc.). However, a circuit
that performs an address validity check definitely has
applications in embedded systems, provided that the
circuit can be implemented with a reasonable number
of components. The circuit described here is imple-
mented in two Cypress EPLDs: a CY7C332 and a
CY7C361.

The circuit contains two functional blocks: the ad-
dress-checking circuit and the memory-exception gener-
ator (Figurel). The address-checking circuit checks the
SPARC processor’s most significant 22 address bits
against an arbitrary memory map. The memory map
used for this design appears in Table 1. If an address

Table 1. System Memory Map

ADDRESS DESCRIPTION EXCEPTION
000000 — O7FFFF Baot PROM N
080000 — OFFFFF Unused Y
100000 /0 Status Reg. N
100004 1/0 Control Reg. N
100008 — 1FFFFF Unused Y
200000 — SFFFFF 4Mb RAM N
600000 — BFFFFF Unused Y
CO000Q ~ DFFFFF 1/Q Interface N
EOO000 ~ FFFFFF Reserved for expansion Y
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ADDRESS
CY7Cs32
WE ADDRESS
CyzCo11 CHECK CKT
INTEGER SCLK (ace)
uNT B—
™~
SCLK g
INULL
WRT
/MHOLDA cY7c361
/MHOLDB WMEMORY
EXCERTION.
/MEXC GENERATOR
/MDS (MEG}
SCLK

Figure 1. Block Diagram

exception occurs, the memory-exception generator
sends a memory exception to the processor.

These circuits offer an example of how the logic
functions built into the CY7C332 and CY7C361 can im-
plement designs that would otherwise be very difficult
to implement. The CY7C332’s transparent latch mode
permits the design to make the most of the 10-ns ad-
dress setup time provided by the CY7C611 SPARC
controller. The CY7C361 combinatorial input con-
figuration acts upon the exception information without
incurring any extra clock delay, while the single-
registered configuration holds CY7C611 bus transaction
information. The CY7C361 Mealy input inhibits
memory exceptions that might occur because of a nul-
lified address from the CY7C611, and the termination
macrocell configuration inhibits further exceptions
before the current exception completes.

CY7C611 Memory Interface

The CY7C611 sends most of its memory interface
signals out unlatched. Thus, these signals are only valid
a short time before and after the system clock’s rising
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Figure 2. Load Bus Cycle

edge. To be used, they must be latched outside the
processor.

The processor sends out a few latched signals.
INULL is the only one of these signals used in this
design. The processor holds INULL until the next rising
clock edge, and the signal is not designed to be latched
externally. '

The Load, Load Double, Store, and Store Double
bus cycles for the CY7C611 appear in Figures 2, 3, 4,
and 5, respectively. Figure 6 illustrates a Load with
Memory Exception, and Figure?7 illustrates a Store with
Memory Exception. Note that in both cases, MHOLD
becomes active more than one clock after the address
causing the memory exception leaves the bus. This is ac-
ceptable because the data corresponding to that ad-
dress is just being clocked into the CY7C611’s fetch
pipeline stage, and thus can be easily invalidated.

Signal Description

The signals used in the design are:

1. MHOLD(A/B) —Memory Hold (CY7C611 in-
puts)

These two signals are ORed together inside the
processor. Either is asserted to freeze the processor’s
pipeline, which is the first thing that must be done to
generate a memory exception. The CY7C611’s outputs
revert to and maintain the value they had at the clock’s
rising edge in the cycle in which either signal was as-
serted. These inputs are sampled at the processor
clock’s falling edge.

This design’s state machines use both /MHOLDA
and /MHOLDB. The store exception state machine
uses /MHOLDA, and the load exception state machine
uses /MHOLDB (Figures8 and 9).

2. /MDS — Memory Data Strobe (CY7C611 input)
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The memory-exception generator asserts Memory
Data Strobe to strobe the /MEXC memory exception
signal into the CY7C611. /MDS can only be asserted
when the pipeline is frozen via assertion of /MHOLDA
or /MHOLDB. /MDS must be de-asserted before or
simultaneously with the release of memory hold (Figure
6 and 7).

3. /MEXC — Memory E xception (CY7C611 input)

Assertion of this signal initiates an instruction ac-
cess or data access exception trap and indicates to the
processor that an attempt was made to access an invalid
address. /MEXC serves as a qualifier for the /MDS sig-
nal and must be asserted when both /MHOLD(A/B)
and /MDS are already asserted. When /MEXC is
generated with /MDS, the contents of the data bus are
ignored. /MEXC is latched on the clock’s rising edge
and is used in the subsequent cycle. /MEXC must be
released in the same cycle that memory hold is released
(Figure6 and 7).

4. INULL — Instruction Nullify (CY7C611 output)

The processor asserts INULL to indicate that the
current memory access is being nullified. The signal is
asserted in the same cycle in which the address being
nullified is active, although the address is no longer on
the address bus. The address is held in external latches.
INULL is used to disable memory exception generation
for the current memory access. This means INULL
should not be asserted during a memory exception.
INULL is asserted under the following conditions:

« During the second data cycle of any store instruc-
tion, to nullify the second occurrence of the store
address, i.e., if the address was valid the first time,
it is still valid the second time

e On all traps, to nullify the third instruction fetch
after the trapped instruction
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¢« On a load in which the hardware interlock is ac-
tivated -
*  On JMPL and RETT instructions
INULL is used as a Mealy input to the memory-ex-
ception generator to inhibit memory exception genera-
tion during nullified load memory accesses. The signal

has no effect on the ‘store exception state machine -

(Figures2 through 7).

5./WE — Write Enable (CY7C611 output)

/WE is asserted during the cycle(s) in which store
data is on the data bus. The address-checking - circuit
uses this signal to inhibit generation of address excep-
tions after the store has begun (Figures4,5 and 7).

6. WRT — Advanced Write (CY7C611 output)

WRT is asserted in two cases: during the first store
address cycle of integer single or double store instruc-
tions and during the second load/store address cycle of
atomic load/store instructions. The memory-exception
generator uses this signal to enable either the store
(WRT = 1) or load (WRT = 0) state machines
(Figures2 through 7).

Address-Checking Circuit

The address-checking circuit fits completely into a
single CY7C332. This PLD was chosen because it has
the required number of /O pins, a very narrow capture
window, and inputs that are configurable as latches.
Configuring the inputs as latches allows you to make
maximum use of the CY7C611’s 10-ns address setup
before the system clock’s rising edge (more on this
later).

1 2 -3

The inputs to the address-checking circuit are the
22 most significant bits of the processor address bus,
the system clock (SCLK), and /WE. The output of the
address-checking circuit is a single line: Address
EXCeption (/AEXC). /AEXC is inhibited when /WE is
active. Figures4 and 5 show that /WE is active only
when store data is on the data bus, i.e, after the first
address cycle of a store. At this point, because it is too
late to stop a store and generate a memory exception,
/AEXC is inhibited. Note that /AEXC is inhibited only
on the data portions of store bus cycles.

Memory-Exception Generator

The memory-exception generator occupies roughly
1/3 of a CY7C361 PLD and must accomplish two
things. First, the circuit must respond to address excep-
tions generated by the address-checking circuit. Second,
the memory-exception generator must know when not
to respond to memory exceptions generated by the ad-
dress-checking circuit.

The second case requires the use of a Mealy
input/output pair in the CY7C361. The CY7C361 was
chosen for its Mealy I/O capability and its input con-
figurability. Each input can be configured as single
registered, double registered, or combinatorial. This
design uses both single-registered and combinatorial
inputs.

At first glance, INULL looks like the perfect signal
to inhibit memory-exception generation and reset the
memory-exception generator to its initial state. But as
Figure 7 shows, if the store’s first address cycle causes
the address exception, /MHOLDx is asserted just after

CLK 1 | 1

A(23:0) Cw X X a1 X X X
L

D A A3

0(31:0) < ! X >< LDJnst)( Xlns:f. 1 X X lna’t 2 X X Div X X -i—— X X inst 3)

INULL | [ !

WE B ! !
| | |
WRT : : :

| 1 i

. ! !
AEXC |

MHOLDx

[

MEXC

Figure 3. Load Double Bus Cycle
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1 2 3 4 5 6
CLK | 1 | L ] |
23:0 X X az_X Xsra X X st:a X > Ay X X M D
A23:0) (_Slf_x X A: A '
0(31:0) ¢ : )4 Xar ?n;tX )@( X et 2 ) B Doh
INULL | I l I L/ N\
WE ; ; i ‘i \ |/ i
I i i I I I
WRT i i i i i :
e | i s | |
MHOLDx
MDS
MEXC

Figure 4. Store Bus Cycle

the next SCLK rising edge. At this point, INULL in-
hibits /MHOLDx and resets the exception circuit before
it can generate an exception — an undesired chain of
events.

To avoid this problem, the memory-exception gen-
erator is actually two state machines —one for stores
and one for loads. The load-exception state machine
has a Mealy output connected to the CY7C611’s

/MHOLDB input, and the store-gxception state
machine has a regular CY7C361 output connected to
the /MHOLDA input. Thus, INULL can inhibit nul-
lified load transactions but has no effect on stores.

The equivalent furiction for stores is accomplished
in the address-checking circuit with the /WE input.
When /WE is active, the address-checking circuit can-
not generate address exceptions. Memory exceptions

1 2 3 4 3 [.]
CLK 1 1 l L ! | i
A30) Gro X XA A ST A ORT ST A2 a3
T T T ] T
o(310) ; X Xot = X X Xlrp e 87 01 >—( 8T 0D
L i I i L /1
U — @ i | —
i i i i ] ]
WRT . H : H
! ! 4 ! ! !
e | | | T
NHOLDx
NDS
NEXC

Figure 5. Store Double Bus Cycle
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Exception Address

, 1 2 y + ’ 5 s |
ak 1 | L | l
A(23:0) <_A|T X ><A=| X ><Ll)< ><u X XA : ')
D{31:0) X D-k« X X_—|-_X )(—-r--X X + )
INULL | [ , !\ : L
WE A + ;
I | i i
WRT : : :
! ! ) ! 1B
AEXC L | 1
N | | |
MHOLDx ' \ ' _/
MDS ‘ \_ /
MEXC \ /
Figure 6. Load with Memory Exception Bus Cycle
can therefore be generated. Recall that /WE is only ac- A 20:ns CY7C332 and a 100-MHz CY7C361 are
tive during data portions of store transactions, when it is sufficient to support 25-MHz operation of the
too late to generate memory excepnons for that specxf c CY7C611. Changing the CY7C332 to the newly avail-
transaction. - able 15-ns version allows higher processor clock rates.
. L. All timing described here is for a 25-MHz system.
-General Timing R -, ‘
Excaplion Addrass
) 2 3 4 5 6
CLK - l L B N TR 1 |
AQ23:0) Al XSI'A X Xsr A X X I STA l X a2 X X )
D(31:0) g)g_xp——c _men
L | L ! I N
WE L ' . ! , ! 1y B
v i ' | I | |
WRT /T \ : :
| T B T )
AEXC . I ey . H . H
| |~ | r
MHOLDx : - \ _/
NMDS . . T\ S
MEXC - . : . N T\ . /

Figure 7. Store with Memory Exception Bus Cycle
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SEMICONDUCTOR
. /MHOLDA  /MDS /MEXC
@ WRT » AEXC w /S1 1 1 A
S

0 1 1

S = START
T = TERMINATE o 1 )
[ 1 1
) 1 1
0 1 1

Figure 8 Store Exception State Machine

The address is captured in the transpafent latch in- This signal is clocked into the CY7C361-100 on SCLK’s

puts of the CY7C332-20. The latches are transparent middle edge. If /AEXC and WRT are both active, the
when SCLK is Low. This gives you use of the 10:ns store-exception state machine is started. If /AEXC is
setup of the address to the clock’s rising edge. 10 ns active and WRT is inactive, the load-exception state

after the latches close (SCLK rising), /AEXC is valid.
’ MHOLDB MOS = /NEXC
/wn'r-psxc-/u:v/u /‘ /1 /1

0 1 1
Iy
: S = START
T = TERMINATE o 1 1
0 1 1
o 1 1
0 1 1

(D

Figure 9. Load Exception State Machine
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Figure 10. PLD ToolKit Simulator Output (Load)

machine is enabled. WRT is captured in a single
CY7C361 registeted input.

If INULL becomes active and the bus cycle is not a
store, the /MHOLDB output is inhibited, and the load-
exception state machine is returned to the initial state.
Note that the signal DCLK (Duplicate CLocK) qualifies
various inputs to the CY7C361. This is required because

if the clock doubler is enabled, as it is here, all the in-
puts and-the macrocells are clocked off the doubled
clock; however, some inputs are only valid on a single
edge of the clock. (For additional information on the
CY7C361, refer to the application note, "Understanding
the Cypress CY7C361."

SIMULATE EDIT
~——e

VUIEWS

LIMITS

40 50

Figure 11. PLD ToolKit Simulator Output (Store)
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7.

Waveform diagrams for both load and store excep-
tions appear in Figures 10 and I1. The diagrams il-
lustrate the state sequencing inside the CY7C361 and
the output decode from the internal states. Notice how
the terminate function inhibits generation of further
memory exceptions until the current exception has been
completed. These diagrams were captured from the
Cypress PLD ToolKit simulator.

Appendix A contains the ABEL source code for
the CY7C332 portion of the design, and Appendix B
contains the PLD ToolKit source code for the
CY7C361 portion of the design. These files are also
available via the Cypress bulletin board. Contact your
local Cypress office for details on how to access the bul-
letin board.

Appendix A. ABEL Source Code - Address Check Circuit

Declarations

"Inputs

SCLK Pin 1;
A23,A22,A21,A20,A19,A18  Pin 2,34,5,6,7;
A17,A16,A15,A14,A13,A12 Pin 9,10,11,12,13,14;
A11,A10,A9,A8,A7,A6 Pin 15,16,17,18,19,20;
AS5,A4,A3,A2 Pin 23,24,25,26;

IWE Pin 28;
Allireg,A10ireg,A9ireg Node 91,92,93;
ABireg,A7ireg,A6ireg Node 94,95,96;
ASsireg,Adireg,A3ireg Node 97,98,99;
A2ireg,'WEireg Node 100,102;

A23 istype ’latch’; A22 istype ’latch’; A21 istype ’latch’; A20 istype ’latch’;
A19 istype latch’; A18 istype ’latch’; A17 istype ’latch’; A16 istype ‘latch’;
A15 istype latch’; A14 istype ’latch’; A13 istype ’latch’; A12 istype ’latch’;
Allireg istype ’latch’; Al0ireg istype ’latch’; A9ireg istype ’latch’;

ABireg istype ’latch’; A7ireg istype 'latch’; A6ireg istype ‘latch’;

ASireg istype ‘latch’; Adireg istype ‘latch’; A3ireg istype ‘latch’;

A2ireg istype ’latch’; WEireg istype ’latch’;

Kok

"Output *¥***

!ADREXC Pin 27;
"Macros for readability

ADR = [A23,A22,A21,A20,A19,A18,A17,A16,A15,A14,A13,A12,Al1lireg,
Al10ireg,A9ireg,A8ireg,A7ireg,A 6ireg,Adireg,A3ireg,A2ireg);

TOPPROM = A hO7ffft/4; "Top of boot PROM (read only)

RSVOL = A h080000/4; RSVOH = A~ hOfffff/4; "First reserved space
IOSTAT = * h100000/4; "I/O stat register (read only)

IOCONT = A h100004/4; "I/O control register (write only)

NUSDOL = A h100008/4; NUSDOH = * hifffff/4; "First unused memory space

RAML = A h200000/4; RAMH = A h5fffff/4; "RAM

NUSD2L = A h600000/4; NUSD2H = A~ hbfffff/4; "2nd unused space
IOL = » hc00000/4; IOH = ~ hdfffff/4; "1/O space

RSVIL = * he00000/4; RSVIH = A~ hffffff/4; "2nd reserved space

CHLZX = C,1,0,Z.,X;
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‘ Appendix A. ABEL Source Code - Address Check Circuit

EQUATIONS

A23.C = ISCLK; A22.C = ISCLK; A21.C = ISCLK;
A20.C = ISCLK; A19.C = !SCLK; A18.C = !SCLK;
A17.C = ISCLK; A16.C = ISCLK; A15.C = ISCLK;
Al4.C = ISCLK; A13.C = ISCLK; A12.C = ISCLK;
Allireg.C = !SCLK; A10Qireg.C = !ISCLK;

A9ireg.C = ISCLK; A8ireg.C = !SCLK;

ATireg.C = !SCLK; A6ireg.C = ISCLK;

ASireg.C = ISCLK; Adireg.C = !ISCLK;

A3lireg.C = !SCLK; A2ireg.C = !SCLK;

WEireg.C = !SCLK;

IADREXC = WEireg & (

(0 ADR) & (ADR TOPPROM)
(RSVOL ADR) & (ADR RSVOH)
(IOSTAT = = ADR)

(IOCONT = = ADR)

(NUSDOL ADR) & (ADR NUSDOH)
(NUSD2L ADR) & (ADR NUSD2H)
(RSVIL ADR) & (ADR RSVIH));

H o o oH

Test_Vectors ([ADR, !WE, SCLK] - !ADREXC)
[TOPPROM, 0, 0] - 1;
[TOPPROM, 0, 1] - 1;
[TOPPROM+ 1,0, 0] - X;
[TOPPROM+ 1,0, 1] - 1;
[TOPPROM+ 1, 1, 0] - X;
[TOPPROM+ 1, 1,1] - 0;

end
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&

Appendix B. PLD ToolKit Source - Memory Exception Generator

CY7C361;

CONFIGURE;

{DCLK(node=3),

SCLK(node=4),

2XCLK(node=74,db]_clk),

ICKEN(node= 29), {Enable for WRT input clk}
OFF(node = 73),

{RST(node=12),

GLBRST(node=64),

IMHOLDB(node=19,and), {This output will default to active low}
IMHOLDA(node=16),!MDS,!MEXC, {Active low pure outputs}

WRT(node=5,ireg),
{AEXC(node=6),
INULL(node= 10), {A O on this input will force MHOLDB HIGH}

SO(node= 32,tart), {STORE STATE MACHINE}
S1(cin,term),
S2(cin,start),
S3(cin,start),
S4(cin,start),
S5(cin,start),

RO(node= 40,start), {READ STATE MACHINE}
R1(start),

R2(cin,term),

R3(cin,start),

R4(cin,start),

R5(cin,start),

EQUATIONS;

GLBRST = <prod> RST;

ICKEN = <inv_sum>; {always on}

{ sk o ok ok ok ok ok

S states are states for Store operations, R states are states for Read
operations. DCLK is used to ensure sampling only when inputs are valid.

1

SO = <prod> WRT * AEXC * IDCLK * !S1; {These conditions start
state machine}

S1= < prod> S5; {S1isterm, so S5 terminates this output}

RO = <prod> !WRT * AEXC * DCLK * R1 * IR2; {These conditions
start state machine}

R1 = <prod> RO * !INULL * !DCLK;{R2 is term, so RS5 terminates
this output}

R2= < prod> RS; {RS turns off the state machine}

MHOLDA = < inv_sum> !S1 * 1S0; {Active for 0, 1}

MDS = < inv_sum> !S4 * IS5 * IR4 * IR5; {Active for 4 and 5}

MEXC = < inv_sum> !S4 * !S5 * IR4 * IR5; {" "}

MHOLDB = < inv_sum> R2* IR1*R0;  {Active for 0, 1, 2}
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| Featurés of the VIC068
VMEDbus Interface Controller

This application note describes some features of the
Cypress VIC068 and provides information on how to use
the device.

The VIC068 was designed by a consortium of
VMEbus manufacturers in partnership with Cypress. The
major goals of this consortium were to achieve a stand-
ardized, reasonably priced VMEbus interface that was not
dominated by any board manufacturer. Manufacturing
this specialized chip requires a high-speed process (125
MHz) and high-power I/O pins (64 and 48 mA).

The - VIC068 adheres to the ANSI/IEEE Standard
1014, which minimizes the problems of interfacing among
the VMEbus boards of various manufacturers. A block
dlagram detailing the device’s functional blocks appears
in Figure 1.

VIC068 Highlights

With very precise timing, based on a 64-MHz clock
that is used internally to make decisions on 8-ns intervals,
you can reach the theoretical limits of the VMEbus trans-
fer rates — a block transfer rate of 40 MBytes/s.

Because all logic resides in a single chip, the VIC068
greatly reduces the board space necessary to interface to
the VMEDbus. Even a highly: sophisticatéd interface with
an A32/D32 system controller and block transfer support
requires no more than 60 square cm or 20 percent of a
double eurocard (6U card).

Special care has been taken to speed up the VIC068’s
VMEDbus access. Although many of today’s CPU boards
use megabytes of high-speed local RAM to limit the num-
ber of VMEbus accesses, the accesses that do occur for
I/0 or data reads and. writes must be done efficiently to
avoid slowing the rest of the system.

For both types of data transfers, the VIC068 offers
special support. For single-write cycles, you can program
the VICO68 to operate in the so-called master or slave
write-posting mode. In the master write-posting. mode
(Figure 2), the local VMEbus write cycle is terminated
locally as soon as data is latched in the VMEbus latches.
This allows the local CPU to continue with instruction
fetches or other operations while the VICO68 transfers
data over the VMEbus.

In slave write-posting mode (Figure 3), the same
function happens with write cycles from the VMEbus to
the local bus. As soon as the data is latched, the VMEbus
cycle is terminated and the local cycle can finish inde-
pendently of further VMEbus traffic. Both modes reduce
CPU overhead and VMEbus utilization, providing higher
bandwidth in single-cycle writes.

The VMEDbus prohibits a similar function in single-
cycle reads because every read cyclé on the VMEbus
could turn out to be a read-modify-write (RMW) cycle.
This cannot be foreseen because the only difference is that
the address strobe is held Low between the two cycles.
Therefore, if the VMEbus address strobe were téleased
during the two portions of the same RMW cycle, another
VMEbus master could break into that cycle and modify
the same data.

To move blocks of data over the VMEbus, the
VICO68 uses the block transfer mode. In its standard
form, this mode allows a processor to transfer up to 256

" bytes with just one starting address supplied to the
'VMEbus. Additionally, the VIC068 uses a type of pipelin-

ing to accelerate VMEbus throughput. On a block transfer

-read cycle, the slave VIC068 automatically prefetches the

n+1 data byte during the same read. The nth data byte is
transferred across the VMEbus, and the n-1 byte is latched
in local RAM. As shown in Figure 4, this operauon uses

.all three buses in overlapped and parallel operation to
speed up the transfer. Write transfers use the same

mechanism.
The limiting factor on the VMEbus transfer rate is
either -the VMEbus’s many timing restrictions or the

. source or destination memories. If the memory consists of

dynamic RAM, the restriction is probably the cycle time

of the chips used, often as slow as 200 ns. To overcome

this limitation, the VIC068 offers a programmable access
mode so that attached DRAM can be used in page mode.

After a.starting row address cycle (RAS), all sub-
sequent cycles need only a column address (CAS) to
reduce the access time, often by as much as half. For a
slave interface, the VICO68 contains all the necessary
counters and timing elements for local AS, DS, and ad-
dress generation.
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Figure 1. VIC068 Functional Block Diagram
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Locdd AS —1L______ M. I —
VMEbus ACCESS I

VMEbus AS N
Local DTACK B0 | I
VMEbus DTACK D I

Figure 2. Master Write Posting

A master block transfer needs two or three additional
latches for the higher address lines during the local DMA
part of the block transfer. Thus, even with low cost
DRAMs, the VIC068’s block transfer rate can reach 40
MBytes/s, limited only by the VMEbus specification and
the physical characteristics of the VMEbus.

This transfer rate decreases the time needed to load
programs or move data to graphics boards, as well as in-
creasing the VMEbus’s bandwidth, thereby allowing more
CPUs to work together in a multiprocessor system.

Mailbox Signaling

To add greater capability to multiprocessor systems;
the VICO068 has four interprocessor communication global
switches (ICGSs) and four interprocessor communication
module switches (ICMSs). These are all byte-wide mail-
box registers that generate a local interrupt when accessed
from the VMEbus. The ICGSs of one group reside at the
same address and are accessed with a write cycle, which
behaves as a broadcast to all members of the group. Be-
cause the ICMSs are at different addresses, one dedicated
processor can be activated with a local interrupt request
(IRQ).

A processor can inform a logical group of processors
about a new task via a broadcast using the ICGSs and can
then communicate with single processors about the task
using the ICMSs.

Eight-byte-wide  interprocessor ~ communication
registers (ICRs) are also available. Five of these registers
serve as general-purpose read/write registers, and three are
dedicated to control local activities (Halt, Reset, Mask ID,
etc.). The ICRs can be read and written from the local
side or the VMEDbus without interfering with each other.

VMEbus AS/DS 1 1 J
Slave Select 1 ~
Local AS/DS 1 f

vMEbus DTACK
Local DTACK

Figure 3. Slave Write Posting

Interrupt Generator

The VIC068 handles up to seven simultaneous pend-
ing IRQs with separate vectors. The VIC068 also provides
independent local IRQ vectors, if external IRQs are
served.

Miscellaneous Features

The VICO68 furnishes several features for VMEbus
support: : :
e SYSFAIL generation

*  Software reset

* ACFAIL

+ BERR register for detailed information

For local support, the VICO68 provides these fea-
tures:

*  Seven local IRQ sources, all level, polarity, edge
and vector programmable.
Local bus time out (2 - 512 ms)
With/without VMEbus request time included
31 different local IRQ vectors
VIC ID register

In addition to the VICO068, the following parts or
equivalents are required for a minimum hardware inter-
face:

¢ Three address latches and drivers (74xx543)

¢ Three data latches and drivers (74xx543)

«  Four isolation buffers (74xx245)

You might also need the following:

*  One to two PLDs for slave address decoding

« Two to three latches for master block transfer

« 172 PLD for block transfer glue logic

Longword n on VMEbus

VMEbus
AN N (¢
External Latch External Latch
" interndl Latch | | VIC nterndl Latch | | viC
Longword n-1 Longword n#*!
RAM written to RAM RAM written to RAM
CPU 1 CPU 2
Master CPU Slave CPU

Figure 4. Block Transfer Read Cycle
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Interfacing

To connect -a processor other than the 680x0 to the ADORESS BUFFER 880X0
VICO68, it is often easiest to map the processor control (o s [ 1A ADOrESS
signals into the control signals available on a 680x0 type —
of processor. This type of transition interface offers the <:m!~;7£, 53 [\ A0
advantage of compatibility with a large family of 680x0- Y
compatible peripheral parts, which you can then use else- @§ it
where in the design. Gm—i'v 543 N’-'7

Figure 5 shows a sample interface, whose four ad- m S ——
dress latches store the multiplexed M-bus of the MC88000 - W pp—
processor. Four data latches store the data bytes after the — i
acknowledge of the 680x0 bus and then start calculating
parity for the processor’s M-bus. The reason for this ap- I aaE rocess |
proach lies in some older peripheral /O chips, which ‘ L i
change their data lines when they should remain stable N e i
(i.e,, transmit data buffer empty, etc.). ADO3t DATA LATOES i

Two other data latches emulate the MC68020°s : Qm'j_j_:) wag K _D24.31 880X0
dynamic bus sizing. The last buffer, between DO - D7 of A
the 680x0 bus and AD16 - AD23 of the M-bus, emulates mEz)

the 680x0 bus’s IRQ cycles with normal read cycles of
the MC88000.

Acknowledgment

Cypress Semiconductor wishes to thank Jiirgen Bul-
lacher of Eltec GMbH and Eltec International S.A.R.L. for
submitting this article.
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Figure 5. Sample Interface
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Interfacing the VIC068 to the M(C68020

This application note explains some of the features of
the Cypress VIC068 and provides the first-time VIC068
user with simple implementations of these features. The
VICO068 offers the most highly integrated VMEDbus inter-
face available today. It reduces the number of parts
needed and saves board space. The emphasis in this ap-
plication note .is on interfacing the VIC068 as VMEbus
A24/A16 D16/D0O8(E0) masterlslave to the Motorola
68020.

Reset Operation

The VIC068 performs three distinct reset operauons
Internal reset — activated by the IRESET pin, which ini-
tializes most of the internal registers )
System reset — essentially the same as IRESET, but is ac-
tivated by writing ($F0) to the system reset register, or by
asserting IRESET when the VIC068 is the VMEbus con-
troller (SCON pin asserted)

Global reset — initializes all the VIC068 registers -

After a reset, the 680X0 processor reads its initial
stack pointer (SSP) and program counter' (PC) from ad-
dresses $0 through $7. One way to handle this is to remap
the boot-up ROMs to the low addresses for the ﬁrst few
cycles of the processor.

Figure 1 shows a circuit you can use: o do tlus The
circuit uses a serial-in/parallel-out shift- register (the
74HC164) to generate the MAP: signal. This ‘active-Low
signal can be used with address-decode logic to force boot
ROM access. to the lower addresses during initial power

A o=—=3doa A
MAP FOR 32-BIT MEMORY QB B
i . Qc ‘
MAP FOR 16-BIT MEMORY —21qpD
: QE
QF CLK 4
Q6
MAP FOR 8-BIT MEMORY Q

up. Asserting the 74HC164 CLEAR pin drives all the
parallel outputs Low, which asserts the selected MAP sig-
nal. With the two serial inputs tied High, each Low-to-
High transition of the 68020 AS clocks the High through
the shift register and out each of the parallel outputs. By
picking the proper output for the MAP signal, you can
decode from 1 to 8 of the initial processor cycles. You
can use the MAP signals on memory configurations that
are 8, 16, or 32 bits wide by using the QH, QD or QB
outputs, respectively.

Using The Processor RESET Instruction

The OR gate in Figure 1 ensures that the 74HC164 is
cleared only when HALT and RESET are both asserted.
This allows the use of the 68020 RESET instruction
without. inadvertently re-asserting MAP. An alternative to
this approach is to use two small-signal diodes (1N4148)
and a pull-down resistor in place of the OR gate. This
change reduces the design’s parts count by eliminating the
74HC32.

. AROM remappmg cucult must be used whether the
RESET instruction is issued or not because of the way the
VICO068 arbitrates local bus contention between the 68020
and the VMEbus. Contention occurs when both master
and slave operations are requested concurrently (MWB as-
serted and SLSELO, SLSEL1, or IFCSEL asserted). The
VICO68 indicates this contention by asserting DEDLK.
You can deal with the condition by setting bit 4 of the
VICO068’s interface configuration register ($AF) to assert

vecce
o

1

2

—_l_——— TO VIC/68020 AS
s .

s TO VIC/68020 RESET
H CLR .
74HCL164 TO VIC/68020 HALT
74HC32

_Figure 1. ROM Remapping Circuit
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—

I N4148

(TO Vvicoss PIN D3)

74HC1 4 74HC14

0.1UF <<

¢

1N4148

I PLO

TTRESET (TO VicCoss PIN B14)

. Figure 2. Global Reset Circuit

HALT along with LBERR when DEDLK occurs (68020
bus retry sequence). The VIC068 then:waits for the 68020
to de-assert the MWB input. Once this happens, the
VICO068 releases LBERR but continues to assert HALT to
keep the 68020 off the local bus. The VIC068 then allows
the slave operation to complete and deasserts HALT. The
68020 can now retry the contested bus cycle. -

Internal Reset

At first glance, the IRESET might seem the Ioglcal
choice for implementing the power-on reset. Because the
IRESET input has some built-in hysteresis, a simple RC
circuit would be appropriate for applying the power-on
signal.

IRESET does not initialize the local bus timing
register nor any of the slave select registers, however. Ad-
ditionally, the VICO68 powers-up with the DRAM refresh
option enabled (bit 4 of the arbiter/requester configuration
register $B3 High). This condition is acceptable if you are
using DRAM but adversely affects:the external reset cCir-
cuit in Figure 1. Specifically, for the first DRAM refresh
cycle, the VICO68 deasserts RESET but maintains HALT
in the active (Low) state and toggles AS. This action
causes shift operations in the 74HC164. You can activate
DRAM refresh after reset by writing a 1 to bit 4 of the
arbiter/requester configuration register ($B3).

System Reset
The assertion of SYSRESET on the VMEbus typical-
ly activates system reset, but only when a global reset is
not taking place. When the VIC068 is configured as the
system controller (SCON pin asserted), it drives the SYS-
RESET pin for the required 200 ms during an internal or
global reset.

Global Reset

The global reset is the most useful for power-up pur-
poses because it places all the VIC068 registers in a
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known state. You initiate a global reset by asserting
IPL(0) concurrent with or just after assening IRESET. Be-
cause IPL(0) is also one of the encoded interrupt lines for
the 68020, you must assert thls signal with an open-col-
lector device.

Figure 2 shows a typical power-up circuit for assert-
ing IRESET and IPL(0). By using a device such as the
74HC14, you get the hysteresis necessary for the shallow
charging slope of the RC circuit connected to IRESET.
And because of the 74HC14’s inherent propagation delay,
you can easily meet the requirement for asserting IPL(0)
after IRESET.

In using global reset, bear in mind that when the
VIC068 powers-up it ignores the VMEbus SYSRESET.
The VIC068 releases HALT and RESET after the 200-ms
time out even if the current VMEbus master asserts SYS-
RESET past this required minimum time. This automatic
release is a useful feature because it eliminates reliance on
the system controller to release SYSRESET to start the
power-up sequence.

The VIC068 generates a LBERR if you try to access
the VMEbus or any of the VIC068 registers before SYS-
RESET is de-asserted. One solution to this problem is to
structure the software so that the VICO68 registers are set
up as late as possible in the power-up sequence. You can
also temporarily point the 68020 BERR exception vector
to an address containing an RTE instruction and let the
68020 cycle in a BERR/RTE loop until SYSRESET is de-
asserted. The latter approach provides an opportunity to
be the first board in a system to request VMEbus master-
shlp '

-Connecting The Bus Lines

- Figure 3 shows the standard buffer configuration for
an A24/D16 VMEbus connection. This design also sup-
ports A16 and DOS(EQ) operation.
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The D16/DO8(EQ) Data Bus low byte (D7 - DO). Several control signals connect
Connect the VIC068 to the 68020 as you would any directly from the VIC068 to the 74FCT543: DENO (data
16-bit peripheral device. The 74FCT543 data buffer con- enable out) to OEAB (Qutput enable A-to-B), LWDENIN

nects between the 68020 data bus’s upper byte (D31 - 24) (lower word data enable) to OEBA (Output enable B-to-
and the VMEbus D15 - 8 data lines. The lower byte (LD7 A), LEDO (latch enable data out) to LEAB (Latch enable
- LDO) is buffered through the VIC068 to the VMEbus A-tg—lBg mdAI)EDI (latch enable data in) to LEBA (latch
. enable B-to-A).
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Figure 3, Address and Data Bus Connections
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The Address Bus

The A24/A16 configuration requires the use of two
more 74FCT543 devices to buffer and control the
VMEbus A23 through A8 signals. The 74FCT543 LEAB,
LEBA, and OEBA inputs connect directly to the VIC068
LADO (latch address out control), LADI (latch address in
control), and ABEN (enable address out control) outputs,
respectively. The output of the VIC068 LAEN (local-ad-
dress enable control) must be connected to the 74FCT543
OEBA input through an inverter because LAEN is an ac-
tive-High output and OEBA is an active-Low input.

Connecting The DSACK Lines

During the normal local bus operation, the 68020’s
slave devices (i.e., memory, UART, parallel port) must
tell the processor the size of their data bus. This is done
by asserting the DSACKI1 inputs, which tells the 68020
that the port is a 16-bit device. Asserting DSACKO in-
stead indicates that the port is an 8-bit device. Asserting
both DSACK1 and DSACKO indicates that the port is 32
bits wide. To configure the VICO68 as a 16-bit port, simp-
ly connect the 68020 DSACK1 to the VIC068 DSACK1.

So long as there you have no requirement for
VMEbus access to 8-bit devices on the local bus, you do
not need to do anything with the VIC068 DSACKO pin
except terminate it (pull it High).

When you do need to access 8-bit devices, a small
problem arises with the way the VIC068 acknowledges
register accesses and interrupt-acknowledge cycles.
During these cycles, the VIC068 always asserts both
DSACKI1 and DSACKO, whether the WORD input is as-
serted or not. And in - VMEbus master cycles, when talk-
ing to -an 8-bit device on the VMEbus, the VIC068
responds with DASCKO to acknowledge the 8-bit transfer
completion.

The solution to the DSACKO problem is simple but
can be complicated to implement: You must break the
DASCKO connection between the VIC068 and the 68020
during interrupt acknowledge or VIC068 register access

(CS) cycles. The circuit needed to do this is a bidirection- -

al, open-collector buffer between the VIC068 and 68020,
The buffer should be inactive in both directions only
when the VIC068 FCIACK or CS inputs are asserted. In
Figure 4’s PAL equations, the DSACKO0_020 and VIC068
DSACKQO equation illustrates how to handle the DSACKO
connectjon.

Master Operation

VMEbus master operation with the VICO68 is easily
accomplished with the use of the MWB (module-wants-
bus) input. The VMEbus can be requested at any level (0
- 3). The VMEDbus can also be dynamically changed via
the arbiter/requester configuration register ($B3), which
eliminates the need for hardware jumpers. All VMEbus
release modes are supported through the release control
register ($D3). Support for write posting means that the
local processor can write to the VMEbus without having
to wait for the current bus master to release the bus or for
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the arbitration logic to. assert the correct BGIN 9 (bus
grant in) line. The VICO68 takes cares of this overhead for
the local processor, improving system throughput.

To request VMEbus mastership, the 68020 asserts the
MWB input. You can think of MWB as a VMEbus chip
select.

When mterfacmg to the VMEbus as an A24 or A16
device, you can have access to the whole VMEbus ad-
dress space by decoding a 32-Mbyte area of the 68020
address space for VMEbus operations. The ASIZ1-0 pins
tell the VICO68 whether the current cycles represent an
A32, A24; or A16 operation. You can use the upper 16-'
Mbyte address space (A24 High)-for VMEbus A23 opera-
tion and the lower half (A24 Low) for VMEbus Al6
operation by following three steps: décode A31 through
A25 to generate MWB, tie the ASIZ1 input High, and
connect the 68020 A24 address line to the VIC068’s
ASIZ0 input. Figure 4 demionstrates this way of decodirig -
MWB.

When the VIC068 recognizes a valid slave access,
the device asserts LBR (68020 BR input) and waits for
LBG assertion (68020 BG output). Once the VIC068
receives LBG, the device becomes the local bus master at
the conclusion of the current cycle and completes the re-
quested VMEbus slave.operation. If the VIC068 is the
only DMA device on the local bus, there is no need to
generate BGACK (bus grant acknowledge) for the 68020.
But if any other devices are capable of local bus master-
ship, you have to provide the arbitration logic and the
BGACK signal for the 68020. Keep in mind, too, that
other DMA devices must be able to recognize and deal
appropriately with the 68020 bus-cycle entry operation
(BERR and HALT asserted).-

Slave Operation

The VIC068 can provide full VMEbus slave opera-
tion by dual-porting local memory with little or no 68020
overhead. The riormal slave access operation starts by
providing SLSELO or SLSEL1 through VMEbus address
decoding. The circuits in Figures 3 and S use a 22V10
PAL for this purpose. Always qualify VMEbus address
decoding with the AS and/or DS1-0.

Decoding SLSELO, SLSEL1, and IFCSEL

Figure 5 illustrates a typical PAL specification that
you can use to provide address decoding.for SLSELO,
SLSEL1, and IFCSEL. The VICO68 uses all the address
modifier lines (AM5 0) to qualey the access mode. Ad-
dress decoding can ignore these inputs. The VICO68 then
decides. if the access mode is legal and completes the
cycle or generates the VMEbus BERR sxgnal, depending
on the value programmed in the $lave select registers. You
can also qualify the select outputs with the address
modifiers and let the initiating dev1ce ume-out if the ac-
cess is not legal.

The IFCSEL input gives the VMEDbus access to some
of the VICO68 control registers and the interprocessor

. communication . registers. These registers are available

only through an A16 privileged-mode access.
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module_CYCLE_DECODE;
Cycle_decode device 'PV22V10’;

VCC,GND pin 24,12;
"inputs (15)
A31,A30,A29,A28,A27,A26,A25,A19 pin 1,2,3,4,5,6,7.8;
SLSELI, SLSELO pin 9,10;
FC2,FC1,FC0,AS,LBG pin 13,14,15,16,17 "for FCIACK and VIC_Cycle output
"outputs (6)
VIC_DSACKO0,DSACK0_020 pin18,19;  "To VIC DSACKO and local system DASCKO
VIC_CYCLE pin 20; "current bus cycle is VMEbus )
FCIACK pin 21; "Interrupt Acknowledge Cycle
PRE_MWBMWB pin 22,23; "VIC module-wants-bus (with and without AS)
"output type declarations

VIC_CYCLE,PKE MWBMWB istype *com’;
FCIACK,VIC_DSACKO,DSACKO 020 istype *com’;
VIC_CYCLE.OE,FCIACK.OE istype *com’;
PRE_MWB.OEMWB.OE istype *com’;
VIC_DSACKO.OE,DSACKO_020.0F istype *com’;

equations in CYCLE_DECODE
"Enable ALL outputs except DSACK’s
VIC CYCLEOE  =1;

PRE_MWB.OE =1;
MWB.OE 1y
FCIACK.OE =1

"This signal tells everybody that the VIC068 is controlling the current bus cycle
{VIC_CYCLE =ILBG & AS "signal is asserted while AS is still high
#IVIC_CYCLE & !LBG &!AS "maintain signal through entire cycle

"Interrupt acknowledge cycle (68020 to VIC). Use VIC_CYCLE to insure this is not a VMEbus master cycle
IFCIACK = A31 & A30 & A29 & A28 & A27 & A26 & A25 & A19 & FC2 & FC1 & FCO & !AS & VIC_CYCLE;

"VME A24 access is at addresses $04000000 - $04FFFFFF. A16 access is at addresses $0500000 - $OSFFFFFF (ASIZO0 is tied to LA24)
IMWB = !A31 & 1A30 & !A29 & !A28 & 1A27 & A26 & !A25 & VIC_CYCLE &!}FC2 & FC1 & FCO); ’

"This is the same signal as MWB but the AS input is removed to provide an early VMEbus master cycle indication input to othér PLDS
!PRE_MWB = !A31 & !A30 & !A29 & !A28 & !A27 & A26 & 1A25 & VIC_CYCLE &!(FC2 & FC1 & FCO);

"This signal is connected directly to the VIC DSACKQO. It generates the: VIC DSACKO for VMEBus slave accesses to 8 bit device
IVIC_DSACKO = !VIC_CYCLE & !DSACKO_020; ’

"This enables VIC_DSACKO only when VIC is the local bus master (slave accesses)
VIC_DSACKO.QE = !'VIC_ CYCLE & (!SLSELO # !SLSEL1);

"This signal is connected to the 68020 DSACK). It generates the 68020 DSACKO for VMEbus master accesses to 8 bit devices
IDSACKO0_020 = IMWB & VIC_CYCLE & !VIC_DSACKO;

"This enables the 68020 DSACKO only when the VIC is the VMEbus master
DSACKO_020.020 = IMWB & VIC_CYCLE;
end_CYCLE_DECODE

Figure 4. Abel Equations for PALC22V10 Cycle Decoding
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module VME_SLAVE;
title "VMEbus slave access address decoding’

VMEbus_Slave device 'PV22V10’;

VCC, GND pin 24, 12;
"inputs (18)

A23,A22,A21,A20 pin 1,2,3,4;

Al9,A18,A17,A16 pin 5,6,7,8;

Al1,A10,A9,A8 pin 14,15,16,17;

AS pin 18; "VMEbus address strobe

AM2 pin 22; "High for supervisor, Low for user
"outputs (3)

SLSELO pin 23; "slave select for A16 access

SLSEL1 pin 20; "'slave select for A24

ICFSEL pin 21; "slave select for register access
“output type declarations

SLSELO istype *com’;

SLSEL1 istype com’;

ICFSEL istype 'com’;

SLSEL0.OE istype 'com’;

SLSEL1.OE istype 'com’;

ICFSEL.OE istype 'com’;
""group assignment

addr=[A23,A22,A21,A20,A19,A18,A17,A16,A15,A14,A13,A12,A11,A10,A9,A8 XX X, X X X X, X];

equations in VME_SLAVE

"enable ALL outputs
SLSELO.OE =1;
SLSEL1.0E =1;
ICFSEL.OE =1

"VICO068 slave select input 1, used for supervisor mode
ISLSEL! = !AS & (addr = *h400000) & (addr = *h4FFFFF) & AM2"ram access
# 1AS & (addr = *h500400) & (addr = *h53FFFF) & AM2"EEPROM access except for bootstrap
# 1AS & (addr = ~h540400) & (addr = *h57FFFF) & AM2"bootstrap duplicate area
# 1AS & (addr = ~h580400) & (addr = ~hSBFFFF) & AM2"bootstrap duplicate area
#!AS & (addr = *h5C0400) & (addr = *hSFFFFF) & AM2"bootstrap duplicate area
# 1AS & (addr = *h404400) & (addr = *h404FFF) & AM2"ram access in user mode

"The VICO068 slave select 0 input is used for user mode access
ISLSELO = 1AS & !Al5 & Al4 & !A13 & !A12 & !AllL;

"VIC068 VME register access at addresses $4F00 thru $4FFF in supervisor mode only
ICFSEL = !AS & !Al5 & Al4 & !A13 & 1A12 & All & A10 & A9 & AS;
end_VME_SLAVE;

- Figure 5. Abel Equations for VIC068.Slave Decode -
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The PAL specification in Figure 5 configures
SLSELO to dual-port a 4-Kbyte (minus 256 bytes) space
of local RAM as an A16 non-privileged access input and
decodes IFCSEL in the SLSELO area’s upper 256 bytes.
You can use this 256-byte space for mailbox communica-
tion between boards in a multi-master system.

SLSELI1 is decoded as an A24 supervisory-only ac-
cess and provides full dual-porting of the 68020 board’s
E“PROM program memory. This allows the VMEbus sys-
tem controller to put the system in a reset and hold state
by asserting bit 6 of the VIC068’s interprocessor com-
munications register 7. The VMEbus master can then
reprogram the entire program memory space. Once that
operation is complete, the controller can use the inter-
processor communications register 7 to release the reset
and hold state. The board comes up running the newly
installed program.

Take care when decoding SLSELO, SLSEL1, and
IFCSEL. The VIC068’s operation is undefined when more
that one of these inputs is active simultaneously.

Decoding for Supervisor/User Mode
You can use the VMEbus AM2 signal to select user
(AM2 Low) or supervisor (AM2 High) modes. The AM2
input is used as part of the slave-select decoding shown in
Figure S,

Dealing with A24 and A16 Slave Accesses

Regardless of the access address size, the 74FCT543
address buffer outputs are enabled. Typically, the back-
plane pulls unused VMEbus address lines High passively,
but most masters drive these lines regardless of the bus-
cycle-address size. If this is not desirable, control the out-
put-enable signals with the upper address line buffers
using the VMEbus address modifiers. Table 1 illustrates
how to use AMS and AM4 to determine the bus-cycle-ad-
dress size.

You can derive individual enables for each of the
VMEDbus address latches by ANDing one or both of these
address modifiers with the VIC068 LAEN (local-address
enable) signal; modify both if operating in an A32 system.

Remember to provide a stable level for the local-ad-
dress lines because nothing drives them during VMEbus
accesses. You can ensure a stable level using 4.7-KQ pull-
up or pull-down resistors on the local-bus A31 - Al6
lines. The local-bus address buffers can be set to the
desired address state and enabled with the same latch-
enable signals.

Dual-porting Local Memory
The PAL specification in Figure 4 generates a signal
called VIC_CYCLE than can serve as part of the local-ad-
dress decoding to re-map local memory for dual-porting
on the VMEbus. This approach allows memory placement
at a VMEDbus address independent of the local address.
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Interrupts

The VIC068 interrupt structure is very versatile. One
of the most useful features is the ability to redefine inter-
rupt levels, and thus priorities, under normal program con-
trol. The VIC068 supports all seven levels of VMEbus in-
terrupt as well as the seven local-interrupt levels. Inter-
rupts are also available to notify the 68020 of VMEbus
status and error conditions.

Figure 4 shows how to decode the 68020 interrupt
acknowledge bus cycle to generate the VIC068 FCIACK
input. You can omit A19 - A16 from the equation if you
do not use breakpoints, a memory management unit
(MMU), or a coprocessor (68881/68882).

Using LIACKO

The LIACKO output is typically connected to the
68020 AVEC input to initiate autovectoring of interrupts
to which the VIC068 has not been programmed to
respond. You can also use LIACKO with the IPL(2-0) out-
puts to generate interrupt-acknowledge signals to other
680X0-compatible interrupting devices.

LIRQ?7 - 1 Inputs

The LIRQ7 - 1 inputs are the interrupt request inputs
to the VIC068. The control register for each input allows
you to determine the input’s polarity (High/Low) and sen-
sitivity (level or edge). The control register also allows
you to define whether the VICO68 supplies the vector
during interrupt acknowledge cycles or asserts LIACKO
(local-interrupt acknowledge out), sets the level of inter-
rupt the 68020 sees on IPL2 - 0, and enables or disables
the interrupt. You do not need to terminate these inputs if
you leave them unconnected, but you must pull them up
externally if they are used.

The local interrupts (IPL2 - 0) are grouped and have
a common vector base register ($57). This vector base is
added to the encoded interrupt level programmed in each
of the interrupt control registers to supply a unique vector
to the 68020 for each interrupt input.

LIRQ2 is a special case because it can be used as an
interrupt clock tick timer. You enable the timer through
bits 2 and 3 of slave-select control register 0($C3). When
enabled, LIRQ2 becomes the timer output, and the local-
interrupt control register 2 ($2B) becomes the timer’s in-
terrupt-control register. The timer’s periodic interrupt can
be set to 50, 100, or 1000 Hz. If you plan on using the
tick timer, do not connect the external interrupts to LIRQ2
because this pin becomes an output.

Table 1. Determining Bus-Cycle-Address Size

AMS AM4 Cycle
H H A24 Access
H L A16 Access
L L A32 Access
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Glossary

AHDL: Advanced Hardware Description Language, a
high-level, modular language used to create logic designs
for MAX EPLDs.

arbitration: The process of deciding which one of two or
more competing entities will be allocated a resource.

arbitration time: The time taken to determine which of
simultaneous contenders for a service takes priority.

associativity: The number of lines per set in a cache.

cache: A small, fast memory located between the CPU
and main memory. A cache’s purpose is to store copies of
the instructions and/or data the CPU is most likely to need
in the near future so that the CPU can access them more
quickly than if they were stored only in main memory.

cache coherency: The state of a multiprocessor, multi-
cache system in which the value of a shared variable is
the same in all caches in which copies -of the variable
exist. In a multiprocessor, multicache system, a shared
variable can be copied into more than one cache. If the
copy is modified in one cache, steps must be taken to
modify or invalidate the copies in the other caches to
preserve cache coherency and prevent the other processes
from using a non-current data value.

cache lock: In some caches, some lines can be locked
into the cache. This means that the locked lines are never
replaced by new lines. Users can lock critical programs in
the cache to ensure that performance on these programs is
high and deterministic.

cache tag: A table of the current contents of a cache. The
tag itself is made up of a varying number of address bits
that uniquely identifies each line in the cache as coming
from a specific main memory line.
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CAS: Column address strobe. In dynamic RAMs, this sig-
nal is asserted to strobe the column address of the current
access into the device after the row has been input.

CMOS levels: There are two sets of CMOS specifica-
tions: HC and HCT. The older HC devices are generally
not TTL compatible, and the newer HCT (also FACT,
FCT, etc.) are TTL compatible. (See TTL levels.) Be-
cause the minimum Voy level for TTL is 2.4V, TTL is
not guaranteed to drive an HC input High. A 4 to
10,000Q pull-up resistor to Vcc at the TTL device’s out-
put enables the dev1ce to achieve the HC ViH level of
3.5V.

coherency (consistency): Agreement between shared con-
tents of members of the memory system.

Compiler Netlist File ((CNF): A binary file that contains
the data for a design, created by the ADF2CNF Converter
(for state machine and Boolean equation designs) or the
Compiler Netlist Extractor module of the MAX+PLUS
Compiler (for schematic designs).

crosstalk: The temporal change in either the magnetic
field or the electric field of a signal on one conductor that
results in an unwanted signal being coupled to other con-
ductors.

DMA: Direct memory access, a design technique that of-
floads some.of the I/O processing from the CPU. A DMA
controller allows the CPU to continue operation while the
controller - controls block transfers between I/O and
memory or between separate memories in-a multiproces-
sor system,

ECL levels: ECL voltage levels are specified at various
temperatures, Only the values at 25°C are listed here.
There are two families of ECL circuits: 10K and 100K.
The older 10K devices are not temperature compensated.
The newer 100K are.
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effective access time: A cache performance metric giving
the average time required to service a memory reference.

finite state machine: A synchronous sequential circuit
whose current state is defined by the contents of its flip-
flops and whose next state is determined by its current
state and the inputs to the circuit.

FPLS: Field-programmable logic sequencer, a program-
mable device with an AND array, an OR array, and
registers with feedback.

Graphic Design File (.GDF): A file created by the
MAX+PLUS Graphic Editor or the ADF2CNF Converter.
GDFs created by the Graphic Editor contain a schematic
design in addition to the symbol that represents the file’s
inputs and outputs. GDFs created by the ADF2CNF Con-
verter contain a symbol that represents the inputs and out-
puts of the original converted ADF or SMF. When the
Compiler processes the file, this type of GDF acts as a
pointer to the real design data that resides in a Compiler
Netlist File.

ground bounce: When many outputs of a device change
* from High to Low there is a rush of current into the out-
put drivers. If the inductance to ground is sufficient the
virtual ground level is raised due to this inductance. The
voltage spike caused by this phenomenon is called ground
bounce.

Hierarchy Interconnect File (HIF): A binary file
created by the MAX+PLUS Compiler’s Netlist Extractor
module. The file specifies the hierarchical interconnec-
tions between files of one design. This file is required for
design simulation even if the design consists of one file
only.

LAB: Logic array block. In Cypress MAX PLD devices,
the LAB represents a separate functional block in the
device. Each type of MAX PLD has a different number of
LABs.

latch-up: The fabrication of CMOS integrated circuits
results in parasitic PNP and NPN transistors that form an
SCR (PNPN). When the voltage at an input pin or an out-
put pin of the device exceeds certain voltage levels, the
SCR can be triggered and turn on (ie., latch-up occurs),
which creates a low-impedance path between Vcc and
ground. When this occurs, if the Vcc current is. not
limited, the device is either destroyed or severely stressed
because of the heat generated by the shoit circuit between
Vcce and ground. L :

line (block): The basic unit of information exchange be-
tween a cache and main memory or between a parent
cache and its child(ren) cache(s). .

line size: The number of bytes or .words in one
cache/main memory line. In a cache system, a line is the
quantum of data identified by the cache tag and is the
smallest quantum of data that can be transferred between
the cache and main memory. Whenever a new entry is
placed into the cache, one line is transferred. Common
line sizes are 16 and 32 bytes.

lockword (also called lockvariable): A memory location
associated with a resource. The usual convention is that

when the lockword is zero, the resource is available, and
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when the lockword is not zero the resource is being used
by another process and is therefore not available.

macrocell: A low-level block of logic in programmable
logic devices. This block can include one or more
registers, along with configurable feedback and/or output
paths.

master device: A device that controls the timing for data
exchanges between two devices. Or when devices are cas-
caded in width, the master device is the one that controls
the timing for data exchanges between the cascaded
devices and an external interface. The controlled device is
called the slave device.

Mbus: Memory Bus. Mbus is the Sun Microsystems
standard bus interface between main memory and the
CPU. It supports both uniprocessor and multiprocessor
configurations.

Mealy machine: A state machine in which outputs
depend on the current state and current inputs.

metastability: The property characterizing a device that is
not in a known, fixed state, but in the metastable state —
the state between the logical One and Zero levels. The
metastable state is entered when the input voltage level at
the input of a storage device is between these states when
the clock changes. The time required to go from this in-
determinate state to the logical One or Zero state is
defined as the metastable settling time.

miss rate: A cache performance metric giving the prob-
ability that a reference will produce a miss.

Moore machine: A state machine in which the outputs
depend only on the current state.

overshoot: The amount by which the amplitude of a sig-
nal transitions above its final value on a Low-to-High
transition.

page table: A set of tables stored in main memory that
translate virtual addresses to physical addresses.

Petrie net: A design methodology that employs token
passing rather than encoded states.
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physical address: The actual hardware address of a piece
of information in main memory.

PIA: Programmable interconnect array. In Cypress MAX
devices, the PIA is the routing path between separate logic
array blocks (LABs). The PIA is automatically routed and
provides uniform timing throughout the devices.

placement algorithm: The method used to determine
where a block may reside in a cache; often selects the set
of a reference.

Programmer Object File (POF): A binary file created
by the MAX+PLUS Compiler for use with the
MAX+PLUS Programmer. The POF contains the data
used to program the MAX EPLD.

RAS: Row address strobe. In dynamic RAMs, this signal
is asserted to strobe the row address into the device; the
address inputs are time-multiplexed.

reference: A request by the processor to read or write a
memory location.

Report File (RPT): A file generated by the MAX+PLUS
Compiler’s Fitter module indicating how EPLD resources
are used by the design. This report is particularly impor-
tant if you have not specified all pin assignments. The
RPT file contains header information, utilization informa-
tion, and a graphical representation of pin assignments.

retransmit: Applies to the CY7C42X and CY7C43X
families of large FIFOs when they are operating in either
the stand-alone or width-expansion modes. When the
retransmit pin is pulsed Low, the internal read pointer is
set to the first physical location of the FIFO. Subsequent
Low pulses on the read pin cause the FIFQO’s contents to
be output until the read pointer equals the write pointer.

semaphore: A software technique for providing explicit
mutual synchronization of parallel sequential (software)
processes. Semaphores are initialized with the value Zero
or One before the processes are started. After initializa-
tion, the processes access the semaphores only via two
specific operations — the so-called synchronizing primi-
tives. The operations carried out on semaphores are
referred to as P and V, which are the first letters of the
Dutch words corresponding to WAIT and SIGNAL,
respectively.

set: A collection of cache locations in which a line may
reside.

set associativity: A property that allows a cache to be
divided into sets, each of which contains one or more
lines. This property enables a line of main memory to map
to more than one line in the cache; the line of main
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memory can map to one line in each of the sets. When
searching the cache, the tags of one line from each of the
sets are compared to the reference tag concurrently to
determine to which set, if any, the main memory line was
mapped.

Simulator Channel File (SCF): A MAX+PLUS
Simulator input and output file that contains a waveform
representation of the input nodes that drive simulation, as
well as the output nodes that are simulated. These
waveforms represent High, Low, high-impedance, and un-
defined logic levels.

Simulator Netlist File ((SNF): The MAX+PLUS file that
contains all data required to simulate a design. This file is
created by the optional Simulator Netlist Extractor module
of the MAX+PLUS Compiler.

slave device: A device that allows another device to con-
trol the timing for data exchanges between the two
devices. Or when devices are cascaded in width, the slave
device is the one that allows another device to control the
timing for data exchanges between the cascaded devices
and an external interface. The controlling device is called
the master device.

Text Design File (TDF): A MAX+PLUS text file created
with the Advanced Hardware Description Language
(AHDL). A TDF can be incorporated into the hierarchy of
a design at any level.

transparent write: Possible only on separate /O RAMs.
During a transparent write, the data appears at the outputs
as the data is written into the array.

TTL levels: The maximum value of the input Low (Zero)
voltage level is VIL = 0.8V. The minimum value of the
input High (One) voltage level is Vi = 2V. The maxi-
mum value of the output Low voltage level is VoL =
0.4V, The minimum value of the output High voltage
level is Vol = 2.4V. The threshold level is approximately
1.5V. These values apply over the operating temperature
range of interest.

undershoot: The amount by which the amplitude of a sig-
nal transitions below its final value on a High-to-Low
transition.

Vector File (VEC): A MAX+PLUS file that contains
vectors that specify the logic levels of input nodes in a
MAX EPLD design, which the Simulator uses to test the
design’s logical operation. This file describes the input
conditions as well as output nodes to be simulated.

virtual address: An address generated by a program and
later translated into a real address for main memory.
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FIFO fullness sensitivity - 7-2

FIFO handshaking frequency calculations 7-5

FIFO interfacing 7-7 -

FIFO maximum throughput calculations 7-2
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FIFO operation 7-5 : ground comb 8-29
FIFO overflow control 6-354 . Group Code Recording (GCR) code 6-63
FIFO pulse synchronizer 7-8 guaranteed response time 8-96 :
FIFO RAM controller for deep FIFO 6-351
FIFO register array architecture 7-1 o H
FIFOs in cascade mode 7-9 .
FIFOs, avoiding problems 7-12 handshake state machine 6-272
file inclusion 6-96 hardware address translation layer 8-84
filename.ABS 6-93 Harvard-style architecture 7-52
filename.SI 6-93 HDIPs 2-4
filename.SI 6-98 hermetic DIP 2-4
filename.SO 6-93 hermetic vertical DIPs  2-4
filename.SO 6-98 Hewlett-Packard 8082A 6-29
filtering capacitor 1-30, 7-20 hierarchy interconnect file 6-332
fine-pitch leads 8-33 high-level language (HLL) state machine entry 6-173
finite state machine design syntax 6-154 high-temperature operating life tests 6-16
finite state machine entry 6-156 high-temperature storage tests 6-16
FITs rate  3-17 high-clock-speed effects, dealing with 8-23
fixed priority 6-271, 6-307 high-level languages 6-173
flash A/D converters 3-11 high-speed logic design 1-29
flat register file 8-3 - 8-4, 8-6 high-speed up/down counter 6-213
flip-flop energy transfer curve 6-24 : HTOL testing 6-17
floating point unit 6-270, 6-305, 8-61, 8-73, 8-97 HTS testing 6-17
FORCE UNSTICK command 6-357 HVDIPs 2-4
Fourier series expansion 1-2
FPLS 6-296 |
FPU 6-270, 8-61
frame alignment 6-76, 6-78 : : I/O interface 6-6, 6-21, 6-286 - 6-287, 6-332, 8-69
frame justification 6-76 i860 cache 8-57
Franaszek Run Length Limited (RLL) code 6-64 identity comparitor 6-119, 6-131
full-custom devices 6-1 IF.THEN..ELSE 6-123
function generator 6-280 illegal state recovery 6-251
functional verifier for LOG/iC 6-154 image processing 3-34, 7-24
fuse map 6-2 - 6-4 incident-wave switching 1-30
Index Tag register 8-87
G indirect data intervention 8-62 - 8-63
Initial Replacement Counter 8-87
G-10 fiberglass epoxy 1-13 - 1-14, 1-32 input clamping diodes in bipolar IC families 1-1
gate arrays  6-1 input hysteresis 1-30 :
GCREX.PAL 6-68 s Instruction Access Page Table Pointer 8:86
GCREXT.ABL 6-68 . Instruction Exception Fault Groups 8-67
glitch-free output signal 6-49 instruction-set compatibility 7-53
globally asynchronous systems 6-23 INTACK 8-13
GOTO 6-123 integral control 6-234
graphics 3-34 : interleaved SRAM  3-11
graphics and image processing 3-11 interlocked REQ/ACK handshake 6-259
graphics and imaging coprocessor 7-53 intermediate voltage sensor 6-27
ground bounce 1-15, 1-29 - 1-31, 3-1 - 3-3,:3-9, 3-15, 3- interprocedural register allocation 8-6
20 - 3-21, 3-32, 4-27, 6-216, 8-25 - 8-26, 8-29 . interrupt controller 6-259 6-263, 7-25, 7-35, 8-72 - 8-
- 73, 8-75 .
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interrupt handler 6-174, 6-176, 8-13, 8-15, 8-90, 8-96 -
899

interrupt latency 8-96 - 8-97

interrupt removal cycle 4-20

INULL 8-10

ISDATA 6-8, 6-173, 6-218, 7-30, 7-32

istype 6-119, 6-124, 6-127, 6-140 - 6-142, 6-147 - 6-149, -

6-151 - 6-152

J 858

JEDEC 2-7, 6-3, 6-93 - 6-94, 6-119, 6-151, 6-154, 6-
182, 6-218, 6-224, 8-34, 8-89 v

JEDEC (JC-42.1-81-62) format 6-69

JEDEC map 6-3, 6-173

JEDEC map, reading 6-224

JEDEC Solid State Products Engineering Council 2-7
-2-8

JEDEC Standard No.3-A 6-3

jitter 6-234

JK flip-flops, emulating in PLD 6-5

junction temperature at the chip level 3-17

K
Karnaugh mapping 6-213
L

LaPlace transform 1-7, 1-21 - 1-22
large FIFO depth expansion 7-15
large FIFO overview 7-14

large FIFO read and write timing 7-14
large FIFO retransmit feature 7-16
large FIFO width expansion 7-15
large FIFOs, avoiding problems 7-18
laser mirror-positioning servo  6-233
latch-up prevention 6-19

latch-up, eliminating 4-6

latch-up, testing 4-5

late-transition detector 6-28
late-transition sensor 6-27

layer masking process 8-37

LCC 4-10, 4-15, 6-213, 6-248

LCR meter 3-25

leadless chip carrier 2-1

least recently used 6-271

least recently used arbitration 6-307
least recently used cache algorithm 8-55

level 1 cache 8-50, 8-53 - 8-55, 8-58 - 8-60, 8-63
level 2 cache 8-49 - 8-50, 8-53 - 8-56, 8-58 - 8-60, 8-63
line capacitance 1-4,1-7

line self inductance 1-4

line termination strategies 1-14.

linked lists 8-91

load capacitance 1-4

load capacitance, analyzing 3-23

load/store model of execution 8-2

loadable delay counter 6-50

local virtual cache 8-69

locally-synchronous systems 6-23

lockvariable 4-8 - 4-9

lockword 4-8

LOG/C 6-173, 6-181 - 6-182, 6-218, 7-30, 7-32, 7-35
LOG/iC design synthesis tool 6-154

LOG/C language overview 6-154

LOGIiC 6-8

logic array block 6-7, 6-327

logic polarity 6-155

logic reduction 6-8, 6-93, 6-121 - 6-122
logic-array architecture 6-286

logic/miser bit 6-303

look-up-table translation function 4-20

loosely coupled coprocessor 7-53

low-pass filter analysis 1-16

M

macro file 6-139, 6-141

main memory coherency algorithm 8-56

MAX 2-26,3-17, 6-1, 6-7 - 6-8, 6-29, 6-327 - 6-330, 6-
332, 6-335, 6-345 - 6-349, 6-355 - 6-357

MAX+PLUS 6-8, 6-29, 6-327 - 6-330, 6-332, 6-335, 6-
346 - 6-347, 6-355 - 6-357

MAX +PLUS programming support 6-357

MAX +PLUS simulation 6-356

MAX +PLUS simulator 6-356

MAX +PLUS timing analysis 6-357

MAX +PLUS verification 6-355

Mbus 6-270 - 6-273, 6-305 - 6-307, 6-310 - 6-311, 8-8, 8-
16, 8-21 - 8-22, 8-53 - 8-54, 8-60 - 8-63, 8-67, 8-69 -
8-77, 8-79 - 8-81, 8-86 - 8-87

Mbus AC timing parameters 8-73

Mbus address phase 8-70

Mbus address wrap feature 8-71

Mbus arbiter 8-16, 8-81

Mbus arbitration 6-306, 8-75

Mbus arbitration mechanisms 8-72

Mbus architectural overview 8-69
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Mbus basic structure. 8-69°

Mbus bus error 8-72

Mbus bus snooping protocol 8-70

Mbus bus timeout error 8-72

Mbus clock generator 8-73

Mbus connector 8-73

Mbus data control Lines 8-71

Mbus data phase 8-71

Mbus data transfer cycle 8-71

Mbus description 6-270, 6-306, 8-70

Mbus DRAM memory module design 8-75

Mbus grant 8-81

Mbus Idle cycle 8-71

Mbus interrupt control 8-75

Mbus interrupt support 8-72

Mbus memory module 8-75 - 8-76

Mbus module identification and configuration §-72

Mbus processor modules 8-73

Mbus reflective memory feature. 8-70

Mbus relinquish and retry cycle 8-72 -

Mbus request/grant mechanism - 8-69

Mbus retry cycle 8-71

Mbus system boot 8-81

Mbus transaction status and encoding 8-71

Mbus uncorrectable error 8-72

Mbus watchdog timer 8-74

Mbus-arbiter reset control register 8-81

MCI00E107 3-12

MCI00E155 3-11

MC10H350 3-5

MCI10H351 3-5

McBOOLE 6-273

MDS 8-11-8-12

Mealy machine 6-154, 6-156, 6-175, 6-301

Mealy macrocell 6-295, 6-300 - 6-303, 6-311

Mealy output  6-215, 6-298, 6-301, 6-315, 6-318, 8-111

memory access errors 8-65 g

memory access fault 8-65, 8-68

memory design 8-17

memory latency 8-20

memory management unit  3-34, 6-270, 6-305 - 6-306, 8-
34, 8-38, 8-49, 8-52, 8-61, 8-65, 8-73, 8-84, 8-108, 9-
11

memory system latency 8-97

memory, interleaved 8-20
memory-exception generator 8-108 - 8-111
message passing 4-8, 7-21 - 7-22, 7-25

metastability 1-29, 1- 32,6 21 6-31, 6-33, 6-175, 6 300,

7-7
metastability data 6-26

metastability test circuit 6-28 :

metastability, analysis 6-24

metastability, avoiding 6-23

metastability, causes 6-23

metastability, characterization 6-27

metastability, eliminating 6-22

meétastability, explanation 6-22°

metastability, statistical analysis 6-25

metastable event 1-32, 6-24 - 6-26, 6-28 - 6-31, 6-310

metastable region 6-22, 6-25

metastable resolution 6-25, 6-29 - 6-31, 6-286 - 6-287

MEXC 8-11

MEXC signal 8-65

MHOLD 8-7,8-11-8-13 -

microcoded processor  7-47

microprogrammed system 7-51

microstrip  1-12 - 1-14, 1-32, 3-26, 3-35, 7-8, 7-18

MIL STD-883C Method 3015 3-9, 3-21, 3-32

MINC 6-8

minterm form 6-10

mixing logic families 1-30

Mizar MZ7170 system 8-89

MMU 3-34, 6-270, 8-13, 8-19, 8-21, 8-38 - 8-39, 8:49, 8-
61, 8-65, 8-84 - 8-88, 8-97 - 898 8-108, 9-11

mmu.c file 8-86

mmu.h file 8-86

module identifier (MID) number 8-81 -

modulo-11 counter 6-160

MOESI (Modified, Owned, Exclusive, Shared, Invalid)
cache consistency model 8-62

Moore machine 6-154, 6-156, 6-175 6-180, 6-301

MOS transistor 1-1 -

MTBF 1-32, 3-17, 4-21, 6-26 - 6-27, 6-29 6 33, 6-48

multi-frame alignment 6-76

multl-port memories 4-7 :

multi-way set-associative caches 8-51°

multicache consistency 8-59

multichip address field 8-83

multichip mask field 8-88

multichip valid (MV) bit 8-88

multilevel cache hierarchy 8-49 - 8-50, 8-57 - 8-59, 8-
61 .

Multiple Array MatriX 6-327

multiple-chip memory configurations 3-27

multiplexer macrofunctions in MAX = 6-332

MUPAC Corporation 3-38

N

negative hold time 1-32°
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NMOS ICs, replacing with CMOS  1-1
node declaration 6-143

noise budgeting 8-25, 8-28 - 8-29
noise effects 8-33

noise generation 3-1, 3-3

noise immunity 3-1, 8-29
non-destructive triadic address architecture 8-2
number base 6-94, 6-120

numerically controlled oscillator 3-11
Nyquist frequency 6-234

o

one shot 6-49, 6-290, 6-298, 7-10 - 7-11
open-loop control system 6-233
optimizing compilers 8-1 - 8-2
OrCAD 6-93

orthogonal instruction set 8-2
oscillatory behavior 1-11 - 1-12, 1-21
output proximity sensor 6-27
overdamped condition 1-5

overlapped bus requests  6-289

P

P330 6-139, 6-141 - 6-142

P330A 6-139

P331 6-150 - 6-151

PAL 1-2, 1-18, 2-24 - 2-28, 4-20, 6-2 - 6-3, 6-10 - 6-14,
6-16 - 6-19, 6-26, 6-30 - 6-33, 6-48, 6-53, 6-65, 6-67 -
6-69, 6-77 - 6-79, 6-93, 6-95 - 6-96, 6-99, 6-119, 6-
123, 6-154, 6-174, 6-182, 6-213, 6-223, 6-295 - 6-297,
7-25, 7-30, 7-33, 8-74, 9-8, 9-11

PAL array 6-11

PAL C16R6 6-63

PAL C advantages over bipolar PALs 6-18

PAL C EPROM cell 6-12

PAL C production screen 6-18

PAL C qualification 6-18

PAL C technology 6-19

PAL functions 6-11

PAL latch-up 6-19

PAL modes 6-13

PAL phantom array 6-11, 6-13 - 6-14

PAL phantom operation 6-16

PAL programming 6-10 - 6-11, 6-13

PAL register preload 6-11

PAL reliability 6-16

PAL security function 6-11

PAL structure 6-10

PAL verify 6-16

PALASM 6-68

parallel AC termination 1-14, 1-16

parallel termination 3-38

parasitic bipolar transistors 6-19

parity and arbitration options of SCSI-1 6-40

pattern recognition circuit 6-78 - 6-79

PCB trace characteristic impedance 1-32

peak detection and data separation of taped data 6-64

Petri Net 6-23, 6-49, 6-296, 6-303

PGAs 2-4

phase lock loop circuit 6-80

phase trajectory 6-25

phase velocity 1-2, 1-4

physical cache tags 8-49

physical memory space 8-69, 8-71

pick-and-place machine 8-37

PID method 6-233

piecewise transmission line analysis 1-6

"ping-pong" RAM 4-20

pin grid array 2-4, 8-25 - 8-26

pipelined buffer 6-213, 6-218

pipelined SRAM  3-11
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PLD notation and fuse maps 6-2
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PLD software packages 6-8

PLD technology 6-1
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Poisson process 6-25

polarity convention 6-143, 6-283
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polarity switch 6-5
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polystyrene beads dielectric 1-13

porting UNIX 8-84

power characteristic tables for Cypress products 2-26

power dissipation characteristics of Cypress products

power dissipation models for Cypress products 2-24

power dissipation sources 2-23

power, core and output buffer 2-24

power, DC or static 2-24

power, frequency-dependent component  2-23

power, input buffer 2-24

power, quiescent (or DC) component 2-23

power, Transient 2-24

power-down options 2-24

PQFP 8-34

practical transmission line 1-2

pre-arbitration 6-306 - 6-307

pre-charging critical nodes 4-14

pre-emptive scheduling 8-95

prioritized interrupt vector 6-259
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286 - 6-288, 6-297 - 6-298, 6-300, 6-303, 6-327, 6-
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programmable clock inputs 6-6

programmable interconnect array 6-7, 6-327

programmable logic device 6-1, 6-3

programmable macrocell 6-4

programmable waveform generator 6-279 - 6-280

programmer object file 6-335 i

PROM 6-77 - 6-78

propagation velocity and delay 1-4

proportional control 6-234 - 6-235

PTOC 6-93

pull-up/pull-down termination 1-14 - 1-15
pulse code modulation 6-76 ‘
pulse-generator module 1-32
pulse-triggered counter 6-301
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QFPs 2-4

QIC (Quarter Inch Cartridge) Committee 6-63
quad flat packs 2-4

quad in-line package 2-4

QuickPro 3-39, 6-218, 6-357

QUIP 24

R

R3000 3-30-3-31

R3000A 3-30-3-31

R3000A cache system 3-30

radar 7-24

radar equipment 4-19

radar system 6-136

radio frequency interference 1-14

random priority 6-271 - 6-272, 6-307, 8-75

raster-graphics video system 3-11

RC networks 1-16

real-time operating system 8-5, 8-89, 8-92, 8-95 - 8-96

real-time operation 8-93, 8-95

real-time server 8-89

real-time system 8-89, 8-95 - 8-97
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reflective memory 8-84, 8-88

reflow soldering 8-35
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register windows 8-3

registered bypass  7-21 - 7-22, 7-29

relational operators  6-120

remote procedure calls 8-91 - 8-92

replacement counter 8-87

report file 6-335

reset register 8-87

restricting address spaces via software 4-20 °

ribbon cable 1-15
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RISC memory design 8-17

RISC software advantages 8-2

RISC system, estimating performance 8-17
Rogers Corporation 7-20

Root Pointer register 8-86

rotated-die device 1-30

rotating priority 6-271, 6-307

S

satellite communications 3-11

SCHEMA 6-93

Schottky diode termination 1-17

Schottky diodes 1-17 - 1-18, 8-31 - 8-32

SCSI asynchronous transfer mode 6-42

SCSI data buffer 6-46

SCSI external ACK control 6-53

SCSI fast synchronous transfer mode 6-41, 6-44

SCSI interface transceivers 6-45

SCSI REQ/ACK offset counter 6-46

SCSI transfer timing 6-41

SCSI transmit control 6-49

SCSI-2 6-40 - 6-42, 6-44 - 6-47, 6-49, 6-54

SCSI-2 host bus adapter 6-40

secondary cache system applications 8-21

security bit 6-4

security fuse 6-3 - 6-4

self-synchronization 6-291

self-timed byte-write mechanism 8-38

self-timed design 6-6, 6-286 - 6-288

self-timed FIFO 7-14

self-timed interfaces 6-23

self-timed SRAM  3-11

self-timed system 6-23

semaphore 4-9, 4-20, 8-91, 8-98

series damping 8-26, 8-30

series-damping resistor 1-15, 1-30, 4-28

series-damping termination 1-14

series termination 3-38

servo control 6-161

set-associative cache mapping 8-51

SFAR 8-65, 8-67

SFSR 8-65, 8-67 - 8-68

Shannon’s sampling theorem 6-234

shared input multiplexer 6-99, 6-260

shared input mux 6-6, 6-141 - 6-142, 6-222, 6-280, 6-
286

shared memory 8-91

-1

signal transition times 1-4

SIMM  2-3,2-7-2-8

single in-line memory modules 2-3

single in-line package 2-1

SIP 2-1-24

Smalltalk 8-6

SMT design 8-33 - 8-34

sockets 8-89, 8-91 - 8-92

SOIC packages 2-1

SOJ packages 2-1

solder bridging 8-37

Solid State Products Engineering Council 6-3

sonar 7-24

SPARC 3-34, 6-154, 6-270, 6-305 - 6-306, 6-311, 7-24,
7-28, 8-1 - 8-3, 8-5 - 8-8, 8-15, 8-21, 8-23 - 8-25, 8-
29, 8-33, 8-41, 8-48 - 8-49, 8-52 - 8-53, 8-61, 8-63, 8-
65, 8-67 - 8-69, 8-80 - 8-81, 8-84 - 8-90, 8-93, 8-95, 8-
97 - 8-99, 8-108

SPARC architectural standard 8-69

SPARC cache implementations 8-63

SPARC clock fanout 8-25

SPARC International 8-73

SPARC Reference MMU Architecture Standard 8-61

SPARC reset and error modes 8-7

SPARC software implementations 8-1

SPARC system clock at high speeds 8-23

SPARC system clock duty-cycle imbalance 8-23

SPARC system clock skew 8-24

SPARC system clock-line noise 8-25

SPARC system crosstalk 8-27

SPARC system design 8-7

SPARC system grounding techniques 8-29

SPARC system.power supply 8-26

SPARC system, noise generation in  8-25

SPARC system, reducing noise in 8-28

SPARCstation 8-84

spatial locality 8-48

special-purpose controller 7-50

SR flip-flop in PLD 6-8

SRAM module 1-31

SRAM modules, variable depth 2-7

SRAM noise margin 4-1

SRAM output short-circuit current 4-1

SRAM switching-threshold variations 4-4

SRAM technology dependencies 4-2

SRAM, effects of electrostatic discharge on 4-4

SRAMs in RISC systems  3-30

stacked TTL output driver 6-216

STAG 6-218

stale data 4-19
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standard cell devices 6-1

standard data transfer format between data prepara-
tion system and programmable-logic device
programmer 6-3 '

standing waves 1-5

STAR M2 BiCMOS technology 3-7

STAR M2 process 3-33 - 3-34

STAR’s polysilicon bipolar emitter 3-7

state diagram 6-28, 6-49 - 6-51, 6-68, 6-80, 6-119 - 6-

120, 6-123, 6-136, 6-173, 6-177, 6-182 - 6-183, 6-273, .'

6-288, 6-332, 7-27, 7-29, 7-32

state machine 4-14, 6-3 - 6-6, 6-8, 6-10, 6-28, 6-46, 6-
49 - 6-53, 6-63, 6-78, 6-93 - 6-94, 6-97 - 6-99, 6-119,
6-123, 6-136, 6-142 - 6-144, 6-154, 6-156 - 6-158, 6-

- 161, 6-173 - 6-177, 6-179 - 6-183, 6-213, 6-215,6-
218, 6-238, 6-247 - 6-248, 6-250 - 6-251, 6-270 - 6-
273, 6-287, 6-295 - 6-298, 6-301 - 6-302, 6-305, 6-
307 - 6-308, 6-315, 6-328, 6-332, 6-355, 7-8, 7-25, 7-

27 - 7-30, 7-32 - 7-33, 7-35, 8-39, 8-72, 8-74 - 8-75, 8-

79, 8-109 - 8-111, 8-113 - 8-114
state machine design methodologies 6-173
state machine entry methods 6-173
state machine example 6-174
state machine partitioning 6-176
state machine PROM implementation ‘6-182
state machine state decode 6-180 '

state machine T flip-flop implementation example 6-
181

state machine D flip-flop implementation example  6-
180

state machine, naming the states 6-176

state machine, state description verification 6-177

state machine, system and state register output genera-
tion 6-179

state macrocell 6-183, 6-250, 6-297 - 6-298, 6-300 6-
302, 6-305, 6-307, 6-309 - 6-311 :

state outputs 6-173

state path 6-173

state registers 6-173

state space 6-97

state table reduction methods 6-173

state tables 6-173

state transition table 6-273

state vector or machine state 6-173

state-space curves 6-25

static RAMs, function and I/O. standards 41 -

step function excitation 1-5

store doubles 8-61

string substitution 6-96, 6-160

strip lines 1-12

I-12

stripline 3-35

stripline construction 1-5, 1-14, 1-18

strobe shortening considerations 1-21

stuffing indicator bits 6-76

Styrofoam bead dielectric 1-13

substrate bias generator 1-2, 4-3, 4-5 - 4-6, 6-20 6-216,
7-14 i

sum of products 6-4 - 6-6, 6-10 6—65 6-180 6-250, 6-
297

sum-of-products architecture 6-1

sum-of-products structures 6-327

SunOS 8-84 - 8-88, 8-90

superposition principle 1-6

surface-mount devices, adhesives for 8-35

surface-mount devices, alignment 8-37

surface-mount devices, centering 8-37

surface-mount devices, lead handling . 8-34

surface-mount devices, placement 8-33

surface-mount devices, soldering 8-34

surface-mount devices, spacing . 8-37

surface-mount footprint design 8-34

surface-mount package 1-30, 7-14, 8-34

surface-mount technology 8-33

symmetric multiprocessing 8-69

synchronization failure 6-23, 6-26, 6-30

synchronization primitive 4-9

synchronizer 6-21 - 6-23, 6-26 - 6-33

synchronizing processes

synchronous design 6-21, 6-213, 6-286, 6-288, 8-30

synchronous fault status register 8-65

synchronous full adder 6-237

synchronous state machine 6-174 - 6-175

system control register 8-81, 8-86, 8-88

T

T flip-flop 6-142 - 6-143

T flip-flops, emulating in PLD 6-5
T-Bird 6-98 - 6-99

T-Bird tail lights 6-160 - 6-161

T1 channel 6-76

T2-based transmission system 6-76
table walk 8-85, 8-87

TAS instruction 4-9

TCP/IP 8-92

Teflon 1-13

Tektronix DAS9200 6-29
telecommunications bridging 7-24
telephone channels 6-76
temperature and voltage compensation  3-1, 3-3
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temporal locality 8-48

termination methods 8-30

termination, AC 8-30

termination, diode 8-31

termination, parallel 8-30

termination, series 8-30

test equipment  3-11

Thevenin 1-15, 1-32 - 1-33, 4-4, 8-28, 8-30

Thevenin resistance 8-28

Thevenin termination 1-33

three-level virtual memory space 8-85

Thunderbird 6-98

time-domain reflectometry 3-24, 3-28

timing diagram 3-8, 4-16, 6-44, 6-50 - 6-51, 6-131, 6-
261, 6-288, 6-346 - 6-347, 6-356, 7-11, 7-19, 7-23, 7-
25, 7-29, 8-39

timing simulation 6-8

TLB Replacement Control Register 8-87

TMS320C30 6-315, 6-320

TMS320C30, interrupt signal conditioning for 6-315

TOABEL 6-68

toggle counter 6-213, 6-218 - 6-219

token passing 7-16

token ring network 6-247

token-passing 6-49, 6-296, 6-315, 7-16

total input vector 6-173

transition statement 6-123

translation look-aside buffer 8-84

translation lookahead buffer 8-98

transmission line 1-1 - 1-7, 1-11 - 1-12, 1-14 - 1-15, 1-
17, 1-22, 1-30, 1-32, 3-2, 3-9, 3-23 - 3-26, 3-35, 3-37 -
3-38, 4-23, 4-27, 8-27 - 8-28, 8-30, 8-74

transmission line discontinuities 1-7

transmission line effects for CMOS ICs  1-1

transmission line terminations, types 1-14

transmission line theory 1-2

transmission line’s maximum allowable length 1-4

transmission line’s pulse response  1-7

transmission line, classical 1-5

transmission line, ideal 1-3, 1-5, 1-7, 1-9

transmission line, practical 1-17

transmission line, types 1-12

transmission line, when to terminate 1-14

transparency feature 6-259

transparent bypass 7-21 - 7-23

trap handler objectives 8-65

trap handling 8-87 - 8-88

trap status 8-65

traveling waves 1-5

1-13

truth table  6-16, 6-68, 6-93 - 6-95, 6-97 - 6-98, 6-119 -
6-120, 6-122, 6-154 - 6-155, 6-160 - 6-161, 6-328 - 6-
329, 6-355

TTL BiCMOS I/O architecture 3-9

TTL BiCMOS SRAM 3-8, 3-13

TTLPLD 6-1

TTL-1/O 64K SRAMs 3-20

twisted pair 1-12 - 1-13

two-level virtual memory space 8-85

two-stage synchronization 6-32

U

underdamped condition 1-5
University of Karlsruhe 6-154
unterminated line example 1-18

v

vacuum pick-up nozzle 8-37

variable sum of products 6-6

VDIPs 2-4

vector file 6-335

VIC068 9-5 - 9-8,9-11

VICO068 bus line connection 9-6

VICO068 features 9-1

VIC068 interfacing 9-4

VICO068 interprocessor communication global switches
9-3

VICO068 interprocessor communication module
switches 9-3

VICO068 interprocessor communication registers 9-3

VICO068 interrupt generator 9-3

VICO068 interrupts 9-11

VIC068 mailbox signaling 9-3

VIC068 master operation 9-8

VICO68 reset circuit 9-5

VIC068 reset operation 9-5

VIC068 slave operation 9-8

VICO068, accessing 8-bit devices 9-8

VIC068, decoding for supervisor/user mode 9-11

VICO068, interfacing to 68020 9-5

VIC068, parts required with 9-3

VIC068, using with ROM remapping circuit 9-5

video equipment 3-11, 4-19

video processor 4-20

virtual cache tag array 8-62

virtual cache tags 8-49

virtual dual-port RAM 4-8
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visible execution pipeline 8-2

vision system 8-37

VME DTACK generation in CY7C361- 6-318
VME-based system enclosure 8-89

VMEDbus requester 6-286, 6-288 - 6-289 -
voltage reflection, condition for 1-4

VSOP packages 2-1

VxWorks 8-89 - 8-93

w

W. L. Gore & Associates 3-38

waveform file 6-335

waveform generation 3-34

waveform generation via direct digital synthesis 3-11
waveform generator 6-280

waveform synthesis system 3-11

Wind River Systems VxWorks 8-89

1-14

window invalid mask 8-4

window invalid mask register (WIM), ll‘lltlallZlng 87
wire over ground 1-12 - 1-13

WITH.ENDWITH 6-123

workstation design 3-34

write-through caching 8-19

writeable control store 7-52

X
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6-40
XOR gate 6-5 - 6-6

Z30 6-131
ZIP 2-2-2-4,2-7-28
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